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ABSTRACT 
 

Medical image analysis is now a significant field of research in the health care domain, because the 

requirement of more accurate, automated and efficient computational diagnosis systems. It is recently 

observed that the deep learning methods achieve remarkable success on medical image classification, 

segmentation, and disease detection, however, existing deep learning models are extremely complex and 

have high memory and runtime demand that can't be easily used in clinic practice. Beside, the anatomical 

consistency on medical image segmentation, particularly on 3D medical image applications, is still a 

challenge. In this thesis, the study develops new efficient deep learning architectures for medical image 

analysis, based on the investigation of the issues of computational efficiency, representation learning, and 

anatomical consistent segmentation. Two approaches are introduced: first approach propose a sparse 

attention based contrastive learning framework on medical image representation learning. Sparse attention 

helps reducing computational overhead and enhances feature extraction and learning from medical image. 

Contrastive learning is used to learn discriminative representation. Second approach proposed a topology 

constrained quantized nnU-Net framework for efficient and anatomically consistent 3D dental image 

segmentation. By adding topological constraints, anatomy consistency on segmentation is preserved while 

quantization on the model makes it computationally efficient and reduces model complexity and usage of 

hardware memory to be easily deployed in real application environments with less loss in segmentation 

performance. Experimental results show that the proposed models have comparable accuracy but much 

better computational efficiency and robust performance in terms of learning ability and structural 

accuracy in dental images segmentation applications. Therefore, these methods have important potential 

applications in automatic diagnosis system, clinical intelligent support systems, auxiliary system for 

radiologist, efficient healthcare systems, and so on. The potential future directions are multimodal 

medical imaging applications, federated learning, explainable ai, and lightweight deployment-oriented 

models for real time applications. 
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Chapter 1: INTRODUCTION 

1.1 Background of Medical Image Analysis 

Medical image analysis is becoming a core part of modern clinical practice, assisting 

practitioners in making informed decisions regarding diagnosis, treatment design, and disease 

management. The vast amounts of useful information extracted from medical images created by 

medical imaging modalities including X-ray, computed tomography (CT) scan, magnetic 

resonance imaging (MRI), ultrasound and cone beam CT (CBCT) images need to be processed 

correctly [1]-[2]. Manual review of medical images by radiologists and clinicians was once a 

traditional approach in the interpretation of medical images. However, it is both slow and 

susceptible to inter-observer variability, often resulting in a discrepancy of conclusions. 

 

Artificial intelligence and deep learning are widely acknowledged as revolutionizing automated 

medical image analysis and a large body of literature exploring the performance of AI in medical 

image classification, detection of diseases and medical image segmentation has been published 

over the last decade. Many approaches for image analysis now utilize deep learning methods 

such as convolutional neural networks (CNNs), transformers and attention based architectures to 

perform these tasks [3, 14, 25]. These networks learn discriminative features directly from the 

raw medical image data in an end-to-end manner without the need for handcrafted feature 

descriptors commonly used in classical algorithms. 

 

Medical image segmentation is a popular field of healthcare application within deep learning due 

to its significant implications for applications such as dental imaging, cancer diagnosis, surgery 

planning and treatment monitoring. Segmentation allows the precise delineation of organs, 

tumors, lesions or other clinically important regions of the diagnostic images [36]. One major 

drawback of many existing deep learning models is their enormous computational and memory 

overhead which prevents the adoption of such approaches in many resource limited situations 

[6], [15]. Furthermore many models lack a strict guarantee for topological or anatomical 

consistency in volumetric medical imaging data [39]. 
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To mitigate these shortcomings several efficiency oriented methods were explored including 

sparse attention, contrastive self-supervised learning, topology-aware training, and quantization 

[12], [27], [37], [46]. Sparse attention limits attention computation to relevant tokens thereby 

minimizing computational overhead while still retaining meaningful context, contrastive learning 

learns more representative features by clustering semantically similar items and separating 

dissimilar items in the embedding space, topology-constrained methods apply constraints that 

ensure structural coherence and quantization reduces the size of network parameters drastically. 

In this thesis, we explore new efficient deep learning approaches for medical image analysis, 

including sparse attention-based contrastive learning to efficient medical image representation 

learning, and a topology-constrained quantized nnU-Net framework for efficient and 

anatomically accurate dental image segmentation. 

 

1.2 Deep Learning in Healthcare 

Deep learning techniques, as explained above, have revolutionised medical technology, enabling 

high-throughput, automated analysis of complicated streams of medical data.CNNs, 

Transformers and Attention-based architectures have achieved significant successes in tasks 

including classification, segmentation and diagnosis of medical images [3],[14]. 

 

Unlike many other domain engineering approaches, these networks learn end-to-end features 

directly from image data that is relevant to the given task.Recently, interest has grown around 

Self-supervised learning and Contrastive learning approaches, which allow representation 

learning with fewer labeled data points [27], [31]. Moreover,Segmentation architectures such as 

nnU-Net have been presented which achieve high accuracy in medical image segmentation[36].  

 

However, state-of-the-art approaches are usually computationally very expensive, which requires 

high-performance GPU resources during both training and inference [37]. This lack of affordable 

deployability is undesirable, especially when used in a clinical or resource constrained 

environment. 
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1.3 Research Problem 

While deep learning has achieved remarkable progress in medical imaging, some challenges still 

stand in the way for a large scale adoption of deep learning in clinical practice. The 

state-of-the-art methods require considerable amounts of GPU compute, large memory and long 

training time [6], [15]. The resource limitations bring many practical challenges in clinical 

applications. 

 

One critical factor is the anatomically coherent nature of the segmentation, current methods 

usually contain geometric irregularities and poor boundary prediction which has been 

highlighted with the dental volumetric CBCT [39] [46]. Lack of medical data and expensive 

annotation reduces the generalization capabilities and performance of deep learning models on 

unseen images.​

​

 Therefore, there is a need to design lightweight, computationally efficient deep learning 

networks which simultaneously capture a better representation and provide anatomically precise 

segmentation. 

 

1.4 Objectives 

The thesis primarily intends to develop effective deep learning models for medical imaging 

analysis. The research addresses issues such as computational efficiency, feature learning, and 

anatomically appropriate segmentation for medical image analysis in the healthcare context. 

​

The objectives of this research include: 

•​ To study deep learning techniques used in medical image analysis. 

•​ To develop a sparse attention-based contrastive learning framework for efficient medical 

image representation learning. 

•​ To design a topology-constrained quantized nnU-Net framework for efficient dental 

image segmentation. 

•​ To improve computational efficiency and reduce model complexity in medical imaging 

tasks. 
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•​ To evaluate the performance of the proposed approaches using medical imaging datasets 

and standard evaluation metrics. 
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Chapter 2: LITERATURE REVIEW 

2.1 Medical Imaging 

Medical imaging provides critical information about the anatomy and pathology of patients. The 

existing set of modern medical imaging technologies that incorporate X-ray, CT, MR, Ultrasound 

and cone beam CT is being extensively employed in medicine for the diagnosis and treatment of 

medical conditions [1], [2].  

 

Imaging provides anatomical and pathological information. As a result, the adoption of digital 

imaging acquisition techniques has given rise to a vast number of medical images acquired every 

day. Analysis of such imagery by human users is extremely labor intensive and needs highly 

skilled professionals; therefore a fully automated image analysis pipeline is a necessity for the 

contemporary clinical setup [3]. AI and deep learning based methods are gaining rapid popularity 

in enhancing diagnostic accuracy and minimizing physician work. 

2.2 Deep Learning Models 

Deep learning has enabled several major breakthroughs in computer vision and medical imaging, 

and has substantially advanced state-of-the-art in previously difficult problem areas. CNNs are 

one of the most prevalent architecture types used in this area due to their inductive bias of being 

able to learn image feature representations hierarchically in space [14], [24]. 

 

 Furthermore, Transformer models have become more popular due to their impressive capability 

of modeling long-range relationships and context in an image [15], [25]. Attention modules 

further boost network capability by allowing the network to learn to dynamically weight the 

relevance of different regions of an image, to favor areas that are more useful for making a 

diagnosis [17]. This methodology is employed to detect various diseases, chest x-ray analysis, 

organ segmentation, and dental studies [21], [40]. 

 

 Self-supervised and contrastive learning paradigms have gained significant research interest as 

they allow effective feature extraction that is transferable to new problems from unannotated or 
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minimally annotated data [27], [31]. These are highly desirable in medical imaging due to the 

difficulty and high cost of acquiring labeled data by medical experts. 

2.3 Attention Mechanisms 

Attention mechanisms have quickly become a building block in deep learning architectures 

today, acting as mechanisms that allow networks to focus on informative features during the 

extraction and representation stages. Through their modulations on feature importance, attention 

modules focus networks on clinically important regions and prevent them from picking up on 

noise within irrelevant regions of background [17]. The ability to concentrate on important 

regions through attention has resulted in excellent results in medical image classification, 

segmentation, and anomaly detection tasks. 

 

One of the major downfalls of the standard dense attention is the quadratic scaling with respect 

to the sequence length, which becomes impossible to accommodate for both memory and 

computation given the huge volumes associated with high-resolution medical imaging [6], [15]. 

In order to counter these problems, several sparse attention architectures have been presented 

which restrict attention computation to only carefully chosen tokens pairs and preserves global 

context at a lower cost [12]. These transformer architectures become much more feasible to 

implement for the massive amounts of healthcare imaging, allowing for application on 

environments with limited compute. 

 

The use of sparse attention within medical imaging tasks to boost efficiency and performance has 

only been widely explored recently [13]. 

2.4 Contrastive Learning 

Contrastive learning is a self-supervised paradigm that trains models to embed semantically 

similar samples in proximity while separating dissimilar ones, yielding highly discriminative and 

transferable representations [27]. These methods are often particularly applicable in medical 

imaging where labeled examples are not often plentiful for a supervised approach. Many works 

have already presented contrastive learning methods on chest x-ray,ct- scans, and other medical 

contrastive learning is a paradigm in self-supervised learning that train the model to embed 

6 



 

semantically-related samples close to each other while pushing dissimilar samples farther apart, 

thereby extracting a useful and portable representation [27].Such methods become meaningful in 

training medical imaging tasks where fully supervised models are sometimes not available due to 

lack of labeled examples. 

 

Numerous studies investigate contrastive learning strategies applied to chest x-rays, CT scans 

and other medical images [7], [8], [10]. In general, they enable medical imaging models to learn 

transferable representations that are resistant to medical changes. In combination with 

transformer architectures and attention mechanisms, it couldfurther enhance representation 

power of learned features [31], [32]. Using contrastive objectives along with sparse attention 

architectures seems to be a promising avenue for learning representations efficiently without any 

drop in representational quality for clinical imaging data. 

2.5 Medical Image Segmentation 

Of the various applications of deep learning to medicine, image segmentation is among the most 

significant due to its immediate clinical applicability. The algorithms themselves distinguish 

anatomical structures such as tissues, pathological lesions, and organs within the captured image 

[36]. 

While self-configurable and adaptable architectures such as nnU-Net have performed very well 

on image segmentation applications on medical images [36], common shortcomings with 

segmentation networks are often topological incoherencies of the prediction, as well as the 

computational load placed on devices with the use of 3D volumes such as dental CBCT [39] and 

[40]. Topological learning addresses issues of continuity by maintaining it during training [46] 

while quantization has been applied to decrease model size, memory, and the computational 

requirements needed in an end-use scenario [37]. These new developments show promise as the 

optimization of topology and computational cost has been correlated with clinical performance 

[44] and [45]. 

2.6 Research Gap 
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The aforementioned progresses notwithstanding, the application of deep learning to medical 

images continues to face several outstanding technical and practical issues that are not yet 

satisfactorily solved. In fact, a great number of current architectures demand hardware resources 

that are not commonly available in either clinical or edge settings [6], [37], and to date a 

consistent volumetric segmentation result with structural and topological preservation has not 

been achieved yet [39], [46].  

From the review, there are not many existing works that combine, in an integrated manner, the 

notion of sparse attention and contrastive learning, such that to obtain a medical image 

representation. Concomitantly, there is an analogous lack of specific lightweight segmentation 

architectures that can perform topologically-informed medical image segmentation without high 

inference cost. Both technical problems are addressed in this thesis through the introduction of 

two complementary efficient architectures: a sparse-attention driven framework that exploits 

contrastive learning for medical image representation, and a topology-aware quantized medical 

image segmentation system. 
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Chapter 3: SPARSE ATTENTION-BASED CONTRASTIVE 

FRAMEWORK 

3.1 Introduction 

In the field of medical image analysis, deep learning models are expected to be effective and 

robust to learn meaningful representations from complex medical data sets. Self-supervised 

approaches learn valuable feature representations by exploring the structure of unlabeled data, 

among which contrastive learning has proved to be a powerful strategy that learned transferable 

representations with constant improvement in both general computer vision and medical imaging 

benchmarks [27, 31]. By attracting representations of data augmentation views from the same 

sample and repelling those from negative samples, an embedding objective is used. Due to the 

high cost of acquisition and the scarcity of labeled medical image datasets, contrastive methods 

are particularly well-suited for healthcare. 

 

Transformer networks, due to their ability of modeling long-range relationships through 

multi-head self-attention [15, 25], have become more and more popular in medical image 

analysis. However, due to the quadratic complexity in sequence length, full-attention transformer 

networks consume large memory and have long inference times in relation to image resolution 

[6], which hinders the application to large-scale medical image tasks. 

 

In order to address the efficiency and representation learning issues simultaneously, this paper 

proposes a sparsely attended contrastive learning framework for medical image analysis. The 

model connects a sparsified self-attention module and contrastive training, so as to reduce the 

computation without damaging the quality of learned representations. Since only diagnostically 

important regions and their context are attended, sparse attention avoids redundant computation 

compared to dense attention [12]. This framework achieves both efficiency improvement and 

feature quality augmentation, which facilitates medical image analysis to better provide reliable 

performance while achieving fast processing. We conduct experiments on medical image 

datasets to evaluate the proposed framework. 
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3.2 Proposed Framework 

In order to realize medical image learning efficiently with high-fidelity, we utilize sparse 

self-attention coupled with a contrastive objective. In this setup, we increase the discriminative 

ability of the learnt features while significantly reducing the high computation load involved 

with the dense attention mechanisms present in many architectures. The process is formulated 

into 5 stages; input image preprocessing, feature extraction, sparse attention calculation, 

contrastive learning and finally optimization. Input images are first pre-processed and 

normalized to enter the deep learning network pipeline. Positive pairs required by the contrastive 

objective are generated through stochastically different augmentation pipelines providing 

semantically similar views of the image and features are extracted through a deep neural 

network. 

 

We integrate sparse attention into the encoder to limit the attention computation to highly 

relevant spatial locations, avoiding unnecessary computation over uninformative regions [6], 

[12]. This selective attention computation method allows us to significantly reduce GPU memory 

and float operations while preserving important information for diagnostics. After obtaining the 

feature representation of the input image, we apply the contrastive objective to boost the quality 

of the representations. The two augmented views of the same image would be attracted in the 

latent space by the contrastive loss while the embeddings of different images repel each other to 

ensure class separation [27]. This objective learns representation which is robust and 

discriminative. 

 

 

Figure 3.1 Proposed Sparse Attention-Based Contrastive Learning Framework 
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​

Figure 3.1 shows the architecture of the proposed SparseContrast framework. Our framework 

exploits sparse attention and contrastive learning for effective learning of medical image 

representations. 

3.3 Sparse Attention Mechanism 

Attention mechanisms have become a cornerstone of modern deep architectures, providing 

models with the ability to selectively highlight features of a taskrelevant nature within the vast 

high-dimensional input spaces [17]. In their dense form, attention has a quadratic dependency 

with the number of input tokens; this prohibits its use with large resolution medical volumes and 

imaging cohorts [15]. 

 

Sparse attention mechanisms are proposed within this framework. Sparse attention reduces 

computational cost by limiting the attention graph to a subset of semantically important 

interactions between tokens (identified through some learned or heuristic selection mechanism 

[6]). This sparse computation maintains enough contextual support to be diagnostically useful, 

while also dramatically reduces FLOPs and memory usage. 

 

In our approach, the sparse attention mechanism prioritizes computation within areas of interest 

relevant to clinical diagnoses, while suppressing contributions from background and low contrast 

areas. The superfluous computations are omitted, which allows the framework to scale well with 

very large, diverse medical image datasets. In addition to memory requirements, sparse attention 

decreases both training convergence speed and inference speed, which further promotes usage 

within critical medical scenarios [12]. 

 

In conclusion, this sparse attention is efficient, providing an advantage over dense attention in 

terms of saving computation resources while having representational power comparable to the 

dense baselines. This framework leverages sparse attention to efficiently develop sophisticated 

features at no additional performance cost. 
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Figure 3.2 Visualization of Sparse Attention Maps 

 

Figure 3.2 visualize the sparsely attended region produced by each thoracic disease. The 

visualization show that the framework can pinpoint clinically important diagnostically relevant 

regions. 

 

3.4 Contrastive Learning 

Contrastive learning is a self-supervised framework which learns by maximizing the similarity of 

positive pairs versus the dissimilarity of negative pairs in the same embedding space [27]. This is 

a promising avenue for achieving effective representations without a dense amount of 
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supervision as it is often prohibitively expensive to gather annotated data for the medical 

imaging domain. 

 

Contrastive learning is a self-supervised paradigm that learns representations by comparing 

similarities of positive pairs to dissimilarities of negative pairs within a common embedding 

space [27]. Due to the perennial lack and high price of medical data, learning powerful 

representations by way of a contrastive approach can overcome reliance on dense annotation. 

The introduced model utilizes the approach of contrastive learning to learn useful feature 

embeddings from medical images. Augmentation based views of same image instance define 

positive pairs, whereas view based negative pairs belong to different images. The contrastive 

objective is utilized to learn embeddings that pull positives closer while pushing negatives apart 

in the feature space. Learning such embeddings promotes representations which are invariant to 

innocuous imaging variability yet responsive to variations relevant to disease, enabling enhanced 

classification or anomaly localization[31].  

 

When such objective is jointly trained with a sparse attention, further computational benefits can 

be achieved by elimination of needless calculation during feature extraction. A number of works 

indicate the ability of contrastive learning to improve medical images representations and 

generalizability of models [7][8][10]. Hence, the introduced model uses sparse attention together 

with contrastive learning in learning useful feature representations for medical images. 

3.5 Dataset and Preprocessing 

Empirical evaluation is carried out on several public medical imaging benchmarks, primarily 

chest radiograph collections and examines the framework under varying settings of 

representation learning. Due to the differing modalities, resolution, contrast, and coverage of 

body parts between the various datasets, extensive preprocessing is performed to ensure a stable 

and well-behaved model. 

 

All images were first spatially resampled to a single resolution before entering the network. All 

samples were intensity normalized in order to minimize the effect of inter-scanner variance and 

guarantee a constant input distribution. Several random augmentation operations were applied: 
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horizontal flipping, random shifts in angle of rotation and translation of translation as well as 

random cropping. Photometric jitter (random changes to brightness, contrast and saturation) was 

also used to reduce sensitivity to differences in exposure. 

 

These preprocessing and augmentation steps, therefore, ensured the effective learning and 

generalization capability of the network in varied conditions and patient populations. Pairs of 

these augmented images are then presented to the contrastive learning module to train the 

representation space. 

3.6 Experimental Setup 

This framework is built with widely available deep learning libraries and is tested with GPU 

accelerated computation environment. This framework is validated over well-known medical 

imaging benchmarks using different splits for training, validation and hold out test. The model is 

trained with Adam optimizer [26].  

 

Hyper parameters of this model, such as batch size, learning rate schedule, number of epochs and 

contrastive temperature, were determined through a process of systematic ablation with the help 

of validation set. The task of representation learning at the training phase is done by following a 

contrastive loss function.  

 

Model performance is measured by standard accuracy metrics, such as accuracy, precision, recall 

and evaluation of embeddings. GPU memory usage, latency of inference and computational 

burden of training are measured through empirical examination of the architecture. 

3.7 Results and Discussion 

Experiments show that the proposed method learns discriminative medical images 

representations and drastically reduces the computational burden as compared to the 

dense-attention baselines. Integrating sparse attention makes the model efficiently operate by 

omitting meaningless cross-token computations and also by reducing the peak GPU memory 

required. 

 

14 



 

The contrastive training framework reinforces the discriminative structure in the learned 

embedding space and enhances the robustness of the model towards imaging noise and 

distribution shifts. Evaluating with several well-established baselines demonstrates that our 

method achieves equal or superior representational power compared to other methods, but 

requires much less computational power. 

 

 The proposed design of sparse attention directly translates to less inference latency, reduced 

energy consumption, hence boosting its viability in low-bandwidth or edge computing situations 

within a clinical setting. In addition to that, the learned embeddings can be well transferred to 

different modalities and imaging conditions. 
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Chapter 4: TOPOLOGY-CONSTRAINED QUANTIZED 

SEGMENTATION FRAMEWORK 

4.1 Introduction 

Medical image segmentation is one of the most clinically relevant applications in medical 

imaging as it precisely outlines anatomical structures such as organs, tissues, pathological 

abnormalities, and pathological lesions. Accurate segmentation results enable a variety of 

clinically important processes such as oncological staging, pre-operative planning, treatment 

tracking over time, and assessment of dental condition [36]. Over recent years, the performance 

of deep learning segmentation networks has dramatically advanced the state-of-the-art in 

segmentation by automatically learning complex spatial and morphological features from 

annotated training images. 

 

Among the commonly used deep learning architectures in medical image segmentation, nnU-Net 

stands out and gained popularity among the biomedical image segmentation communities since 

its self-configuring capabilities coupled with impressive segmentation results [36]. However, 

models of this level of sophistication still suffers from the inherent shortcomings in 

computational efficiency, memory demands and the generation of anatomically consistent output 

especially for the 3D dental image segmentation [39], [40]. 

 

One of the main limitations of the current approaches in the CBCT dental segmentation relies on 

the complicated morphology of dental structures and their neighboring position in anatomy, 

which is usually separated by a thin layer of cortical bone [42]. Existing deep learning models 

fail to segment accurately in the boundary or have the issue with topographically inconsistent 

output which goes against the intrinsic topological characteristic of the teeth [44], [45]. The other 

drawback that makes current top performance segmentation models un-deployable at the clinical 

bed side or at the point of care centers lies on the high memory footprint and computation power 

required by these models [37]. 
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Herein, we present the topology-constrained quantized nnU-Net model where topological 

constraints are integrated to preserve the integrity of the anatomy while quantization technique is 

adopted to enhance computational efficiency. 

 

4.2 Proposed nnU-Net Framework 

We use nnU-Net [36] as our architecture: a robust self-configuring segmentation model which 

adaptively learns preprocessing, network architecture, and training recipe according to the 

statistical characteristics of a target dataset. Besides, we embed topological losses and adopt 

training using quantization-aware approaches in this architecture in order to obtain greater 

anatomical accuracy and greater inference speed. 

 

In the encoder-decoder backbone strided convolutions learn features of different resolutions, 

which then are passed to skip connected decoders and output the masks of the dental structures. 

For the purpose of model footprint reduction, we adopt quantization-aware training, which 

transforms weights into a low-bit width format. 

 

Figure 4.1 Overall Training Workflow with Topological Constraint 

 

Figure 4.1 shows the entire training procedure of the proposed topology-constrained quantized 

nn-U-Net model for dental image segmentation. 

4.3 Topology Constraints 

Our architecture is built upon nnU-Net which is a very strong self-configuring segmentation 

model which adaptively learns preprocessing, network architecture and training recipes based on 
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the statistical characteristics of a target dataset [36]. To achieve better anatomical precision and 

faster inference we add topological loss terms and apply quantization-aware training to this 

framework.  

 

The process is first started by pre-processing CBCT dental images and standardizing them, and is 

then fed to segmentation network. In the encoder-decoder backbone, strided convolutions were 

used for the multi-resolution features and decoders with skip connection processing to produce 

the masks of the dental structure. Quantization-aware training technique is used for bit width 

reducing of weights in order to reduce the size of model. 

 

Figure 4.2 Distribution of Topological Loss in Segmentation Masks 

 

Figure 4.2 presents the topological loss distribution in the process of tooth segmentation. It 

shows the significance of topological preservation in teaching the anatomical context of 3D 

models. 
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4.4 Quantization Techniques 
Many contemporary deep segmentation networks require computationally demanding levels of 

memory and resources, presenting limitations on deployment within clinical environments due to 

hardware constraints in clinical workstations. Quantization allows this by converting network 

weights and activations from 32-bit floating point representations to fixed low-bit integers [37], 

thereby reducing memory storage requirements, and enabling computations to be carried out 

using computationally cheaper integer arithmetic operations. 

 

The proposed system implements quantization-aware training across the entire network. This 

allows for the entire network to be compressed without significant losses to accuracy through the 

addition of learnable quantization parameters to the system. This compression resulted in a 

model with significantly reduced memory requirements, while still producing acceptable 

segmentation accuracy. 

 

Memory reduction has a general application in low computational power situations such as 

intraoral scanners or mobile medical imaging devices. As well as increased memory capabilities, 

integer computation results in increased throughput of inference and reduced energy 

consumption per pass, and thus is perfectly suitable for the deployment of the model into an 

actual clinical workflow. 

 

This system will tackle the efficiency/accuracy trade off, achieve a usable segmentation 

accuracy, using minimal computation. 

19 



 

 

Figure 4.3 Relationship Between Quantization Error and Topological Loss 

 

Quantization error against topological loss during training is shown in the Figure 4.3. 

Examination of the graph clearly presents the relationship between efficiency and the 

segmentation quality. 

4.5 Dataset and Preprocessing 

Performance is measured over a test set of 3D CBCT dental volumes and provide an objective 

and clinically driven way of validating the performance of the method. Unlike panoramic views 

CBCT scans have better spatial resolution, they are also acquired using iso-voxels and as a result 

is considered the most suitable imaging modality for detailed dental imaging applications, such 

as implant placement and orthodontic treatment [40]. 

 

To ensure the standardisation of images, and minimise variation between scans before feeding 

into a network a set of identical preprocessing steps were carried out on each image; the scans 

were resampled to have a standard voxel spacing and their intensities normalized before being 
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fed into the segmentation network. Additionally denoising and contrast normalisation was also 

applied to minimize scan acquisition specific artifacts from interfering with model performance. 

 

When the model is trained it can also be augmented through rotation, reflection and scaling of 

the volumes which helps to create more variations within the training data and minimize 

over-fitting; this is common practice for such data augmentation methods as it will help to create 

a more generalized model that will account for variability within the patient anatomy and scan 

parameters (e.g. Different scan protocols and different scanner calibration). 

 

4.6 Experimental Setup 

The implementation leverages commonly-used deep learning libraries and uses multi-GPU 

distributed training since volumetric segmentation has very high memory usage and compute 

intensity. For an unbiased estimation of accuracy, experiments are carried out on predefined train 

and held out test split of the dental CBCT data. 

 

The segmentation network is trained with appropriate loss function and training scheme. 

Quantization aware training approach is applied throughout the optimization process, so that the 

model has enough time to adapt itself to the quantization error and retain the segmentation 

accuracy in training process. 

 

We report the segmentation accuracy in terms of Dice similarity coefficient, precision, recall and 

Intersection over union to show boundary and volume agreement in different perspectives. Also 

we profile efficiency including peak GPU memory, compressed model size in MB, and 

per-volume inference latency for different hardware configurations. 

 

The experiments are designed to investigate the segmentation accuracy as well as the 

deployment efficiency of the topology-constrained quantized segmentation approach. 
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Chapter 5: RESULTS AND DISCUSSION 
The proposed frameworks were thoroughly evaluated on several benchmark medical imaging 

datasets regarding their representational ability, computational efficiency and deployability. 

Experiments were performed on the proposed SparseContrast framework and the 

topology-constrained quantized nnU-Net under different imaging modalities and data 

configurations. 

 

SparseContrast achieved strong representation learning capabilities while significantly 

decreasing computational complexity arising from dense attention mechanisms of typical 

transformer models. Sparseness of attention removed redundant cross-token computations 

resulting in concrete improvements in training throughput and inference memory. Contrasted 

training objectives supported sparse attention by boosting the representational richness by 

utilizing discriminative structures learnt from unlabeled medical images. In comparison to dense 

attention models, SparseContrast reached the same or higher performance on downstream 

classification tasks while significantly reducing GFLOPs and peak memory usage. 

 

Qualitative analysis on attention maps demonstrated that the mechanism successfully attended to 

regions of diagnostic relevance while ignoring irrelevant background. Such observation resulted 

in scalability improvements on large medical image cohorts and latency reduction per image. 

Furthermore, learnt representation has higher cross-domain transferability and less impact from 

different scanner, acquisition protocol or patient population variation. 

 

Topology-constrained quantized nnU-Net generated clinically viable 3D dental CBCT 

segmentations while exhibiting noticeable improvement in the structural coherence compared to 

non-topological baselines. Topological regularization enforced more connected and coherent 

masks which reduced the generation of disconnected dental fragments or non-anatomical 

components. The algorithm reliably preserved boundaries of key dental anatomical structures, 

resulting in reduction of disconnected regions and boundary discontinuities. The models are 

quantized aware trained for 4 reduction in size and significant speedup on all evaluated hardware 
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platforms with minimal compromise on Dice scores. The lightweight model is well-suited for 

deployment in the clinical environment, where limited GPU memory is a concern, on 

workstations or even on edge devices for clinical analysis, implant planning, orthodontic 

assessment, and CAD tasks. 

 

Systematic benchmarking demonstrates that both models are capable of reaching or exceeding 

representative state-of-the-art counterparts on their respective tasks while at the same time 

providing efficiency gains. SparseContrast contributes an efficient model for self-supervised 

representation learning. Topology-constrained quantized nnU-Net push the state-of-the-art in the 

efficiency-accuracy trade-off for 3D dental segmentation. Both proposed methods offer 

significant contributions towards building AI models in medical imaging which are efficient, 

deployable and clinically valuable by incorporating explicit efficiency optimization into the 

architecture design stage. 

 

Figure 5.1 Training Time and Memory Consumption Comparison 

 

Figure 5.1 Comparing the training time and memory usage of our proposed framework and 

existing contrastive learning approaches. Our proposed method has better computational 

efficiency. 
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Figure 5.2 Performance Under Different Labeled Data Settings 

 

Figure 5.2 shows the performance of our proposed framework using different numbers of labeled 

training data. Our system works well using small numbers of label samples. 

 

 

Figure 5.3 Comparison of 3D Tooth Segmentation Results 
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Figure 5.3 compares segmentation outputs generated by the ground-truth, standard quantized 

nnU-Net, and the proposed framework. The proposed method demonstrates improved structural 

consistency.  
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Method  CheXpert  MIMIC-CXR  NIH-14  GFLOPs  Memory 

(GB)  

SimCLR  0.79  0.784  0.772  72.5  3.2  

MoCo v3  0.80  0.788  0.776  70.8  3.1  

TokenLear ner  0.80  0.781  0.768  58.4  2.6  

DynamicV iT  0.80  0.792  0.779  53.7  2.4  

ConVIRT  0.80  0.790  0.774  65.2  2.9  

GLoRIA  0.80  0.793  0.781  68.3  3.0  

SparseContrast  0.81 0.797 0.785  41.2  1.9  

Table 5.1 Disease Classification Performance and Computational Cost 

 

Table 5.1 summarizes the classification accuracy and efficiency of the proposed SparseContrast 

framework on chest X-ray datasets. 

 

 

Variant  ρ=0.1  ρ=0.3  ρ=0.5  Dense  

Static  0.782  0.792  0.799  - 

Dynamic 0.789  0.812  0.808  0.798  

Table 5.2 Ablation Study on Sparsity Mechanisms 

 

Table 5.2 displays the performance of different sparsity mechanisms on the model using the 

CheXpert dataset. These findings suggest that sparse attention under the proposed framework is 

consistent. 

 

26 



 

 

Method  DSC  

(% )  

IoU   

(% )  

BF1   

(% )  

TCA   

(% )  

ACS  

(% )  

CER  

(% )  

Size  

(M B)  

Time (s)  

Full 

Precision 

nnUNet  

92. 3  86. 1  89. 7  94. 2  91. 5  3.1  1024  8.2  

Post 

Training 

Quant  

88. 7  80. 2  83. 4  82. 6  78. 3  12. 8  256  2.1  

QAT 

nnUNet  

90. 1  82. 3  86. 2  85. 4  83. 7  9.5  256  2.3  

TopoNet  91. 8  85. 2  88. 9  93. 1  90. 2  4.3  896  7.5  

Proposed  91. 5  84. 9  88. 6  93. 8  91. 0  3.9  256  2.4  

Table 5.3 Performance Comparison Across Segmentation and Efficiency Metrics 

 

Table 5.3 presents the segmentation accuracy, topological consistency, and computational 

efficiency of the proposed framework. 

 

 

Configuration  DSC (%)  TCA (%)  ACS (%)  CER (%)  

QAT-only  90.1  85.4  83.7  9.5  

+ Count Loss  90.3  89.2  85.1  8.7  

+ Adjacency 

Loss  

90.8  91.6  89.3  6.4  

+ Cavity Loss  90.6  90.8  88.5  5.1  
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Full Topo Loss  91.5  93.8  91.0  3.9  

Table 5.4 Ablation Study on Topological Loss Components 

 

Table 5.4 illustrates the extent to which different portions of the topological loss impact 

segmentation accuracy and atlas consistency. 

 

 

Method  A100 GPU  Xeon CPU  Jetson AGX  

Full-Precision  1.2  8.2  14.7  

Post-Training  0.4  2.1  3.8  

QAT-nnUNet  0.5  2.3  4.1  

Proposed  0.5  2.4  4.2  

Table 5.5 Inference Speed Comparison 

 

Table 5.5 shows the inference time using our framework versus typical segmentation methods; 

the results show faster computational speed.  
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Chapter 6: CONCLUSION AND FUTURE SCOPE 
In this thesis we developed two novel deep learning architectures which can be combined to 

improve medical image analysis tasks by tackling the challenges of computational efficiency, the 

quality of self-supervised representations and topologically-preserving volumetric segmentation 

at the same time. Two complementary directions were pursued: a sparse attention-enhanced 

contrastive learning framework for efficient representation learning and a quantized 

topology-aware extension of nnU-Net for 3D dental segmentation. 

 

In the first approach (SparseContrast) we show that it is possible to create computationally 

efficient encoders that produce discriminative, transferable representations for medical images by 

combining contrastive learning with sparse self-attention mechanisms. We can significantly 

reduce both FLOPs and memory usage by only calculating the attention between a subset of 

potentially interacting tokens selected by a learned attention mechanism. This allows us to 

extract fine-grained contextual information from the images. The contrastive learning objective 

helps the model to produce an embedding space with high discriminability and allows for 

cross-modal, cross-task transferability and robustness against anatomical variations. 

 

In the second approach (topology-aware, quantized nnU-Net) we adapt nnU-Net with topological 

loss components and quantisation aware training to create a small, 3D dental segmentation 

network which is topology-preserving but extremely efficient. Topology-aware components can 

be used to impose constraints onto the resulting segmentation mask, thereby forcing it to 

preserveanatomical connectivity and avoid holes. Quantisation further reduces the model size by 

about factor 4 and enables correspondingly faster inference and allows easy deployment at the 

edge or in the point of care environment. 

 

Through empirical validation on several tasks we show that both approaches can achieve task 

performance that competes with that of the much more computationally intensive full-precision 

dense-attention baselines. This shows the importance of designing systems with efficiency and 

clinical utility as upfront constraints rather than as an afterthought. The described architectures 

are applicable to numerous clinical problems including automatic screening, improvement of the 

radiologists' workflows, diagnosis and therapy of dental diseases, computer aided detection and 
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advanced clinical decision support. By deploying lightweight, clinically usable deep learning 

systems we can relieve both radiologists and the other clinical staff from tedious work, and, 

importantly, conduct screening tasks at large scales. 
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