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Abstract

Software Defect Prediction is another sub field of Software Quality Assurance that is a
core area and aims to identify which parts are more likely to be faulty during early stages
of the development life cycle, allowing the teams to better allocate testing efforts on areas
that are more likely to fail. Most of the previous work has been limited to C, C++,
and Java programming languages using the standard NASA and PROMISE datasets,
although some gaps exist. On the one hand, there is still little guidance for Python
specific defect prediction, while on the other, there does not seem to be a clear guidance
in the literature regarding which sequential deep learning architectures perform better.
The two peer reviewed contributions contained within this thesis examine both of these
concerns. This thesis aims to fill both of these gaps in two peer reviewed contributions.
The first paper presents an empirical evaluation of five ensemble methods — XGBoost,
LightGBM, CatBoost, Stacking Classifier, and Voting Classifier on a dataset derived
from PyTraceBugs dataset of 638,568 class instances with 18 static code metrics and a
binary defect label. Random Oversampling is employed in order to reduce the high degree
of class imbalance (buggy instances are 0.038% of the total). The features extraction is
done in two stages, resulting in a set of 15 features.The Stacking Classifier achieved
the highest Fl-score (0.6966) and MCC (0.6986), while the Voting Classifier attained
the highest Precision (0.7632) and LightGBM achieved the best AUC-ROC (0.9455),
indicating strong performance under extreme class imbalance. The second contribution
is a systematic review of 36 peer-reviewed Seq-SDP studies (2018-2025), analyzing model
architectures, datasets, evaluation methods, performance trends, and research challenges.
The review highlights the dominance of hybrid and LSTM-based models, the widespread
use of the PROMISE repository, and the strong focus on Java, emphasizing the need for
Python-based research. The most efficient model is the CodeBERT-BiGRU model with
an accuracy of 93%, F1 score of 88.9% and MCC of 0.85.
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Chapter 1

INTRODUCTION

1.1 Motivation

Hidden bugs are becoming more expensive with the advent of advanced software systems
in healthcare, finance, and transportation. Testing cannot be thorough because of re-
source constraints for testing and also due to the unequal distribution of defects. This
problem has been solved using Software Defect Prediction (SDP), which analyzes data
from past experience along with other software metrics to identify potential risky modules
in advance. The problem of SDP is classified as a binary classification problem and has
gained many supervised machine learning techniques [1]. Three generations of SDP stud-
ies have been developed: traditional statistical and machine learning algorithms, which
were hindered by the fact that they were unable to detect non-linear relationships and thus
had limitations in predictive performance [2]; the ensemble learning algorithms Random
Forest, XGBoost, Light GBM, and CatBoost, which had better performance [3, 4]; and fi-
nally deep sequential networks, like RNN, LSTM, GRU, and BiLLSTM, which could model
the patterns of defects in commits [5, 6]. Nevertheless, there are still some shortcomings
of SDP research, Another is that almost all of the researches have been conducted with C,
C++ and Java programming languages, despite the fact that Python gained popularity
in machine learning tasks owing to its own unique features. Secondly, no review paper
has covered the sequential SDP paradigm, datasets, evaluation approaches and challenges

yet. In this respect, the current work aims at filling both gaps.

1.2 Problem Statement

The main issues discussed in this thesis include lack of empirical study on SDP on Python
programs, considering the increase in usage of Python in current software development
practices; class imbalance, which is highly prevalent in real datasets of defects with de-
fective samples being only 0.038% of the total samples; even though ensemble learning

techniques have been proven to be effective in predicting defects using Java and C pro-



grams, no systematic comparison has been done on modern gradient boosting algorithms
XGBoost, Light GBM, and CatBoost and meta-ensemble techniques such as Stacking and
Voting under imbalance. Finally, with the fast increase in the number of studies in Seq-
SDP, there seems to be confusion regarding what architectures should be considered,
datasets that are used, evaluation metrics, and problems that still need to be addressed

in order to find an exact research direction.

1.3 Research Objectives

The main objectives that will be accomplished by the research work are as follows:

1. Design and validate an experiment to create a software defect prediction dataset
from static code metrics obtained from the PyTraceBugs repository using Python

programming language.

2. Design and implement an entire software defect prediction system involving data
pre-processing, feature selection, class imbalance problem resolution, feature scaling

and optimization of hyperparameters.

3. Carry out a comparative evaluation of ensemble learning models such as XGBoost,
Light GBM, CatBoost, Stacking Classifier and Voting Classifier using several per-

formance and efficiency measures.

4. Carry out a systematic review of latest research works done on sequential seq-SDP

to evaluate model architecture, data sets, performance measures and open issues.

5. Finally, draw an informed conclusion based on findings from experiments and review.



Chapter 2

LITERATURE REVIEW

2.1 Overview

SDP has been a thriving research area for more than three decades, advancing from
rudimentary statistical models to sophisticated deep learning models. In this chapter, we
discuss the related literature in three eras: machine learning era, ensemble learning era,
and sequential deep learning era. We further discuss the future trend in SDP including

embedding and attention models.

2.2 Traditional Machine Learning Approaches

The first wave of SDP included the application of traditional machine learning techniques
to metrics generated from source code. Metrics like number of lines of code, cyclomatic
complexity, code changes, and object coupling were fed into algorithms like NB (Naive
Bayes), DT (Decision Trees), LR (Logistic Regression), and SVM (Support Vector Ma-
chine) to classify modules as having defects or not having defects.

One such early study carried out by Arisholm et al. [2] involved a comparative analy-
sis of the applicability of various data mining techniques in forecasting fault-proneness in
telecommunications software projects. These types of studies served as important bench-
marks that would be used in the assessment of future models developed in the domain.
On the other hand, some of the weaknesses associated with early SDP models were mainly
due to the inadequacy in obtaining precise and well-defined labeled data relevant to each
software project.

The use of feature selection and undersampling techniques with the AdaBoost tech-
nique was investigated by Khoshgoftaar et al. [7], and it was found that the boosting tech-
nique helps to boost the classification outcomes considerably. The usefulness of software
dependencies and software churn for predicting field failures was discovered by Nagappan
and Ball [8], and hence the process level metrics emerged as a natural consequence of the

traditional code metrics used for the product level analysis. Huda et al. [9] have proposed



an approach to SDP based on filter /wrapper feature selection and ensemble classification.

2.3 Ensemble Learning Methods

The main drawback of individual classifiers is overcome by ensemble learning approaches
in which multiple base classifiers are combined to improve the predictions made by any
individual base classifier. The two major types of ensembles are sequential and parallel
[10]. The sequential type of ensemble learning techniques involves the use of boosting
algorithms that include AdaBoost, Gradient Boosting, XGBoost, Light GBM, and Cat-
Boost. In sequential ensembles, multiple base classifiers are trained in sequence with each
classifier learning from the mistakes of the previous classifiers [11].

The work by Laradji et al. [3] proved that applying ensemble learning to well-chosen
features leads to better SDP results than using single models, thereby laying the ground-
work for the paradigm of ensemble learning after feature selection. The research conducted
by Shanthini and Chandrasekaran [12] on the bagging ensemble method using SVM as
the base classifier revealed that the ensemble version of SVM performs better than the
standalone version when predicting software faults.

Recently, Dong et al. [4] conducted a systematic assessment of ensemble-based SDP
techniques with homogeneous and heterogeneous types of ensembles using different bench-
mark data sets. In addition, Mafarja et al. [13] introduced a feature selection framework
using the whale optimization algorithm along with Random Forest ensemble technique
and reported promising outcomes for NASA data set for defect prediction. Arar and Ayan
[14] presented that a feature-dependent NB classifier is capable of removing redundant
features.

XGBoost [15] was a landmark development for gradient boosting due to its efficient
use of L1 and L2 regularization, column sampling, and second order gradient calculations.
Light GBM was an improvement to XGBoost in terms of computational efficiency by virtue
of histogram-based gradients and leaf-wise splits. On the other hand, CatBoost offered a
unique method called ordered boosting that resolved the problem of shifting predictions

in categorical variables.

2.4 Sequential Deep Learning Models

Deep Learning models operating sequentially are the state-of-the-art models in SDP liter-
ature. Hochreiter and Schmidhuber [5] proposed the LSTM (Long Short Term Memory)
network model that solves the vanishing gradient problem faced by conventional RNN
models using a gating system. The LSTM network is a very efficient method for making

predictions on defects at the commit level because the order of the commit is an important



factor [16]. Cho et al. [17] came up with the GRU (Gated Recurrent Unit) network model
as a light-weight solution to LSTM networks.

One of the early frameworks for defect prediction using deep learning is DeepSoft
[18]. This framework uses deep learning to show that learned representations outperform
manually crafted features in defect prediction. On PROMISE datasets, Munir et al. [6]
introduced a hybrid model using GRU-LSTM with attention mechanism. The integration
of CNN and GRU with SMOTE-Tomek resampling has been introduced by Khleel and
Nehéz [19] which showed good performance on highly imbalanced defect data sets. Krill
herd with stacked LSTM and attention mechanism has also been used in [20].

The current state-of-the-art approach to Seq-SDP is known as the CodeBERT-BiGRU
architecture [21], which combines contextualized embeddings of code generated using
CodeBERT along with a BiGRU, providing an accuracy of 93% and Fl-score of 88.9%.
In the DHG-BiGRU approach [22], dual attention was used across time and space, adding

the element

2.5 Review Methodology

The systematic review on studies that employed Seq-SDP (Sequential Software Defect
Prediction) models during 2018 to 2025 has been conducted. In total, 36 scholarly articles
were identified for review, including IEEE, Springer, Elsevier/ACM, MDPI, and other
journals. Year-wise distribution is shown in Figure A.2, which reflects a steady increasing
pattern with a peak in 2022. There are five research questions (RQ1-RQ5) that have
been reviewed altogether.

The publisher distribution chart of the studies analyzed can be seen from Figure 2.2.
It is apparent that IEEE leads the publication numbers with 40.5%, with Springer coming
in second at 21.6% and Elsevier/ACM at third place with 8.1%. The other publications
include MDPI, Hindawi, PLOS ONE, and PeerJ, among others.

2.6 RQ1: Seq-SDP Model Taxonomy

RQ1: What are the various Seq-SDP models that have been applied in soft-
ware defect prediction?

Seq-SDP is based on a wide variety of neural architectures suited for sequential /time-
series data processing. While regular RNN is the basic architecture, its major disadvan-
tage lies in the issue of vanishing gradients, rendering its incapable of modeling long-
distance dependencies in software artifacts sequences [23]. The problem was addressed
by using LSTM with its input, output, and forget gates that allow preserving meaningful

information irrespective of the sequence length [5]. Another approach for the same is
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Figure 2.2: Distribution of publishers for reviewed research papers.

GRU, offering reduced computational costs compared to LSTMs while still maintaining
similar capabilities [17].

Reasons why one would be interested in investigating the different kinds of Seq-SDP



models include Recurrent Neural Networks, LSTM, and GRU are due to their revolu-
tionary nature when applied in the domain of software defect prediction. It becomes
important for researchers to explore the scope and applications of these models to un-
derstand emerging trends, overcome existing shortcomings, and look for avenues that can
enhance the state-of-the-art in the research community. The Table 7?7 below presents an
overview of different Seq-SDP models, which include RNN, LSTM, GRU, and Attention
Mechanisms, highlighting their definitions, strengths, and shortcomings in the context
of software defect prediction. The Table 7?7, highlights the analysis of different Seq-
SDP models utilized for predicting software defects prediction. From Fig. 2.3, it is clear

20
15
£ 10
=1
[=]
(]
h
0
LSTM Bi-LSTM Hybrids Attention GRLU Tree-LSTM RNN
based
Models

Figure 2.3: Distribution of Seq-SDP models

that the models using both techniques together (hybrid technique) like combining several
Seq-SDP models and LSTM models have become popular among defect prediction stud-
ies. Table 2.1 demonstrates the comparative perspective of the major groups of Seq-SDP
models.

As shown in Fig. 2.3, the distributions of the model architectures used in the 36
papers are displayed. Among all the models, hybrid models and LSTM networks have
higher usage frequency than other kinds of models, occupying more than 60% of the

papers under discussion.



Table 2.1: Comparison of Seq-SDP Models

Model Definition Advantages Drawbacks

LSTM Advanced RNN with | Learns long sequences | Computationally inten-
gates for long-term | effectively, overcomes | sive with longer training
memory. vanishing gradient is- | time.

sue.

GRU Simplified LSTM with | Faster training, memory | May capture less long-
fewer gates. efficient, less complex- | term dependency than

ity. LSTM.

BiLSTM | Bidirectional LSTM | Captures past and fu- | Higher computational
reading input in both | ture context simultane- | cost than unidirectional
directions. ously. models.

Attention | RNN enhanced with at- | Improves feature im- | Requires more compu-

4+ RNN tention to focus on rele- | portance extraction and | tation and training re-
vant sequence parts. performance. sources.

Attention | LSTM with attention | Handles complex | Computationally  ex-

+ LSTM |layer to boost feature | sequences better, im- | pensive, slower training.
selection. proves accuracy.

2.7 RQ2: Datasets in Seq-SDP Research

RQ2: What are the various datasets commonly employed in the Seq-SDP

domain?

The empirical evaluation of Seq-SDP models depends critically on the quality and

diversity of benchmark datasets. The most significant datasets in the literature include:

NASA MDP Datasets: The NASA Metrics Data Program provides static code
metrics with defect labels from real-world NASA projects. Key datasets include
CM1, KC1, and JM1 [24].

datasets.

Most of the baseline camparison are done on these

PROMISE Repository: Popular benchmark dataset used in SDP research [24].
Provides benchmarks such as Apache projects and MC1 to be used for defect pre-

diction experiments.

Eclipse IDE Datasets: Data collected from Eclipse IDE based projects like JDT
and PDE. They offer detailed information regarded defects and version control and,

hence are very useful for practical purposes [25].

Code4Bench: Structured baseline dataset created specifically to test machine

learning models on software engineering tasks such as SDP tasks. [26].

Datasets Based on GitHub Sources: Datasets built upon repositories from



Count

GitHub with open source code written in Python, Java, and C++. All of these

needs thorough preprocessing prior to analysis [27].

PyTraceBugs: Dataset used in implementation experiment of this thesis for SDP
using ensemble models [28]. It includes source files in Python with static code

metrics collected using SciTools Understand.

The distribution of data sets used in each paper among the total 36 is in Figure 2.4.
PROMISE repository stands out significantly in using for SDP due to its years of
the industry standard benchmark for SDP task. The deficiency of Python-based
data sets such as PyTraceBugs shows the problem addressed by this thesis.
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Figure 2.4: Number of all the Datasets used in different studies .

Analysis of programming languages based on the selected publications proves that
Java is the most popular language, C/C++ being the second most popular one,
while use of Python in studies makes only a minor part of this body of research,

which proves the potential of this thesis topic.

2.8 RQ3: Evaluation Metrics in Seq-SDP

RQ3: How do different evaluation metrics perform in Seq-SDP models?

Evaluating SDP models requires careful selection of metrics that accurately reflect

performance under the class imbalance characteristic of most defect datasets. Ta-

9



ble 2.2 provides a comprehensive summary of the evaluation metrics employed in
the reviewed Seq-SDP papers, including the number of papers using each metric,

its definition, and its relative strengths.

The most common metric used is the F1-score, highlighting the fact that the commu-
nity has realized that accuracy is not sufficient when dealing with class imbalance.
The MCC is becoming increasingly popular due to its effectiveness in dealing with

the four aspects of the confusion matrix, according to Yao and Shepperd [29].

2.9 RQ4: State-of-the-Art Seq-SDP Performance

RQ4: Which Seq-SDP models outperform existing approaches?
Of all the models surveyed, the model called CodeBERT-BiGRU [21] stands out

as the most advanced currently available, demonstrating an accuracy rate of 93%,
88.7% precision, 89.1% recall, 88.9% F1-score, and 0.85 MCC. Studies have proven

that both elements combined yield better results than either one used separately.

DHG-BiGRU model [22] uses dual attention over both temporal and spatial dimen-
sions and has better performance in terms of accuracy, precision, recall, and MCC
scores than baseline models. The visualized attention weight of the model helps

provide interpretability about defect causes.

The architectures that integrate more than one Seq-SDP models (e.g., GRU-LSTM
architecture, BILSTM with attention, and transformers combined with a recurrent
decoder) outperform single-architecture systems consistently. The integration of
pre-trained embeddings (e.g., Word2Vec, FastText, and CodeBERT) also enhances
performance as the initial representation of the code tokens and commit messages

is enriched

Transfer learning and fine-tuning approaches have proved to be very effective in
cross-project settings, achieving excellent results in terms of precision, recall, and
F1 [30, 31]. Attention-based models have exhibited enhanced ability to extract
important features, and attention weights can give an indication of which parts of

code contribute most to the presence of bugs

2.10 RQ5: Challenges and Limitations of Seq-
SDP Models

RQ5: What are the key challenges and limitations of Seq-SDP models?

10



Table 2.2: Comparison of evaluation metrics for Seq-SDP

Metric Used in papers |Definition Strength / usefulness

Accuracy 18 Ratio of correct predic-|Simple and widely used;
tions to total predic-|works best for balanced
tions. datasets.

Precision 20 Ratio of true positives to| Reduces false positives;
all predicted positives. |essential for rare defects.

Recall / Sensi- 22 Ratio of true positives to| Captures most defects;

tivity / TPR all actual positives. minimizes false negatives.

F1-Score / F- 25 Harmonic mean of preci- | Best ~ for  imbalanced

measure sion and recall. datasets; balances preci-

sion and recall.

MCC 10 Considers TP, TN, FP,|Robust for imbalanced
and FN in a single mea- |datasets.
sure.

AUC-ROC  / 15 Area under the curve of | Threshold-independent

AUC TPR vs FPR. evaluation of classifier.

AUCPR 5 Area  under  preci- | Effective for highly imbal-
sion—recall curve. anced datasets.

G-Measure 12 Geometric mean of pre-|Highlights preci-
cision and recall. sion—recall trade-offs.

Popt / Effort- 8 Measures proportion of|Links prediction to test-

aware metric effort needed to find de-|ing effort and cost.
fects.

Cross-Entropy 5t Divergence between pre-|Standard for probabilistic

Loss dicted probabilities and |models; guides training.
true labels.

MAE 4 Mean absolute difference | Useful for regression-
between predicted and|based defect prediction.
actual values.

MSE / RMSE 4 Mean / root mean|Sensitive to large errors;
squared error. common for regression

evaluation.

Recognition Er- 2 Proportion of misclassi- | Measures model misclas-

ror / FPA fied instances. sification.

Specificity / 6 Ratio of true negatives|Measures correct non-

TNR to all actual negatives. |defect predictions.

Scott-Knott 2 Statistical test to group |Identifies significantly dif-

ESD Test classifiers based on per-|ferent model groups.
formance.

Friedman Test / 2 Non-parametric tests for | Compare multiple models

Nemenyi Post- multiple classifiers. statistically.

hoc

Wilcoxon Test 2 Non-parametric test for|Evaluates significance be-

paired comparisons.

tween two models.
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Despite their impressive performance, Seq-SDP models face several significant chal-

lenges:

1. Class Imbalance: There are much less defective programs compared to non-
defective in real-world data sets which makes classifiers more likely to predict
the predominant class. MCC, F1 Score, and G-Measure are critical in evalu-

ating performance in such imbalanced data sets [32, 33].

2. Label Quality and Data Preprocessing Issues: Label quality issues re-
lated to defectiveness can be caused by inaccurate labels created based on

information found in commit logs and/or bug report data [27].

3. Language Support: Majority of studies in Seq-SDP use either Java or
C/C++ language only with Python being significantly underrepresented, there-

fore, results cannot be generalized to other modern programming languages.

4. Training Costs: Deep learning models tend to be computationally inten-
sive during the training phase making it challenging to train such models in

resource-limited environments.

5. Interpretability: Attention mechanism can give us some insights into the

model behavior but overall, Seq-SDP deep learning models are considered to
be ”black-box” models.

6. Reproducibility: Inconsistency in approaches used for data pre-processing,
embeddings used in the research and choice of baselines can negatively impact

comparison of results between different papers.

2.11 Summarised Findings

The research literature depicts a definite progression towards more complex and
high-performing models from simpler ones that have high interpretability proper-
ties, although there is still much that remains untouched, such as the dearth of
research on Python-based SDP using sequential modeling, the lack of any com-
parisons between the performance of the latest gradient boosting ensembles when
applied to imbalanced Python datasets, and finally, the lack of synthesis of existing
findings pertaining to the field of Seq-SDP. While Seq-SDP has progressed consid-
erably since 2018, with hybrids and models with attention mechanisms becoming
state-of-the-art techniques, certain issues remain, such as the lack of coverage for

Python language, interpretability, and replicability.
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Chapter 3

Methodology

3.1 Overview

In this chapter, the whole process of implementing the ensemble-based SDP is dis-
cussed. The ensemble-based SDP is carried out using an ensemble of five classifiers
on a defect dataset that is developed using the Python programming language. The
dataset used for this study is taken from the repository of PyTraceBugs.

s

Non Buggy

- ve @ -
otion
Pytracebugs Dataset ~ Dataset Preprocessing Feature i i Feature Scaling Classifiers \‘

Figure 3.1: Proposed ensemble-based defect prediction framework for Python code.

3.2 Dataset Description

This particular dataset was obtained from PyTraceBugs [28] which is a publicly
available data set consisting of Python code snippets along with their bug informa-
tion. Static code metrics were obtained from the source files of PyTraceBugs data
set using SciTools Understand, which is an industrial-level static analysis tool very

helpful for performing code analysis.

The data set consists of 638,568 records for classes, out of which 242 records have

been tagged as buggy, while the rest 638,326 as non-buggy. The above mentioned is
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indicative of extremely imbalanced class distribution, with just 0.038% of the data
being defectives. Table 77 depicts the 18 different static code measures employed

as features.

3.3 Dataset Preprocessing

Due to the highly skewed distribution of classes and the large number of features
having predominantly zero values in the unprocessed PyTraceBugs dataset, it was
imperative that some preprocessing techniques be employed. These include the

following:

1. Feature Drop: Non-contributing features and features whose values have
been predominantly zeros were dropped because such features do not contribute

significantly towards the learning process.

2. Row Drop: Rows that contained predominantly zero values were dropped

from the dataset since they only serve as noise.

3. De-duplication and Data Imputation: Duplicate rows were dropped, and
missing values within the remaining columns were imputed by taking the col-

umn median values.

3.4 Feature Selection

A two-step feature selection procedure was used to improve model accuracy and

achieve dimensionality reduction as follows:

1. Feature Removal by Variance Threshold: The VarianceThreshold tech-
nique from the scikit-learn library was used to filter out low-variance features
from the data. Those features with little variance have a minimal role in clas-
sifying samples.

2. Feature Importance Using Random Forests: A Random Forest model
was fitted on the variance threshold-filtered data to calculate feature impor-
tance values. The top 15 features based on their importance values were then

used in further processing and modeling.

Relative importance ranking of the 15 most important features identified by the
RF model is shown in Figure 3.2. The features that always ranked among the top
three most informative features were CountLine, CountLineBlank, and CountDe-
clMethodAll, which is consistent with the significance of size metrics at the class

level.
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Table 3.1: Description of Metrics in the PyTraceBugs Dataset

S.No. | Metric Description

1 AvgCountLine Average number of lines
per method

2 AvgCyclomatic Average cyclomatic com-
plexity per method

3 AvgCountLineCode | Average number of code
lines per method

4 CountLineCodeDecl| Declaration lines number

5 CountDeclInstanceMedhodber of declared in-
stance methods

6 CountLineBlank Count of blank lines

7 CountDeclMethodAll Total methods declared
(including inherited)

8 CountLine Total Count of lines in
the class

9 CountDeclMethod | Number of declared
methods

10 CountLineCode Total lines in code

11 CountClassBase Number of base classes
inherited

12 CountStmtDecl Count of declaration
statements

13 CountStmt Total Count of State-
ments

14 CountLineCodeExe | Count of executable lines

15 SumCyclomatic Sum of cyclomatic com-
plexity over all methods

16 MaxCyclomatic Maximum cyclomatic
complexity among meth-
ods

17 MaxInheritanceTree| Depth of the inheritance
tree

18 CountStmtExe Number of executable
statements

19 IsBuggy Binary  target label
(1=buggy, 0=non-
buggy)
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CountDeclinstanceMethod

Top 15 Feature Importances

CountLine
CountLineBlank
CountDeclMethodAll
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Figure 3.2: op 15 selected features
3.5 Train/Test Split and Resampling

The dataset after cleaning and feature selection was split using the stratified 80/20
split method. Stratified splitting means that the class distribution of the IsBuggy
column was preserved in both train and test splits. The purpose of stratified splitting

is to ensure balanced class distribution in both the train and test datasets.

To handle the problem of class imbalance, Random Oversampling (ROS) was used
only on the training dataset. ROS consists of duplicating samples from the minority
class until a balance between classes is achieved. Importantly, the test set remained
intact, allowing for evaluation of the model against the real distribution of the test

set.

3.6 Feature Scaling

Both the training data after resampling and test data were scaled using the Min-

Max Scaling technique by which all the features would be rescaled to [0,1] with
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respect to the equation:
L — Zmin
Tscaled = —— (31)
Lmax — Lmin

This scaling avoids any particular feature with large magnitude from being more

influential than other features during training.

3.7 Ensemble Classifiers

The following five ensemble models have been examined in this research:

3.7.1 XGBoost

XGBoost (eXtreme Gradient Boosting) [15] is a boosted ensemble model based on
training a sequence of weak estimators (decision trees) and focusing on minimizing
the weighted residuals of each estimator relative to its predecessor. It uses reg-
ularization, feature subsampling, second-order gradient approximation, and other

measures to improve model generalization.

3.7.2 LightGBM

LightGBM optimizes the gradient boosting algorithm by using histogram approx-
imation and leaf-wise tree growth. This approach allows for significant speedups
compared to XGBoost, which makes Light GBM a good choice for working with
large-scale datasets, like the one derived from PyTraceBugs dataset [11].

3.7.3 CatBoost

CatBoost utilizes ordered boosting as an effective way to solve the problem of pre-
diction shift in gradient boosting. Ordered boosting is based on permutation, which
prevents data leakage in gradient computation, i.e., reusing samples that have been

used for the computation of the gradients for constructing the next tree.

3.7.4 Stacking Classifier

Stacking classifier uses XGBoost, Light GBM, and CatBoost algorithms as base clas-
sifiers, where the Random Forest (RF) algorithm acts as the meta-learner that learns
how to aggregate the base learners’ predictions. Base learners make out-of-fold pre-

dictions at the training stage; the meta-learner gets trained on these predictions. In
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this way, the strength of each component is capitalized upon using the concept of

meta-learning.

3.7.5 Voting Classifier

In the Voting Classifier, we use the probabilities returned by the base classifiers,
namely, XGBoost, Light GBM, and CatBoost, as inputs to the model and take their

weighted mean value for obtaining the final prediction.

3.8 Hyperparameter Configuration

For hyperparameter optimization, GridSearchCV was used with a 5-fold stratified
cross-validation approach for XGBoost, Light GBM, and CatBoost algorithms. The
parameter tuning process took into consideration the F'l-score metric due to the
imbalanced nature of the classes. Table 3.2 shows the tuned hyperparameters for

all models.

Table 3.2: Tuned Hyperparameters for All Models

Parameter XGBoost | Light GBM | CatBoost
Best_Threshold 0.97 0.97 0.98
Gamma 0 — —
Subsample 0.8 0.8 —
I[terations — — 200
Min Child Weight 1 3 —
Depth — — 7
Learning_Rate 0.1 0.1 0.1
Reg_alpha — 0 —
Reg lambda — 0 —
N _estimators 200 200 200
Max_depth 7 7 7
12leafreg — — 3
Colsample_Bytree 0.8 0.8 —
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3.9 Performance Metrics

Model performance was evaluated using classification and computational efficiency
metrics. The classification metrics are defined using true positives (TP), true neg-

atives (TN), false positives (FP), and false negatives (FN) as follows:

TP+TN
A = 3.2
Y = TP ITN+ FP+ FN (3:2)
TP
P S0 = ————— .
recision TP FP (3.3)
TP
|l = ——— 4
Reca TPLFN (3.4)

2 x Precision x Recall
F1-S8 = 3.5
core Precision + Recall (3.5)

(TP x TN) — (FP x FN)
(TP + FP)(TP+ FN)(TN + FP)(TN + FN)

MCOC = (3.6)

AUC-ROC measures classifier discrimination independent of threshold by evaluating
the area under the Receiver Operating Characteristic curve [29]. Computational

efficiency was assessed using training time, testing time, and peak memory usage.
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Chapter 4

Results and Discussion

4.1 Overview

In this chapter, we will discuss the results obtained from the comparative analysis
of the five ensemble methods using the Python defects data set that was generated
using PyTraceBugs. The training process of all the machine learning algorithms
was done on the ROS-rebalanced training data set, whereas the test phase used the
original data set without any modifications for performance evaluation. The results

have been discussed using three approaches.

4.2 Classification Performance

The classification performance of the five ensemble models under consideration is
shown in Table 4.1. The results show that all five models have an extremely high
accuracy, greater than 99.95%. This is due to the overwhelming presence of the non-
buggy examples in the test dataset. Accuracy is not a reliable measure to compare

models in case of such an uneven distribution of classes.

Table 4.1: Performance Metrics of Ensemble Models

Metric XGBoost | LightGBM | CatBoost | Stacking | Voting
Precision 0 .7045 0.6591 0.6889 0.7561 0.7632
Accuracy 0.9996 0.9996 0.9996 0.9997 | 0.9996
F1-Score 0.6739 0.6304 0.6667 0.6966 0.6744
AUC-ROC 0.9344 0.9455 0.9387 0.8228 0.9400
MCC 0.6744 0.6308 0.6668 0.6986 0.6789
Recall 0.6458 0.6042 0.6458 0.6458 0.6042
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4.2.1 Stacking Classifier

For the two evaluation metrics F1 score (0.6966) and MCC (0.6986), the Stacking
Classifier demonstrated a better score compared to the other four models, which
means that this model performed in a more balanced manner in terms of Preci-
sion (0.7561) and Recall (0.6458). Despite having the worst performance in terms
of AUC-ROC (0.8228), which is the last important metric, the lower score does
not matter much in regards to the main goal of enhancing the process of defect

identification.

4.2.2 Voting Classifier

Precision was the highest for the Voting Classifier (0.7632), while its Fl-score was
also high (0.6744). The reason why this classifier could be recommended is that it

performs better when reducing the number of Type I errors becomes a priority. The
AUC-ROC of the Voting Classifier is 0.94

4.2.3 LightGBM

Light GBM recorded the highest AUC-ROC value of 0.9455, which indicates the
ability to discriminate better among faulty and non-faulty samples regardless of the
cut-off point. Nevertheless, it recorded the lowest F1 score (0.6304) compared to
other four models, owing to low Recall (0.6042). Consequently, Light GBM should
be used where discriminative capability is preferred over balanced classification of
defects.

4.2.4 XGBoost and CatBoost

The XGBoost and CatBoost models showed good results with their AUC-ROC
scores at 0.9344 and 0.9387, respectively. They both showed the same value of
Recall at 0.6458, and their Fl-scores of 0.6739 and 0.6667 were quite promising.

CatBoost demonstrated stable results due

4.3 Time and Memory Efficiency
The computation efficiency of all the five models is illustrated in Table 4.2. It can

be noted that the model LightGBM took the longest time in terms of training,

i.e.; 6,976 seconds because of the large amount of data used for training post ROS.
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CatBoost took the least amount of time during testing, thus proving itself ideal
for time-critical applications. Among the five algorithms, Stacking Classifier took
the most amount of space in training phase, that is, 176.9 MB, and CatBoost took
131.5 MB.

Table 4.2: Computational Efficiency of Ensemble Models: Training Time, Testing Time,
and Memory Usage

Measure XGBoost | LightGBM | CatBoost | Stacking | Voting
Train Time (s) 1842 6976 2103 1125 980
Test Time (s) 4.2 5.8 1.9 3.1 3.8
Peak Memory (MB) 98.3 112.4 131.5 176.9 105.7
Test Memory (MB) 12.1 14.3 11.8 13.5 12.9

4.4 Visual Evaluation

4.4.1 ROC Curve Analysis

The ROC curve shown in Fig. 4.1 represents the results from all five ensembles.
Clearly, all the curves are far above the diagonal line of the random classifier and
show excellent classification ability of all models. Light GBM has the highest AUC
value (AUC-ROC = 0.9455), whereas the other two ensembles come close second
(Voting = 0.9400; CatBoost = 0.9387). Stacking classifier is far behind in terms of
AUC-ROC (AUC-ROC = 0.8228), yet it has an edge in balancing defects.

4.4.2 Confusion Matrix Analysis

Confusion matrices of all five ensembles are shown in Figure 4.2. Stacking and
Voting classifiers performed well on the false positive criterion, with only 10 and
9 false positives, respectively. In turn, both XGBoost and CatBoost ensembles
demonstrated better Recall due to fewer false negatives (17). It is worth noting that
all five ensembles were capable of detecting a vast number of non-buggy programs

(more than 79,200 true negatives).

22



ROC Curves - All Models (ROS Dataset)
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4.5 Comparative Analysis and Model Selection

The findings from the experiments yield the following model recommendation, based

on the deployment environment:

1. Balanced Defect Detection (recommendation): Stacking Classifier
should be adopted whenever there is a need to achieve balanced Precision and
Recall, considering that it obtained the highest F1-Score (0.6966) and MCC
(0.6986). This classifier combines all advantages of XGBoost, Light GBM, and

CatBoost using the meta-learning approach.

2. Scenarios where Precision Matters Most: When it is essential to have
as few false positives as possible (such as automated bug reports checked by
software engineers), the Voting Classifier should be selected owing to its

higher Precision (0.7632) and lower number of false positives (9).
3. Discrimination Criteria: Light GBM is recommended when AUC-ROC is

the criterion used, especially for the defect classification system aimed at the

task of prioritization.

4. Deployment Environment with Performance Constraints: CatBoost

yields

4.6 Synthesis with Sequential Model Findings

Upon comparison of the ensemble results with those obtained from the Seq-
SDP review (Chapter 2), some key insights become clear. The performance
of the Stacking Classifier in terms of F1 score and MCC is comparable with
many Seq-SDP models found in literature, but much simpler to implement and
interpret. As mentioned above, the best-performing model CodeBERT-BiGRU
obtains an F1 of 0.889 [21]. In other words, this result is the ceiling that deep
learning approaches can reach when using sufficiently sophisticated sequential
representations. On the other hand, there is a significant difference between the
result of the ensemble method (F1=0.697) and the ceiling (F1=0.889), which
needs to be balanced by the considerably less computation and data demands
of the ensemble technique.

All things considered, the results of ensembles (Stacking Classifier, in partic-
ular) prove that, in the case of Python language and static code metrics for
Seq-SDP, ensembles form a suitable benchmark, which can be used as a start-
ing point for comparing further deep learning results. The absence of such

Python language Seq-SDP benchmarks discovered during the literature review
(RQ2) adds to the significance of this finding.
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Chapter 5

CONCLUSION AND FUTURE SCOPE

Two contributions complement each other in order to fill the existing research
gaps in the area of SDP: firstly, an implementation study that shows how a
highly imbalanced dataset based on PyTraceBugs can be used in defect predic-
tion with proper data processing, feature selection and ensemble techniques, in
which the Stacking Classifier is shown to deliver the best-balanced results and
the Voting Classifier to have great precision; and secondly, a systematic review
of 36 Seq-SDP studies that finds out several trends in this type of research such
as the prevalence of LSTM and hybrid models, the use of PROMISE benchmark
datasets, increasing importance of F1-score and MCC for assessing imbalanced
cases, and some unresolved issues including class imbalance, explainability and
reproducibility, as well as lack of focus on the Python language. Overall, these
two contributions enrich both empirical and theoretical knowledge of software

defect prediction, as well as set up a basis for future studies.

5.1 Implications of the Implementation Study

Firstly, the research enhances the field of defect prediction studies by offer-
ing the comparative analysis of contemporary ensembles on Python defects.
Secondly, it shows that despite a significant class imbalance, such a problem
can be effectively solved using the Random Oversampling approach alongside
with appropriate threshold adjustment without using any complicated balanc-
ing technique. Finally, the experiments prove that even though LightGBM
provides the maximum AUC-ROC value, the best F1-score and MCC score is
demonstrated by Stacking Classifier proving that the use of meta-learning is

beneficial for predicting imbalanced defects.
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5.2 Implications of the Sequential Model Re-
view

Converging methodologies in the field, according to the systematic review of
36 Seq-SDP studies, include the use of LSTM/GRU architecture with atten-
tion, the benchmarking process via the PROMISE and NASA data sets, and
F'l-score and MCC as performance metrics. On the other hand, the lack of
convergence in methods of preprocessing, embedding technique, and baseline
configuration presents barriers to reproducibility and comparative analysis be-
tween the reviewed studies. Moreover, since the vast majority of Seq-SDP
research focuses solely on Java, the good performance of the Python-based
ensemble method in this thesis shows the importance of extending Seq-SDP
research to Python due to its significance in the software industry today. Lastly,
the overwhelming use of PROMISE data set creates a problem of benchmarking

overfitting.

5.3 Limitations

Several limitations need to be highlighted for this study. First, the dataset
based on PyTraceBugs is specific only to a certain version of the Python code-
base and might be somewhat limiting due to its inability to reflect the entire
spectrum of Python projects. The second limitation is associated with the
choice of features; namely, the static code metrics employed as features allow
one to describe only the structure of the code. Another feature of the study
lies in the fact that the ensemble models employed do not include natural lan-
guage processing of commit messages. Finally, this study was conducted using

papers written only in English.

5.4 Future Work

These results from the above study can suggest further studies that include
the use of sequential deep learning models like LSTM, BiLSTM, and GRU
models on the defect dataset in Python to allow for an evaluation between
the two, the inclusion of semantics in the form of semantic code embeddings
using tools like CodeBERT to boost prediction capabilities, and even more
optimized models and techniques like advanced optimization techniques and

cost-sensitive techniques to improve the model’s effectiveness.
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