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ABSTRACT

Detecting credit card fraud is a critical issue within finance due to the problems
associated with the extreme level of class imbalance, the continuously changing be-
haviour of fraudsters, and the need to make real-time decisions. This thesis aims to
provide a contribution to improving machine learning’s application for detecting credit
card fraud. The first of these papers provides a structured comparative analysis of su-
pervised, unsupervised, deep learning, ensemble and hybrid algorithm-based methods
for detecting credit card fraud. For the purpose of comparison, algorithms such as
logistic regression, random forest, support vector machine, gradient boosting, autoen-
coder, and isolation forest were compared according to different criteria such as the
characteristics of datasets employed, approaches to class imbalance through SMOTE
and ADASYN, and multiple performance metrics (i.e. Precision, Recall, F1-Score,
and AUC). The second contribution presents a new threshold-tuned hybrid ensemble
methodology based on Random Forest, LightGBM and Autoencoder utilizing no syn-
thetic oversampling technique. This study used an exhaustive search technique for
optimising the weights assigned to each classifier and the decision threshold in order
to maximise the F1-Score on the original data with the class imbalances. The frame-
work was tested using the datasets for credit card fraud detection available through
the Kaggle. The results of this method were impressive, yielding overall performance
metrics: 99.96% accuracy, 0.9318 precision, 0.8367 recall, 0.8817 F1 score and 0.9756

ROC-AUC with this method of approach outperforming all individual classifiers.
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Chapter 1

INTRODUCTION

1.1 Background and Motivation

During the last twenty years, there has been a huge change in the world of finances
due to fast digitization of the financial payment system [18, 19]. Thanks to the devel-
opment of numerous electronic commerce websites, mobile banking applications, and
even digital wallets, credit card payments have now become a critical component of the
contemporary business environment, responsible for billions of financial transactions
conducted every day around the world. Of course, these achievements have reduced
costs and increased the convenience of financial transactions; but at the same time,
they have created some additional threats that are used by many criminal actors. How
surprising is the price paid for such fraud? According to some estimates, total losses
resulting from these activities reach $32.34 billion and are still growing because of
electronic transactions [23]. What is more, besides economic consequences, the rep-
utation damage related to fraudulent activities may include damage done to financial
institutions and a rather costly process of investigation needed to solve the fraud is-
sue. Different kinds of fraudulent schemes exist, ranging from lost/stolen cards, CNP
(card-not-present) fraud, large-scale hacking attacks, and phishing to identity frauds
[18, 19]. Classical fraud detection tools have been developed using rule-based mecha-
nisms whereby the rules involve thresholds and heuristic approaches to flag suspicious
behaviors. Although these systems offer some level of protection against fraud, they
also exhibit certain weaknesses when it comes to advanced attacks [20, 24]. The re-
active property of rule-based systems means that the system can only detect the attack
pattern if the behavior is already defined beforehand. Another limitation of rule-based
fraud detection systems is the inability to generalize since the attackers are clever to
design a method that goes beyond the rule definition. Furthermore, rule updates are
manual and therefore not suitable for real-time detection [18, 24]. This issue led to de-

velopments in the area of financial technologies and machine learning to develop new



ways of detecting suspicious behaviors through data-driven approaches [11, 19]. The
idea here is quite different from the one discussed above. In other words, we refer to
machine learning techniques that utilize historical data of transactions to learn discrim-
inatory patterns [6, 7, 13]. With supervised learning models, patterns of fraud can be
inferred by capturing statistical regularities in a large dataset [8, 9, 10]. Unsupervised
and anomaly-based approaches do not need any examples of fraud; they can detect de-
viations from normal behavior, and are better suited for detecting novel and zero-day
fraud attempts [1, 2, 3, 4]. This thesis lies in the cross-section of the two paradigms,
and it not only provides a thorough overview of current research but also introduces a

new high-performance hybrid detection framework [15, 25, 27].

1.2 Problem Statement

Although there is a significant amount of research work in credit card fraud detection
using machine learning, there are several crucial issues that are not well addressed
[19]. There are three dimensions of interrelated problems that can be used to break
down the central problem studied in this thesis.

Class Imbalance: Credit card transaction data sets are very imbalanced in the real
world, with fraud transactions making up less than 0.2% of the total transactions [17].
The “European credit card dataset” on Kaggle is the most popular evaluation resource
in the literature with 492 fraudulent transactions among 284,807 transactions (or a
fraud ratio of 0.172%) [11, 15, 18, 22]. This extreme class imbalance makes the
normal classifiers train extremely biased on the majority class, and so the trained clas-
sifiers have a very high accuracy, but are not able to detect the majority of the real
fraud cases. This imbalance, however, without any distortion of the underlying data
distribution by the system, is a fundamental open challenge.

Model Generalization and Fragmentation: The existing literature is highly fractured
and individual research studies assess specific algorithms in different experimental se-
tups, with different datasets and evaluation methods [6, 11, 17, 19]. This fragmentation
makes it difficult to compare the performance of the algorithms across different studies
and hinders clear comparison of the relative strengths and weaknesses of the differ-
ent algorithmic families: supervised classifiers, unsupervised anomaly detectors, deep
learning architectures and hybrid ensemble methods. A thorough, systematic compari-
son is therefore required to integrate state of knowledge and target the most promising
research directions.

Threshold Optimization and Practical Deployment: For most of the existing hy-

brid and ensemble models, the models are based on synthetic oversampling methods



like SMOTE [5, 12, 22] (which may add patterns to the data and thus decrease real-
world generalizability) or use default decision thresholds that may not necessarily be
optimal for imbalanced binary classification problems [25, 27]. Even with the use of
synthetic augmentation, optimizing the weights of the model components and decision
thresholds to maximize F1 score on the original imbalanced dataset is not thoroughly
explored and is a key difference between research models and practically deployed

fraud detection models.

1.3 Research Objectives

The main research goals of this thesis are:

* To perform a thorough and systematic analysis of ML and DL methods for de-
tecting credit card fraud, including supervised, unsupervised, ensemble and hy-
brid techniques and focus on techniques for handling class imbalance and eval-

uation frameworks.

* To recognize major theoretical and empirical drawbacks of current methods and
analyze them in structured way in comparison with algorithmic design, proper-
ties of the datasets, big data challenges, and performance measures reported in

recent publications.

* To develop, deploy, and thoroughly test a new hybrid ensemble model based
on thresholds which combines complementary supervised classifiers (Random
Forest and LightGBM) with an unsupervised deep learning anomaly detector

(Autoencoder) for credit card fraud detection.

* To show that grid search for optimization of model component weights and op-
timization of decision thresholds on a held-out validation set can yield better
fraud detection performance on highly imbalanced data than can oversampling

synthetic data.

* To compare the proposed hybrid model to constituent models as well as to the
related previous works, an extensive performance evaluation is performed using
the following performance metrics, which are suitable for imbalanced classifica-

tion: Precision, Recall, F1-score, ROC-AUC, and Confusion Matrix Analysis.

* To examine computational characteristics of the proposed framework in terms
of training time and memory usage, and determine the practical feasibility of the

framework to be deployed in the real financial transaction environment.



1.4 Scope of the Thesis

This thesis is about the binary credit card fraud detection problem, which is the clas-
sification of individual financial transactions as fraud or not fraud. The experimental
studies are performed on the publicly available Kaggle European credit card transac-
tion data set [11, 15, 18, 22], which is a commonly used test set for the Research Com-
munity in Fraud Detection. This is a strict and repeatable assessment framework, but
the thesis notes that it is necessary to generalize to other regional data sets, transaction
types and environments where data is streaming in real-time. The Literature Review
includes supervised learning algorithms like Logistic Regression, Decision Tree, Ran-
dom Forest, SVM, K-Nearest Neighbor algorithm, and Gradient Boosting algorithms
[6, 7, 8, 10]; unsupervised and outlier detection algorithms like Isolation Forest, Sup-
port Vector Data Description, K-means clustering, and Autoencoders [1, 2, 3, 4]; DL
algorithms like ANN and CNN [5, 14, 15]; and other hybrid and ensemble learning al-
gorithms [16, 25, 27]. The review is based on research articles appearing during the last
three years (2022-2025), which represent the state of the art. This choice of not using
synthetic oversampling is a fundamental methodological difference with most previ-
ous work [5, 12, 22], as it allows the proposed experimental framework to be used with

models trained and evaluated based on the original distribution of imbalanced data.

1.5 Key Contributions

The following are original contributions to Machine learning-based financial fraud de-

tection made in this thesis:

» Systematized Comparative Survey: A detailed survey of twenty-two recent
research papers addressing credit card fraud detection is given. Unlike the ex-
isting survey papers that make an aggregated presentation of the results without
any methodological rigor, this survey presents the results across three parallel
dimensions: (i) theoretical comparison of algorithmic approach, contributions
and limitations; (ii) dataset and big data challenge analysis with class imbal-
ance ratios, feature characteristics and real-time detection capabilities; and (iii)
quantitative performance comparisons in terms of Accuracy, Recall, Fl-score
and AUC. This multi-dimensional synthesis enables a better understanding of
the relative state of various algorithmic families and leaves and explicitly points

out the research gaps which inspire the experimentation.

* Novel Threshold-Tuned Hybrid Ensemble Framework: A practical and high-



performance hybrid fraud detection model based on a combination of three com-
plementary models: a Random Forest classifier, a LightGBM classifier, and a
deep Autoencoder-based anomaly detector, is proposed. The individual models
are ranked and then a hybrid model score is formed through the weights giving
the combined output. A full grid search is then carried out over both weights
of the model components and decision threshold values, and the maximum F1
score is found on a held-out validation set. Most importantly, this whole frame-
work is based on the original imbalanced data with no synthetic oversampling,
which results in a more realistic and generalizable model than SMOTE depen-

dent models.

* Empirical Demonstration of Synergistic Model Integration: This thesis sho-
ws that the threshold-tuned hybrid ensemble obtains a higher F1-score (0.8817),
Precision (0.9318), Recall (0.8367), and ROC-AUC (0.9756) than each indi-
vidual constituent model, and even than previous SMOTE-based deep learning
methods reported in the literature. The best weight configuration (WRF = 0.5,
WAE = 0.4, WLGBM = 0.1) empirically shows the strong complementary role
of the unsupervised Autoencoder to identify anomalous transactions that are not
caught by the supervised classifiers, providing evidence for the synergistic po-
tential of supervised and unsupervised learning in a single framework for scoring

transactions.

* Practical Deployment Analysis: A computational complexity analysis of train-
ing time and memory usage for all model components is provided, showing that
the hybrid ensemble introduces very little overhead over the model scores that
are pre-computed. Random Forest has the highest training time, LightGBM has
the highest memory usage, but the Autoencoder is able to make the inference
faster, which is essential in streaming transaction environments. The data ob-
tained from the research corresponds to the practical application of the frame-

work developed in the previous sections to the financial sector.

1.6 Thesis Organization

This thesis is divided into the following:

Chapter 2 — Literature Review: The literature reviewed in this chapter summarizes
current ML and DL research to detect credit card fraud. Algorithms are categorized
by learning paradigm and the review combines the results of comparative studies of

algorithm design, data characteristics, imbalance handling approaches, and evaluation



metrics. The final section of the chapter states the limitations associated with the re-

search that formed the basis for developing the methodology proposed.

Chapter 3 — Experimental Design: The complete design and implementation of
the threshold-tuned hybrid ensemble framework is detailed, including the description
and pre processing of the datasets, the splitting strategy, individual model architectures
and training methods, and the ensemble and the process of optimizing the weights and
thresholds.

Chapter 4 — Experimental Result and Analysis: Results from the held-out test
set are presented and analyzed in detail. The individual model baselines are compared
to the hybrid ensemble. In addition to the measurements of computational complex-
ity, ablation studies, and threshold sensitivity analysis, confusion matrix analysis, PR
curve evaluation, and ROC-AUC assessment are also provided.

Chapter 5 — Limitation: The limitations of hybrid fraud detection framework are
outlined in this chapter. The limitations include reliance on a single benchmark data
set, no evaluation of real-time deployment, poor generalization capability for different
financial ecosystems, and issues in computational complexity for large-scale transac-
tion streams. In addition, the limitations are also covered with respect to changing
fraud patterns and the lack of explainable techniques for deep learning based fraud de-
tection models.

Chapter 6 — Conclusion and Future Work: In conclusion, this thesis offered a syn-
thesis of major contributions and findings, outlining limitations, along with recommen-
dations for future research directions (e.g., real-time system deployment, validation
with diverse datasets, implementation of adaptive/learning development frameworks,

and development of explainability and regulatory compliance frameworks).

1.7 Chapter Summary

The motivation for the research presented in this thesis has been set out in this chap-
ter, which has been influenced by the increasing financial and operational losses due
to fraud committed with credit cards and the lack of effectiveness of the current rule-
based and isolated machine learning solutions. These three issues — “highly imbal-
anced classes’, ’scattered knowledge of the different methods’, and ’differences be-
tween research models and systems that can be used in practice’ — have been well
expressed as the motivating issues that should be tackled by the work. The chapter

has clearly stated the research objectives, clearly set forth the scope and limits of in-



vestigation, summarized the major original contributions to the field, and outlined the
roadmap of the thesis. The following chapters elaborate the theoretical, empirical and

analytical aspects of this study in greater detail.



Chapter 2

LITERATURE REVIEW

Due to the growth of machine learning tools and data analytics, credit card fraud de-
tection is evolving. To understand how effective detection systems were created, we
must investigate both the theoretical underpinnings of anomaly detection as well as
the ML approaches applied to fraud detection in financial transactions. These research
contributions can help explore all theoretical aspects of these approaches by utilizing

supervised, unsupervised, deep learning, and hybrid methods.

2.1 Anomaly Detection in Credit Card Fraud

Anomaly detection is act of identifying abnormal incidents or events that are out of
the normal data trend. Fraudulent activities in credit card transactions are viewed as an
abnormality relative to the normal spending patterns. The fact that percentage of fraud-
ulent transactions lies in a limited spread of total transactions implies that anomaly de-
tection methods are significant in the process of detecting any form of suspicious be-
havior. The methods used in some of the studies are unsupervised or semi-supervised
anomaly detection. As an example, the Support Vector Data Description hybrid with
fuzzy logic [1] is used to describe normal transaction patterns and identify fraudulent
activity. Equally, the hybrid Isolation Forest method [20] detects the abnormal pattern
of transactions by isolating abnormalities. Autoencoder based anomaly detection, e.g.,
the intelligent learning scheme [19] and the MDIASE Autoencoder [21] use normal
transaction patterns, which are patternized and then transactions with high reconstruc-
tion error are considered anomalies. Overall, credit card transaction data anomalies

can be divided into three major categories:

1. Point anomalies, these are where a single transaction has a large deviation with

respect to normal behaviour.



2. The contextual anomalies, where a transaction occurs abnormally in a given con-

text in terms of time or behaviour.

3. Group anomalies, in which a cluster of transactions involving a group of similar

transactions has a sign of fraud.

Autoencoder and hybrid models [12, 19] particularly demonstrate effectiveness in cap-
turing complex nonlinear patterns, enabling improved anomaly detection compared to

traditional statistical methods.

2.2 Machine Learning Paradigms in Fraud Detection

Techniques in ML theories applied in credit card fraud are broadly divided into super-

vised, unsupervised, deep learning, ensemble, and hybrid.

2.2.1 Supervised Learning Approaches

Usually, credit card fraud detection tends to use supervised learning, which is by far
the most widely used in research studies. Common methods include logistic regres-
sion, decision trees, random forests, SVM, KNN, and gradient boosting [3, 6, 11, 13].
Random Forest is highly accurate and precise in various studies [15, 18]. Since Lo-
gistic Regression is often reported to be simple and stable, especially when used with
high-dimensional PCA-transformed features, this is a common practice in statistics
and machine learning studies [11, 14]. Gradient Boosting and XGBoost models are
the advanced predictive models, which minimize the errors in classification through
iteration [14].

2.2.2 Unsupervised Learning Approaches

Unsupervised learning methods are specifically applicable to cases where there is lim-
ited labelled data or cases where the fraud patterns are continually changing. Methods
and algorithms in anomaly detection, like Isolation Forest [20] and SVDD [1], do not
use fixed labels of the classes to help cluster them. Such methods can detect new
fraud patterns that have never been detected before. Nevertheless, unsupervised mod-
els alone can have a high rate of false positive results, unless tuned. Consequently, a
number of studies use an unsupervised detector of anomalies with supervised classi-

fiers to boost robustness.



10

2.2.3 Deep Learning Techniques

Neural networks such as ANN and CNN have been considered to identify nonlinear
correlations of transaction features. The ANN-based framework [10] and the com-
parative deep learning analysis [14] prove to be competitive in terms of the AUC and
Fl-score. Moreover, [19, 21] exhibits a better ability to deal with highly imbalanced
data through autoencoders because of their ability to model the internal structure of
legitimate transactions.

Even though they work well, deep learning models cannot be used in real time due to

large computational requirements and a need for hyperparameter fine-tuning.

2.2.4 Ensemble and Hybrid Models

Hybrid and ensemble models are learning algorithms that integrate several learning al-
gorithms to enhance the performance of classification and minimize false alarms. The
hybrid machine learning model [5] incorporates the use of more than one classifier
in an effort to obtain a higher fraud detection rate. On the same note, the ensemble
modelling techniques [17] exhibit higher stability through the aggregation of the pre-

dictions of various base learners.

An example of using a hybrid of the anomaly detection and classification models
for improvement of performance of fraud detection models is hybrid Isolation Forest-
K-Means-KNN model [20]. These strategies are used to trade off between detection

and generalisation.

2.3 Big Data Challenges in Credit Card Fraud Detection

Big data challenges play a major role in development of an efficient system of fraud

detection. The four key challenges that have been identified in the studies are:

1. Class Imbalance (Value Challenge): The severe imbalance between the legiti-
mate and fraudulent transactions is one of the most important problems. Some
studies specifically discuss this problem where SMOTE and ADASYN resam-
pling methods are used to create artificial minority samples [12, 15, 22]. In

absence of such methods, the models will be biased towards the majority group.

2. Volume Challenge: A large number of studies use the Kaggle European dataset
of 284,807 transactions having PCA-transformed features [11, 15, 18]. To pro-
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cess such large volumes, efficient preprocessing and feature selection methods

are needed.

3. Velocity Challenge (Real-Time Detection): There is under research in real time
fraud detection. Despite fact that some of the works [16] have banking-based
systems, the majority of the experimental assessment is conducted in batch-

processing contexts.

4. The methods of fraudsters are ever-changing; they need scalable and adaptive
models. The hybrid and anomaly-based systems [1, 19, 21] are designed to solve
this drawback of adaptability.

2.4 Credit Card Fraud Detection Process and Modeling Framework

The chosen articles mostly adhere to a general structure of fraud detection pipeline,
which includes data preprocessing, imbalance management, model training, and per-
formance evaluation. Although the algorithmic choices in different studies are differ-

ent, the modeling frameworks have a consistent concept.

2.4.1 Data Preparation and Feature Engineering

The majority of research makes use of the European Kaggle credit card dataset that
have 284,807 transactions with PCA-transformed variables [11, 15, 18, 22]. Since the
convergence of the model is to be stable, feature scaling and normalization are used.
Redundancy and complexity of computation dimensionality reduction are specifically
addressed through PCA [4, 15].

2.4.2 Class Imbalance Handling

A large imbalance between the classes is a significant problem with fraud detection
since fraudulent transactions are usually less than 0.2 percent of the total transactions.
Several studies attempt to solve this problem by applying SMOTE and ADASYN to
create synthetic minority samples that can better recall and achieve higher F1-score
[12, 15, 22]. Instead, an imbalance in anomaly detection models like Autoencoders
[19, 21] and those that use SVDD-based models can be implicitly tackled by modelling

normal transaction behaviour.
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2.4.3 Model Training Approaches

In the training phase, machine learning algorithms are implemented on transaction data
that has been labelled. Managed classifiers such as Random Forest, Logistic Regres-
sion, Decision Trees, SVM and Gradient Boosting are actively used [11, 14, 15]. The
hybrid and anomaly-based methods[1,20] and Autoencoder models, especially Deep
learning models [19, 21], are proposed, which involve the mechanisms of classification

and anomaly detection.

2.4.4 Evaluation Metrics

Performance evaluation goes further because of the imbalance. The majority of the
studies indicate Precision, Recall, F1-score, and AUC [15, 19, 21]. Recall and F1-

score are highlighted as more valid measures of fraud detection ability.

2.5 Existing Techniques and Comparative Analysis

In the research papers, the workflow of detection of the fraud can be shown in Fig-
ure 2.1. This systematic design is continuously seen throughout supervised methods

[4, 6], anomaly-based methods [1, 20]and deep learning research [19, 21].

Data Collection Preprocessing Imbalance Handling

Fraud Classification Performance Evaluation Model Training
Figure 2.1: Workflow of the Credit Card Fraud Detection System

The results of the methodological comparison of the chosen works are summarised
in Table 2.1, where the theoretical positions and the main approaches of research are
provided. Dataset characteristics and big data considerations are summarised in Ta-
ble 2.2. Table 2.3 summarises performance measures in the studies. Random Forest
and boosting-based methods possess a high level of consistency as indicated in Ta-
ble 2.3. Conversely, SMOTE-based methods raise recall and F1-score, especially in
datasets that are extremely imbalanced. In addition, autoencoder and hybrid models

show high AUC results in case of imbalance.

A data-driven comparison shows that the accuracy of ML models is between 85%
to 93%. On the other hand, the accuracy of DL models is between 94% to 98%.
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Moreover, deep learning models perform better when the data is imbalanced, whereas

machine learning models are more efficient in real time applications. This indicates

that higher accuracy is achieved at the cost of increased computational complexity.

Table 2.1: Theoretical comparative study of research papers

Ref Primary Approach Contribution Limitation

[1] SVDD + Fuzzy Boundary-based anomaly mod- Does not explicitly address se-
Logic eling without heavy supervision vere class imbalance; limited

benchmark comparison

[4] Random Forest + High accuracy using ensemble Dependent on PCA-transformed

PCA learning with dimensionality re- dataset; limited generalization
duction

[6] Comparative  Su- Demonstrates superiority of RF Risk of overfitting; limited im-
pervised ML over single classifiers balance strategy

[10] ANN-based Model Captures nonlinear feature inter- High computational cost; hyper-

actions parameter sensitivity

[12] SMOTE + Deep Improved recall under imbal- Synthetic sampling may intro-
Learning anced dataset duce noise; overfitting risk

[15] SMOTE + XG- Achieved high AUC and bal- Heavy dependence on Kaggle
Boost anced F1-score dataset; no real-time validation

[17] Ensemble Model- Improved stability via multi- Increased model complexity;
ing classifier aggregation limited deployment analysis

[19] Autoencoder-based Strong anomaly detection using Threshold selection complexity;
Detection reconstruction error requires tuning

[20] IF + KMeans + Hybrid anomaly-classifier inte- Computational overhead; scala-
KNN gration bility concerns

[21] MDIASE Autoen- Enhanced latent representation Model training complexity;
coder learning dataset dependency

[22] SMOTE-based Su- Improved recall and Fl-score Synthetic data bias; no adaptive
pervised ML using resampling learning

Table 2.2: Big Data and Dataset Comparative Study

Ref Dataset Features Fraud Ratio Imbalance Handling Real-Time

[11] Kaggle EU 30 ~0.17%  No No

[12] Kaggle EU 30 ~0.17%  SMOTE No

[15] Kaggle EU 30 ~0.17%  SMOTE, ADASYN No

[16] Banking Dataset Custom Not specified Limited Partial

[19] Kaggle EU 30 ~0.17%  Implicit (AE) No

[21] Kaggle EU 30 ~0.17%  Implicit (AE) No

[22] Kaggle EU 30 ~0.17%  SMOTE No
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Table 2.3: Performance Metrics Comparison

Ref Model Accuracy Recall Fl-score AUC
[4] Decision Tree 99.78% - — —
[12] SMOTE + Deep Learning 9993% 90.2% 7T78.19% -
[15] Random Forest + ADASYN - - 86.77% 0.99
[19] Autoencoder (ILSDFD) 98.96% 93.83% — —
[20] Hybrid IF-KNN 99.68% 100% 99.68% -
[21] MDIASE-AE - - — 0.999

[22] SMOTE + Random Forest 99.95% 82.65% 84.82%  —

2.5.1 Synthesis and Discussion

As can be seen in the comparative analysis provided in Table 2.1, Table 2.2 and Ta-
ble 2.3, the use of supervised ensemble techniques, in particular, the Random For-
est and the boosting-based models, still prevails [4, 6]. The imbalances are also ad-
dressed with SMOTE, which significantly improves recall and F1-score [12, 15, 22].
Hybrid and anomaly detection approaches are more flexible to irregular patterns of
fraud usually under extreme imbalance circumstances [1, 19, 20, 21]. However, exces-
sive reliance on the Kaggle benchmark data is a limiting factor to the generalizability
[11, 15, 18]. Other areas that are yet to be explored well are real time deployment and
adaptive learning. Nevertheless, some obstacles are connected to the process including
the issue of class Asymmetric distribution, the need to make the process real-time, and

the lack of available standard data to compare.
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Chapter 3

EXPERIMENTAL DESIGN

3.1 Proposed Methodology

This chapter gives a complete description of the hybrid ensemble approach to credit
card fraud detection. The method was developed to address the extreme class imbal-
ance issues and limitations of single model detection approaches without employing
data generation techniques such as SMOTE [25, 28]. Three complementary model
components, namely a Random Forest classifier, a LightGBM classifier and a deep
Autoencoder-based anomaly detector, are combined in a unified weighted hybrid score
[25, 27]. Then a comprehensive grid search is performed and the weights of the model
and decision threshold are optimized simultaneously, on a held-out validation set, to
maximize the F1 score on the original imbalanced data. The general design approach
is based on the idea that supervised classifiers and unsupervised anomaly detectors
outlaw the different facets of fraud behavior [24, 26]. Supervised models train the
boundaries based on a set of historical fraud examples and work best on detecting
known fraud patterns, while unsupervised anomaly detectors model the internal struc-
ture of the legitimate transactions and have proven effective for detecting deviations,
thus making them ideal for detecting novel or zero day fraud attempts [24, 26]. The
two paradigms are used in a calibrated ensemble, where they complement each other,

and no one paradigm can do everything alone.

3.1.1 Overall Framework Architecture

The workflow of proposed hybrid ensemble framework is shown in the figure 3.1. The
pipeline starts with raw data from Kaggle European credit card dataset, goes through
data pre-processing and stratified splitting, trains 3 independent model components in
parallel, builds the weighted hybrid score, optimizes the weights and decision threshold

on the validation set, and finally tests the optimized model on the unseen test set.
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PIPELINE OVERVIEW

Kaggle Credit Card Data Preprocessing Training Set (64%)
Dataset (Scaling, Stratified Validation Set (16%)
(284,807 Transactions) Split 64/16/20) Test Set (20%)

Y

PARALLEL MODEL TRAINING

\4
\4

Model 1 Random Forest| Model 2 Autoencoder Model 3 LightGBM
(n_estimators = 300) (30—32—16—8—16—32—30)| (n_estimators = 1000)
Unscaled Data Scaled Legit. Only Balanced Class Weight

}

SCORE NORMALIZATION (MINMAXSCALER ON VALIDATION SET)

Weighted Hybrid Score Grid Search Optimization Weights + Threshold
HybridScore = q — Max F1
W_RFxS_RF + W_AEXS_AE + (Optimal: W_RF=0.5, W_AE=0.4,
W_LGBMxS_LGBM W_LGBM=0.1 Threshold = 0.3093)

y

FINAL EVALUATION ON HELD-OUT TEST SET

Performance Metrics: Accuracy | Precision | Recall | F1-Score | ROC-AUC | Confusion Matrix

Figure 3.1: Pipeline Overview of the Proposed Hybrid Ensemble Framework

3.1.2 Data Preprocessing and Splitting Strategy

To ensure an effective experimental evaluation with appropriate data preprocessing and
a leakage-free split, we created three independent, non-overlapping subsets of transac-
tion data, which had an identical fraud rate of 0.172% per subset, by splitting the entire
284,807 transaction data set using a two-step process. First, all transaction data were
divided into a preliminary train-validation set (80% of total transaction data) and a fi-
nal hold-out test set (20% of total transaction data). The test set was kept completely
separate from the development of the model, hyperparameter optimisation and thresh-
old optimisation, and it was used solely as a final performance test. In the second step
of the splitting process, the 80% preliminary set was further split into a training and
validation set, with 64% of total transaction data included in the training dataset and
16% of the total transaction data being included in validation dataset. Prior to training
the Autoencoder, the data features were scaled (normalised) so that the Autoencoder’s
performance would not be affected by feature size; to do this, the StandardScaler was
fitted to the training set (64% of total transaction data) and the resulting transformation
created was applied to the validation and test sets without re-fitting the StandardScaler.
The strict splits and separate scaling of the datasets ensure that no data leakage occurs

between the validation and test datasets into either the scaler parameters. Importantly,
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the tree-based models (Random Forest and LightGBM) are monotonic feature trans-
formation invariant, meaning that they have been trained without any transformations
of the features, while retaining the natural decision logic of splitting on the features.
To prevent another typical leakage source in hybrid ensembles being introduced, score
normalization was done separately. Each model’s raw output scores (using only the
validation set scores) were used to fit a separate MinMaxScaler for each score type,
excluding training set, to obtain the scores for validation set in each case. The fitted
scalers then were used to rescale both validation and test set scores to a uniform (0,1)
range, while at the same time, the normalization parameters were never polluted with

information from the test set.

3.1.3 Selected Baseline Models

Three separate baseline models were compared with the proposed hybrid model, which
each reflect a different learning paradigm. These baselines are not only capable of
exhibiting the stand-alone performance of each constituent model but also the point
of reference which allows quantitative measurement of the synergistic gain of the
combined hybrid. A fair comparison was provided by independently threshold tun-
ing each baseline model on the validation set (using the same optimization method of
the precision-recall curve) before computing model’s performance on test set. Archi-
tecture of Random Forest, AutoEncoder and LightGBM are shown in Figure 3.2, 3.3
and 3.4.

Random Forest (RF):

It is a widely adopted bagging-based ensemble technique that builds an ample number
of uncorrelated decision trees and ensembles the prediction based on the majority vot-
ing or probability averaging. Because of its capabilities in high-dimensional feature
spaces, its ability to avoid overfitting and its impressive performance in credit card
fraud detection literature, it is a dominant baseline [27]. The RandomForestClassi-
fier was created with n_estimators=300, and fit to the original unscaled training data
in this work. In a hybrid ensemble the fraud probability output is the mean predicted

probability from all 300 trees, which is the RF score.
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Model 1: Random Forest
(n_estimators = 300)
Unscaled Data

Ensemble of Decision Trees

I |
i Tree | Tree 2 Tree 300 |
I |
Input : | Majority
Festure Vector | | CO0Bu [ | ' | Vaiing | | Owe
%) Sampling ™ (Averaging Probability
i) (For each tree) : i pile)| | (Por)
e e e P L T L SR | )
P = Probability from Random Forest |
Figure 3.2: Architecture of Random Forest
Autoencoder (AE):

Autoencoder is an unsupervised deep learning architecture which learns a compressed

latent representation of the data it is presented with through an ‘encoder-decoder’ path-

way, which is trained to minimise the reconstruction error [26]. It is used as an anomaly

detector because a model that is trained only on legitimate transactions will reconstruct

normal transactions with low reconstruction error, while it will reconstruct fraud trans-

actions with higher reconstruction error, which are out of the learned normal behaviour

manifold. The Autoencoder is only trained on the scaled (did not see the raw data)

non-fraudulent Class 0 samples in training set. The anomaly score is the mean squared

error (MSE) reconstruction loss of any transaction, meaning that the higher the score

the more it deviates from the typical behavior, and the more it is likely to be fraudulent.
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Model 2: Autoencoder
(30—32—16—8—16—32—30)
Scaled Legit. Only

Encoder Latent Space Decoder
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Figure 3.3: Architecture of Autoencoder

LightGBM (LGBM):

LightGBM is a high-efficiency gradient boosting system using a histogram-based tree
learning algorithm and a leaf-wise tree growing fashion[28]. It has shorter training time
and requires less memory compared to classic gradient boosting methods, and can be
as accurate or more accurate as classic methods on tabular data. LGBMClassifier was
used with class_weight = ’balanced’ to address class imbalance without oversampling
the data synthetically. The model was trained on the raw data without any scaling, and
with a maximum of n_estimators = 1000, stopping when the validation AUC metric

did not improve after 100 iterations to avoid overfitting.
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Model 3: LightGBM
(n_estimators = 1000)
Balanced Class Weight
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Figure 3.4: Architecture of LightGBM

3.2 Dataset Description

This thesis was evaluated in an experimental manner using the Credit Card Fraud De-
tection dataset, which was originally made available to the public by Dal Pozzolo et al.
(2015) [32] and is available on the Kaggle platform. It is a well-known dataset among
the credit card fraud detection literature discussed in Chapter 2, it is real-life and it is

well known for its class imbalance and characteristics.

3.2.1 Dataset Overview

The dataset have 284,807 transactions of European cardholders during two days in
September 2013. The transactions are classified as valid (Class 0) or fraudulent (Class
1). The data set is highly imbalanced — there are 284,807 transactions in total, of
which just 492 are fraudulent, making the fraud ratio around 0.172% — or 1 every
578 transactions. The rest of the 284,315 transactions are valid. This extreme skew
represents the real-life transaction environment and is the main problem tackled by the

methodology of this thesis.
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Table 3.1: Summary Statistics of the Kaggle Credit Card Fraud Detection Dataset

Dataset Characteristic Value

Total Transactions 284,807
Legitimate Transactions (Class 0) 284,315 (99.828%)
Fraudulent Transactions (Class 1) 492 (0.172%)

Total Features 30

PCA-Anonymized Features V1 - V28 (28 features)
Non-Anonymized Features Time, Amount

Data Collection Period 2 days (September 2013)
Geographic Origin European Cardholders
Missing Values None

3.2.2 Feature Description

The data has 30 attributes for input and 1 binary output class - Class. To ensure the
anonymisation of the cardholders and respect privacy limitations, the 30 features have
been transformed by PCA and are anonymised (V1 to V28). PCA transformation
makes it impossible to reconstruct the original transactional attributes from the pub-
lished dataset; in other words, it ensures that the published data set does not contain
information about the identity of the cardholder, merchant, or geographic information.
These 28 components are the directions of the largest variance in the original feature
space and together describe the most important patterns used to discriminate between
normal and fraudulent transaction behavior. There are two non-anonymized features:
Time and Amount. The Time feature keeps track of the amount of time, in seconds,
that passed from the first transaction to the current transaction in the data set, giving
the transactions a temporal order of the records. The Amount attribute will store the
quantity of money, in Euros, associated with each transaction in the dataset (between:
€0.00 and €25,691.16). The Amount feature is an important one for fraud detection,
because unusual distributions of values can occur in fraudulent transactions which are
not found in legitimate transactions. The target variable is the class which is set to 0

for legitimate transactions and 1 for fraud transactions.
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3.2.3 Data Splitting Summary

Three separate segments were created from the data, each described in section 3.1.2.
Table 3.2 shows how many records were in each of the different segments and shows
how the fraudulent transactions were distributed within the training set, validation, and

test set for each of the individual splits.

Table 3.2: Stratified Data Splitting Summary (fraud ratio ~ 0.172% preserved in each
split)

Split % of Total Total Transactions Legitimate Fraudulent
Training Set 64% 182,276 181,961 315
Validation Set  16% 45,569 45,490 79
Test Set 20% 56,962 56,864 98
Total 100% 284,807 284,315 492

3.3 Hybrid Ensemble Construction

* By amalgamating the predictions from all three models, we developed a hybrid
scoring system. It is deliberately designed in such a way that it would reap
the benefits from both the areas of supervised classification and unsupervised
anomaly detection [24, 25, 27].

* It consists of two steps: normalization of raw output scores from each model to a
uniform 0-1 range, including the Random Forest probability, Autoencoder MSE,
and LightGBM probability. To avoid data leakage, a separate MinMaxScaler was

fitted for each score type using only the data from the validation set.

* Then, a final HybridScore for each transaction was calculated as a weighted

linear combination of these scaled scores:

HybridScore = Wgrr X Srr +War X Sar +Wirgem X Srem 3.1)

* In the above equation, Srr, Sar, and Sy gpy are the scaled scores of the three
models. The terms Wrr, WaE, and Wy gy are the respective weights, which are
treated as variables to be optimized. These weights are determined empirically

in the next step to find combination that maximizes F1-score.
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» After HybridScore has been calculated, a decision threshold will be used to trans-
form the continuous score into a final binary prediction. Fraud detection being
extremely sensitive to the choice of threshold, any minimal change in the thresh-
old will cause the Precision-Recall trade-off to show a significant change, and
thus threshold tuning is a necessary step in obtaining the best possible perfor-

mance.

3.4 Threshold Tuning and Optimization

The main contribution of this work is the simultaneous optimization of model weights
and the final decision threshold. This step is crucial when it comes to tuning the model
for its desired trade-off between precision and recall. This has to be done when dealing
with seriously imbalanced data where simple accuracy would be a misleading metric
[25, 27]. All this optimization was done using only the validation set to avoid any data
leakage or overfitting on the final test set.

The optimization was done as a comprehensive grid search. The search iterated
through all possible weight combinations for Wgr, Wag and Wy ggp from 0.0 to 1.0 in
0.1 increments, constrained by the condition that Wgr + Wag +Wygpy = 1.0.

For each of the valid weight combinations, the following steps were performed:

1. Specific weights were used to calculate the HybridScore for all samples within

the validation set.

2. From these scores and the true validation labels, a full precision-recall curve was

generated.
3. Along this curve, the Fl-score was computed for every threshold.

4. The threshold that provided the maximum F1-score, for a given combination of

weights, was found.

Ultimately, the individual combination of weights and its associated optimal thresh-
old that resulted in the highest overall F1-score throughout the entire grid search was
selected. This combination (weights Wrr = 0.5, Wyg = 0.4, Wy gy = 0.1, and thresh-
old 0.3093) was taken for the final evaluation on the unseen test set.

3.5 Performance Measures

In credit card fraud detection, the choice of suitable evaluation metrics is crucial be-

cause of the highly imbalanced classes. The standard measure of accuracy, the per-



24

centage of instances correctly classified, is a very deceiving measure in this case be-

cause a trivial classifier that always classifies a transaction as legitimate would classify

99.828% of them correctly, and fail to detect any fraudulent transactions. A set of

impactful and comprehensive metrics leveraging the minority fraud class is used for

meaningful and complete assessment of model performance.

The following notations are used for the formulas:

True Positive (TP): A fraudulent transaction correctly classified as fraud.
False Positive (FP): A legitimate transaction incorrectly classified as fraud.
True Negative (TN): A legitimate transaction correctly classified as legitimate.

False Negative (FN): A fraudulent transaction incorrectly classified as legitimate.

Throughout the experimental evaluation, the following metrics are used:

1.

Accuracy: Accuracy is the percentage of correct classifications of all transac-
tions. Here it will be shown only to serve as a reference in comparison with
previous research. As accuracy is dependent on TN being the dominant class in
the denominator, it can never reflect the performance of a model at finding fraud
cases.

TP+TN

A - 3.2
Y = TP TN+ FPLFN (3-2)

. Precision: The measure of precision refers to ratio of the total number of cor-

rectly detected fraudulent transactions to the total number of flagged fraudu-
lent transactions. In this research, it will help to determine the reliability of
the model’s fraud detection process, as high precision indicates a minimal false

positive rate.
TP
Precision = —— 3.3)
TP+FP

. Recall (Sensitivity): Recall indicates what percentage of all the real frauds is

identified by the model. In the present research, Recall is employed to determine
how many real frauds were captured by the model as Recall perfectly captures
the essence of identifying the minimum number of false negatives. The absence
of SMOTE in the framework means that Recall must be reported in order to

verify whether this step significantly increased the FN count.

TP
Recall = ——— (3.4
TP+FN
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4. F1-Score: F1-Score is the harmonic average of Precision and Recall. This is the
most important metric for optimization purposes — the whole process of optimiz-
ing the weights/thresholds grid is aimed at maximizing F1-Score based on the
validation sample data. As shown by the formula, F1 is calculated only based on
the values of TP, FP, and FN, without using TN at all — this is why F1-Score does

not depend on the large amount of successfully rejected legitimate transactions.

Precision x Recall
F1-S =2 3.5
core % Precision + Recall (3-5)

5. ROC-AUC (Area Under the Receiver Operating Characteristic Curve): ROC-
AUC measures the discrimination ability of the model between fraud and non-
fraud for all possible thresholds, regardless of the actual threshold determined
by the grid search process. Here, ROC-AUC will be utilized to demonstrate that
the score calculated using the hybrid ensemble method outperforms the individ-
ual models at discriminating fraud from non-fraud, irrespective of the selected
threshold. The closer the ROC-AUC value is to 1.0, the better the discrimination
ability, and vice versa. If it equals 0.5, it implies that discrimination cannot be
achieved.

AUC = / TPRd(FPR) (3.6)

6. Confusion Matrix: The confusion matrix is the basic breakdown of prediction
results into four categories that are used for deriving all the other metrics. The
confusion matrix captures the following: TP, TN, FP and FN. In real-world fraud
detection, FN errors cost the most since they result in a real loss of money, but

FP errors add investigation costs and customer irritation.

3.6 Parameter Settings

All full parameter configurations for the three model components, the ensemble con-
struction of the model hybrid and the optimization procedure for a joint optimization
are documented. The parameters were chosen according to best practices in the liter-
ature, computational limitations in the experimental setup, and empirical tuning based
in the validation set. The parameters used for each component are summarized in Table
3.3, Table 3.4, Table 3.5 and Table 3.6.
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Table 3.3: Random Forest Hyperparameter Settings

Parameter Value Justification

n_estimators 300 Large enough forest for stable probability es-
timates on imbalanced data

criterion gini Default Gini impurity for classification tasks

max_features sqrt Square root of features sampled per split —
standard RF setting

class_weight None Imbalance handled through threshold tuning,
not class weighting

random _state 42 Fixed seed for reproducibility

Input features Unscaled (V1-V28, Time, Tree-based models are scale-invariant

Amount)

Output

Fraud probability (0-1)

Fraction of trees predicting Class 1

3.6.2 Autoencoder Parameters

Table 3.4: Autoencoder Architecture and Training Hyperparameters

Parameter

Value

Justification

Architecture

Activation function

Output activation

Loss function

Optimizer

Epochs

Batch size

Training data

Anomaly score

30—32—16—8—16—32—30

ReLU (all hidden layers)

Linear

Mean Squared Error (MSE)

Adam (Ir = 0.001)

60

128

Scaled Class 0 (legit) only

MSE reconstruction error

Symmetric encoder-decoder; bottleneck of 8
for compact normal representation

Avoids vanishing gradients; standard for
deep networks

Unbounded reconstruction for continuous-
valued features

MSE reconstruction loss also serves as
anomaly score

Adaptive learning rate; widely used for au-
toencoders

Sufficient convergence without overfitting
on training set

Standard mini-batch size balancing speed
and gradient stability

Anomaly detection: model learns only nor-
mal behavior

Higher MSE = greater deviation from nor-
mal = higher fraud likelihood
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Table 3.5: LightGBM Hyperparameter Settings

Parameter Value Justification
n_estimators (max) 1000 Large upper bound; actual trees determined
by early stopping
class_weight balanced Inverse frequency weighting to handle im-
balance without SMOTE
early_stopping _rounds 100 Stops training if no AUC improvement on
validation for 100 rounds
eval_metric auc AUC used for early stopping to focus on
ranking performance
boosting_type gbdt Gradient-based one-side sampling; default
LightGBM boosting
random_state 42 Fixed seed for reproducibility
Input features Unscaled (V1- Gradient boosting is scale-invariant for tree-
V28, Time, based splits
Amount)

Output

Fraud probability
(0-1)

Sigmoid-transformed boosting score

3.6.4 Hybrid Ensemble and Optimization Parameters

Table 3.6: Hybrid Ensemble and Optimization Parameters

Parameter

Value

Description

Score normalization

Weight search range (each)

Optimization objective

Threshold search method

Optimal W_RF

Optimal W_AE

Optimal W_LGBM
Optimal threshold

Optimization set

MinMaxScaler  per Fitted on validation set only; transforms each

model
0.0 to 1.0 (step 0.1)

Max F1-score
Precision-Recall
curve

0.5

0.4

0.1
0.3093

score to [0,1]

Grid over W_RF, W_AE, W_LGBM with
constraint W_RF+W_AE+W _LGBM=1
F1-score evaluated on precision-recall curve
at each threshold

All PR curve thresholds evaluated for each
weight combination

Random Forest contributes 50% to hybrid
score

Autoencoder contributes 40% — key
anomaly detection signal

LightGBM contributes 10% to hybrid score
Decision boundary optimized for F1 on vali-

dation set

Validation set (16%)  Test set never consulted during optimization




28

These sets of parameter configurations, summarized in Tables 3.3, 3.4, 3.5 and 3.6,
constitute a complete and reproducible set of experiments. All random seeds have been
set to 42 for deterministic results for all runs. Training/validation/test sets are strictly
separated so that all the parameters were fitted, normalized and optimized on the train-
ing and validation sets, with the test set performance metrics reported in Chapter 4

being a true held-out generalization assessment.
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Chapter 4

EXPERIMENTAL RESULT AND ANALYSIS

4.1 Results

The performances of the proposed hybrid ensemble algorithm with optimized thresh-
old tuning were compared with those of each of the three underlying individual models
in the hybrid ensemble: Random Forest, Autoencoder, and LightGBM. For a fair com-
parison, each individual model was separately optimized by the optimal threshold for
maximizing its F1-Score on the validation set prior to comparing its performance on

the test set. These comparisons can be found in Table 4.1.

Table 4.1: Performance Metrics for the Models on the Test Set

Model Precision Recall Fl-score ROC-AUC
Hybrid Ensemble 0.9318 0.8367 0.8817  0.9756
Random Forest 0.9195 0.8163 0.8649 0.9565
LightGBM 0.8144 0.8061 0.8103  0.9584
Autoencoder 0.6496 0.7755 0.7070  0.9478

As seen from Table 4.1, the Hybrid Ensemble with Threshold Tuning outperforms
all three individual models on all important evaluation metrics [25, 27]. It scores the
highest Precision at 0.9318, Recall at 0.8367, F1-Score at 0.8817, and ROC-AUC at
0.9756. In comparison to the most effective individual model, Random Forest, the
Hybrid Ensemble demonstrates higher values for all these metrics: an increase in F1-
Score from 0.8649 to 0.8817, Precision from 0.9195 to 0.9318, Recall from 0.8163 to
0.8367, and ROC-AUC from 0.9565 to 0.9756.
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4.1.1 Precision-Recall and ROC Curve Analysis

The discrimination ability of the hybrid classifier was further examined via graphical
analysis through the use of a precision-recall (PR) plot and receiver operating charac-
teristic (ROC) plot in a threshold-free way. In particular, the PR plot is regarded to be
very informative and appropriate for imbalanced data sets since the PR curve takes into
account only the behavior of the fraud class. The PR graph for the optimized hybrid
model is depicted in Figure 4.1 below. The graph highlights how the optimized hybrid
model maintains its precision level when recall increases, indicating that it performs
well in balancing the two conflicting objectives. The optimized hybrid model achieves
an F1-Score of 0.8817 at the chosen threshold, and the graph shows that the chosen
threshold falls in a region that optimally balances both conflicting objectives.

From the graph presented in Figure 4.2, one can conclude that the Area Under the
ROC Curve value equals 0.9756. It implies that in 97.56% of cases, the algorithm is
able to rank the fraud case above all other non-fraudulent cases. The reason for this is
the ROC graph’s deviation from the diagonal, which stands for the AUC = 0.50 line,
to the upper left corner.

Hybrid Ensemble PR Curve (F1 = 0.8696)

1.0 4

0.8 1

0.6 1

0.4 1

Precision {Positive label: 1)

0.2 4

—— Optimized Hybrid Ensemble (AP = 0.87)

D'D dr T T T T T
0.0 0.2 0.4 0.6 0.8 1.0
Recall (Positive label: 1)

Figure 4.1: PR Plot for Hybrid Ensemble Model
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Hybrid Ensemble ROC Curve (AUC = 0.9571)

1.0 ,_.r—-'_’T"ﬂ
Fd
il of
#
rd
' 0.8 1 o
o . 4
3 g
4
2 ./
=] A '
7 0.6 ,’;
£ #
o G
] #
o
o 0.4 rd
i #
= S
& ¥
S 02 i
= ’
—— Optimized Hybrid Ensemble (AUC = 0.96)
=== Chance (AUC = 0.50)
D‘D -r' T T T T T
0.0 0.2 0.4 0.6 0.8 L0

False Positive Rate (Positive label: 1)

Figure 4.2: ROC Plot for Hybrid Ensemble Model

4.1.2 Confusion Matrix

The confusion matrix for the optimized hybrid ensemble model on test dataset is shown
in Table 4.2 below. Confusion matrices offer an extremely detailed perspective on
how well models perform, indicating the number of instances that have been classified

accurately and inaccurately for each class of data.

Table 4.2: Confusion Matrix of the Optimized Hybrid Ensemble on the Test Set

Predicted: Legitimate Predicted: Fraud
Actual: Legitimate 56,858 (TN) 6 (FP)
Actual: Fraud 18 (FN) 80 (TP)

As seen from As seen from Table 4.2, the detection scheme demonstrated highly
accurate and efficient results. The detection scheme detected 80 out of 98 fraudulent
transactions in the test sample with a Recall value equal to 0.8367. There were 18
instances when fraudulent transactions were classified as legal (FN). This means that
the hybrid score in such transactions was lower than the optimally chosen threshold
value of 0.3093., the detection scheme demonstrated highly accurate and efficient re-

sults. The detection scheme detected 80 out of 98 fraudulent transactions in the test
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sample with a Recall value equal to 0.8367. There were 18 instances when fraudulent
transactions were classified as legal (FN). This means that the hybrid score in such
transactions was lower than the optimally chosen threshold value of 0.3093. What is
more important in terms of practical implementation is the extremely small number of
False Positives (only 6 cases in 56,864 legal transactions). It provides grounds for very
high Precision of the detection algorithm equal to 0.9318. Every falsely identified case
initiates a fraud investigation, resulting in additional costs of the financial company
and its customers’ dissatisfaction. Thus, identifying only 6 such cases proves that a
properly adjusted hybrid algorithm makes very precise accusations against clients and

can be used efficiently in practice.

4.2 Analysis

The experiment outcomes confirm the efficiency of the proposed ensemble threshold-
tuned method. The success of the model is based on two fundamental conclusions
reached through the optimization procedure: first, the optimum set of weights found

via grid search; and second, the optimum decision threshold.

4.2.1 Interpretation of the Optimal Weight Vector

The grid search on the validation set yielded the best weight vector W_RF=0.5, W_AE
= 0.4, and W_LGBM = 0.1. This is the core result of our analysis, proving that the
proposed solution works effectively. A large value of the weight coefficient of the
Random Forest (0.5) is an obvious sign of accuracy and efficiency of its estimation
of fraudulent transactions. It is the main and most accurate supervised signal of our
model. A large value of the weight coefficient of the Autoencoder (0.4) is another
important indication. It proves that the unsupervised anomaly detection algorithm,
which does not have any access to labels during the learning process, accounts for 40%
of the total score of decisions. The presence of such a large weight factor indicates that
the autoencoder provides some additional information about fraudulent transactions
that cannot be provided by other algorithms. While the supervised methods work only
as a result of interaction with the labeled data, the autoencoder identifies all deviations
from the norm and even detects zero-day fraudulent patterns.

That a very low weight of LightGBM has been applied in this case (0.1) suggests
that while it performs well in terms of ROC-AUC, there is much redundancy in the
information it gives when compared to Random Forest after including the output of
the Autoencoder into the model. In this ensemble, LightGBM has the greatest benefit
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from a low weight when evaluated based on its performance on the F1-Score metric.

4.2.2 Interpretation of the Optimal Decision Threshold

The optimal decision threshold found from grid search was determined to be 0.3093 —
significantly lower than the traditional decision threshold of 0.5. This outcome is sup-
ported by the general knowledge that the decision threshold value of 0.5 is sub-optimal
when dealing with imbalanced classes [25, 27]. On imbalanced classes, the posterior
probability estimates generated from the model will generally be conservative due to
the lesser number of samples within the positive class being seen by the model. The
traditional decision threshold of 0.5 does not manage to capture sufficient samples of
the fraud class. By setting the threshold to 0.3093 using data-based calibration of
thresholds, the proposed method succeeds in balancing Precision and Recall through
maximizing the F1-Score. Data-driven calibration of thresholds works to achieve
balance between Precision and Recall on imbalanced data, eliminating the need for
SMOTE-type synthetic oversampling techniques [25, 28]. The generated model which
is completely built based on actual transaction data manages to achieve a good decision
threshold through calibration. The extreme balance of Precision (0.9318) and Recall
(0.8367) achieved using this optimal threshold along with extremely low number of

false positives (6) indicates practicality of the approach.

4.2.3 Computational Complexity

Figure 4.3 provides the comparative analysis of the training time and memory usage
among the individual models and the final hybrid ensemble. As evident from the graph,
the model having the longest training time is the Random Forest, as it involves the
simultaneous construction of many decision trees. In comparison, LightGBM takes
less time for training, but it consumes more memory than other models due to its in-
memory structure for storing all the boosting trees. The Autoencoder takes relatively
more training time; however, it makes extremely fast predictions, as it only needs to
make one pass over the neural network for making the prediction. This is a crucial
requirement for online fraud detection purposes, wherein a decision needs to be taken
almost immediately after the transaction starts. The final step of the Hybrid Ensem-
ble, i.e., computing the weighted average of three scaled-up scores, does not take any

significant time during inference.
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Chapter 5

LIMITATIONS

While this thesis provides valuable insight in both the large comparative study of differ-
ent machine learning techniques developed, and the design of a new hybrid ensemble
method for credit card fraud detection, several important limitations should be noted.
These limitations are due to methodology, data and the scope of the research as a whole
and cannot therefore be taken as a limitation of the data itself, without which the find-
ings of the research would be impossible to interpret. The following are limitations of
the key.

1. Single Dataset Dependency: The literature review and the experimental evalua-
tion are almost entirely based on the credit card dataset from Kaggle [11, 15, 18,
22], which was the European credit card dataset, and is also widely used in the
majority of studies reviewed. This dataset describes only European cards during
two days in 2013, all of the features in this dataset have been PCA anonymized.
The results presented here (such as the comparative performance statistics from
the survey and the hybrid model metrics of F1 = 0.8817 and AUC = 0.9756)
are specific to this dataset and may not be applicable to another region, payment

system, fraud type or timing [11, 15, 18, 22].

2. No Real-Time or Streaming Evaluation: This thesis does not include any ex-
periments done with Real Time or Streaming. This work does not cover this
aspect (real-time deployment), which is one of the most under-researched parts
of the literature reviewed [18, 20]. Its inference latency, throughput for con-
current transaction loads and behaviour in a live streaming environment are not

characterized, which means that its deployability is partly unvalidated.

3. Static Model Design and Concept Drift Vulnerability: All models, including
those taken from the survey, are trained on past data with no way to detect and

adapt to changing fraud patterns. Fraudsters keep coming up with new and so-
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phisticated methods in live deployments, and hence the fraud distribution evolves
with the time [19, 24]. The performance data presented in this thesis are there-
fore snap shots taken at a specific point in time, and not the data for months after
the deployment in a fluctuating fraud landscape.

The survey did not include any of the reviewed studies that used tools for In-
terpretability and Explainability (e.g., SHAP or LIME). The hybrid model en-
semble described in this work also applies the same principle of fusion where
three opaque models (Random Forest, LightGBM and Autoencoder) are merged
into one final score, but there is no explanation about which features or which
model component was responsible for a certain prediction of fraud. This is not
very flexible if there is a regulatory environment that demands an audit trail of
decisions made, e.g. RBI guidelines or GDPR [24, 26].

No within study comparison of the hybrid models as a result of threshold tuning
on original imbalanced data compared to the same model using synthetic over-
sampling data was performed; the proposed framework showed that competitive
results could be obtained without using synthetic oversampling [5, 12, 22]. The
claim is backed up by comparisons with other models from the other studies that

cannot entirely limit the impact of the removal of SMOTE to this specific design.

4. Coarse Grid Search with Limited Scalability: The grid size for the joint
weight-threshold optimization is set to 0.1, so that the true optimal weights could
be between the grid points. The method is also not directly applicable to larger
ensembles, with its performance deteriorating after three model parts. Plus, there
are only 79 fraudulent transactions in the validation set, which adds statistical
variation to the precision-recall estimates for establishing the optimum configu-
ration.

The comparative analysis in the survey is limited by the use of a variety of differ-
ent metrics reported across the studies (some report only Accuracy, some report
only AUC, and very few report all 5 metrics) [6, 11, 17, 19]. This fragmentation,
together with the differences in train-test splits, preprocessing and hyperparam-
eter choices, makes the differences in train-test performance observed in various
studies more likely to be due to experimental conditions than to the actual per-

formance of the algorithms.

These limitations together set the limits of interpretation for the contributions of this
thesis. These limitations also inspire particular pieces of future research described in
Chapter 6 such as multi-dataset validation, real-time deployment, adaptive learning,

integration of explainability, and more efficient optimization strategies.
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Chapter 6

CONCLUSION AND FUTURE SCOPE

6.1 Conclusion

In this thesis, credit card fraud detection problem in extreme class imbalance is tackled
with two complementary contributions: a systematic comparative review of ML and
DL methods, and designing and empirical evaluation of a novel threshold-tuned hybrid
ensemble.

Twenty-two recent studies, which represent supervised, unsupervised, deep, ensem-
ble, and hybrid learning paradigms were surveyed. The analysis showed that among
various algorithms that have been used in the literature, supervised ensemble tech-
niques Random Forest and Gradient Boosting variants achieved the most consistent
results, while resampling techniques using SMOTE and ADASYN had the best Re-
call and F1-score for imbalanced datasets. The methods based on autoencoders and
hybrid methods showed high resilience in extreme imbalance scenarios with AUC as
high as 0.999. The review also revealed that there were widespread gaps, including
the widespread use of only a single benchmark dataset used, no validation of the de-
ployment in real time and no joint optimization of model weight and threshold in the
current hybrid models.

To fill these gaps, the experimental work aimed at developing a three-component hy-
brid ensemble of these merged with a deep Autoencoder, without any synthetic over-
sampling. A thorough grid search was performed to tune the weights of the individual
model components and the final decision threshold on a heldout validation set so as
to achieve the highest possible F1 score on the original imbalanced dataset. With this
optimum configuration (WRF = 0.5, WAE = 0.4, WLGBM = 0.1, threshold = 0.3093),
the accuracy of the WAE model on the test set was as high as 99.96%, while the Preci-
sion was 0.9318, Recall 0.8367, F1-score 0.8817, and ROC-AUC 0.9756, which were
better than all individual constituent models. What is important to note is that the Au-

toencoder’s 40% contribution to the weights shows that even unsupervised methods of
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anomaly detection are essential to recognize fraud patterns that a supervised method
could not. The framework has low false positive rate (6 false positive in 56,962 test
transactions) and is very useful for the real-world deployment.

All this together has shown that a well-designed hybrid strategy, where complemen-
tary learning paradigms and data-driven threshold tuning are used together, can achieve
good precision and recall performance and overcome the need for synthetic oversam-
pling. This section includes an extensive literature review and a detailed, customizable
model of the field of credit card fraud detection according to the principles of being

reliable, accountable, and deployable.

6.2 Future Work

Although the data were favorable, there are a number of promising lines of research

that could be pursued in the future:

* Real-Time Detection: Real-time and streaming deployment of the hybrid frame-
work, including platforms like Apache Kafka or Flink, and evaluation of infer-

ence latency and throughput for real-time transactions.

* Adaptive Learning: Integration of concept drift detection mechanisms (such as
ADWIN, Page-Hinkley) and incremental learning strategies to allow the model
to adjust to the continuously changing fraud patterns without complete retrain-

ing.

* Cross-Dataset Generalization: Validation with multiple datasets, such as IEEE-
CIS Fraud Detection dataset, PaySim and real institutional datasets to thoroughly
test the generalizability of the proposed framework outside the Kaggle European

benchmark.

« Explainable AI: Post-hoc explainability techniques like SHAP and LIME for
fraud explanations at the transaction level for regulatory compliance in frame-
works like GDPR or RBI guidelines.

* Advanced Architectures: Advanced architectures such as graph neural net-
works to identify coordinated fraud rings, LightGBM-LSTM hybrid models to
analyse sequential transactions, and Mixture of Experts models to route different

typologies of fraud to specialised sub-models.

* Optimization and Cost-Sensitivity: Scaling up joint weight-threshold opti-

mization to a large ensemble efficiently by extending the grid search optimiza-
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tion to Bayesian or evolutionary search strategies, and applying cost-sensitive
learning objectives that directly minimize asymmetric misclassification costs for

financial applications.
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