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Abstract

The rapid digitization of the healthcare sector is bringing forward new and serious

concerns regarding patient confidentiality, patient data protection and integrity, data

integration/interoperability and patient consent management. The traditional healthcare

architecture models that have been used for decades are centralized, fragmented and

insecure and are no longer able to meet the changing demands and the associated risk

factors such as identity theft, violations of confidentiality and inefficiency in managing

data. Addressing these concerns, this research systematically explores patient-centric

blockchain-based healthcare architectures that provide secure, transparent, decentralized

and patient-controlled data management.

With an extensive literature review, this thesis identifies present research trends and

gaps in blockchain-based healthcare solutions, showing the need for better security mea-

sures and consent-management systems with higher interoperability standards. This the-

sis proposes DiabeticChain, a novel blockchain-based solution made for managing diabetic

healthcare data, improving patient control, data security and privacy using smart con-

tracts, dynamic consent management and decentralized storage solutions. The proposed

architecture integrates HL7/FHIR for semantic interoperability, modern cryptography

for confidentiality and fine-grained access control, and a scalable Layer-2 blockchain plus

decentralized storage to support real-time healthcare scenarios.

Additionally, TotalSol, a novel multi-layer static analysis framework, is introduced to

detect vulnerabilities in Ethereum-based smart contracts. The tool enhances the robust-

ness and reliability of blockchain applications, by pointing critical security flaws. Because

the proposed healthcare architecture relies on Ethereum smart contracts to enforce con-

sent and access policies, TotalSol is developed to analyse these contracts and detect vul-

nerabilities before deployment. Using Hyperledger Caliper and comparative studies, our

experiments show that DiabeticChain outperforms the selected blockchain-based health-

care frameworks on the evaluated performance metrics (throughput and latency). Fur-
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thermore, the system considers ethical factors like patient data ownership and compliance

with major regulations such as GDPR and HIPAA, combining its technical advancements

with legal and ethical healthcare standards.
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Chapter 1

Introduction

1.1 Overview
Healthcare is becoming increasingly patient-centered. People should be able to view, use,
and share their health data in ways that are private and secure. In practice, however,
custody and control usually sit with central organizations such as hospitals, laboratories,
and software vendors. Electronic Health Records (EHRs) made information easier to
store, search, and transport, but they did not change the underlying power relationship.
Institutions still decide who can access patient information and how it can be used, while
long-standing concerns about privacy, confidentiality, and security remain [1–3].

These risks are not theoretical. In February 2023, Lehigh Valley Health Network
(LVHN) disclosed a BlackCat/ALPHV ransomware attack. When LVHN did not pay,
attackers released sensitive oncology images and documents, showing how centrally held
clinical data can be used against patients [4]. Earlier, on 23 November 2022, the All India
Institute of Medical Sciences (AIIMS), New Delhi, suffered a severe ransomware attack
that forced a manual fallback. Most e-Hospital functions returned after about two weeks,
and five physical servers running the e-Hospital application were impacted [5]. Beyond
operational disruption, incidents like these erode public trust and increase the human cost
of institutional custody of personal health data, including identity theft, coercion, and
stigma.

Patients also move through multiple providers and settings over time, including hos-
pitals, clinics, and physician offices. As a result, a single person’s health record is often
scattered across EHR systems, laboratories, pharmacies, and registries, and the data can
become misaligned. Sharing information across organizations is brittle and still relies on
manual steps. Each exchange often triggers new consent paperwork or custom agreements,
which increases delays and the likelihood of mistakes [1, 2].

At the same time, networked sensors and consumer devices now generate large volumes
of high-frequency health signals that have real clinical value. In diabetes care, continuous
glucose monitors (CGMs), insulin pumps, smart pens, and wearable devices produce rich
time-series data. When combined with laboratory results such as HbA1c and medication
information, these streams can support safer medication titration, reduce hypoglycemia
risk, and improve outcomes [6, 7]. Yet these signals are also highly sensitive. If they are
mishandled, the consequences can be long-lasting for individuals and families, including
discrimination and social stigma [8].

Taken together, security breaches, operational silos, and governance challenges mo-
tivate a shift away from institution-based custodianship toward truly patient-centered
stewardship.
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A patient-centered platform must deliver three capabilities at once:

1. patient-authenticated control over who can access which data and when,

2. responsible exchange across organizations with an auditable, tamper-evident record,

3. interoperability that spans both clinical systems and patient-generated data, with-
out sacrificing privacy.

Traditional hub-and-spoke models struggle to provide all three at scale in real-world en-
vironments [9, 10].

In this work, we explore a careful application of blockchain to provide the consent,
provenance, and audit layer for patient control, while keeping Protected Health Informa-
tion (PHI) off-chain. When used appropriately, distributed ledgers reduce dependence
on any single institution, allow consent to be expressed as machine-readable policy, and
support end-to-end traceability of access events [11–14]. Crucially, we do not place PHI
on the ledger. Instead, PHI remains encrypted in secure off-chain storage. The chain
stores verifiable pointers, consent status, provenance proofs, and time-limited access to-
kens. This approach preserves an immutable audit trail while still supporting corrections,
redactions, and dynamic policy changes, including revocation [15, 16].

Diabetes is a classic example of a lifelong, data-rich disease. Effective and safe care
depends on integrating longitudinal EHR information, including comorbidities, medica-
tions, diagnoses, and labs, with device streams from CGMs and insulin delivery systems.
Evidence and guidelines increasingly support CGM use to improve glycaemic outcomes
and reduce hypoglycaemia in people with type 1 diabetes and some type 2 diabetes pop-
ulations [6, 7]. We use diabetes as a recurring example because it forces the system to
address practical integration hurdles across clinical and consumer data. It also highlights
everyday fine-grained consent requirements, such as sharing CGM trends but not raw
minute-level traces. Finally, it reflects the latency and reliability constraints encountered
by clinicians and patients in routine care.

Our system treats patients as cryptographic principals who can issue fine-grained,
time-bounded permissions for specific datasets and time intervals. Smart contracts en-
code consent into actionable policies. Off-chain services enforce those policies by releasing
only the minimum necessary information, or by providing computed aggregates, to autho-
rized requesters. Policy updates and access events are recorded immutably, enabling both
real-time visibility and post hoc auditing [11, 12]. For interoperability, we translate clin-
ical payloads into HL7/FHIR resources when feasible, so that consented exchanges map
onto widely used data models and APIs [9, 10]. The result is a consent-and-audit layer
that addresses key weaknesses of traditional designs, including single points of failure, in-
visible data flows, and untraceable disclosures, while remaining compatible with privacy
principles such as data minimisation and purpose limitation, and with operational needs
such as low latency, reliability, and ease of integration.

The following sections present the motivation and research gaps, define the research
objectives, outline the main contributions, and provide an overview of the thesis structure.

1.2 Research Motivation
Accelerated digitization has augmented both the worth and the risk of medical infor-
mation. Legacy, institution-based systems continue to find it hard to ensure end-to-end
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integrity, safe sharing and nuanced consent [17, 18], while diverse providers and environ-
ments disintegrate records and make longitudinal decision-making challenging [12, 19].
Interoperability among these silos continues to be an ongoing hindrance [9]. At the same
time, wearables and sensors create high-frequency data that might enhance personaliza-
tion and results but have uneven governance and integration [20, 21]. Since health data
frequently carries very sensitive properties, inappropriate handling can cause irreparable
harm in the form of stigma, discrimination and loss of privacy [8].

The risks are highlighted by recent ransomware attacks: Lehigh Valley Health Net-
work’s BlackCat/ALPHV attack, followed by publication of confidential clinical content
[4, 22], and the AIIMS New Delhi hack, which compelled a multi-week switch to man-
ual handling [5]. In addition to disruptions to operations, these incidents undermine
confidence and showcase the vulnerability of centralized custody.

This thesis is based on the need to develop data sharing models that support the
requirements of both verifiable access for patients and their caregivers as well as account-
able data exchanges with a tamper-evident history of all exchanges across organizational
boundaries. Additionally, this thesis supports the development of data sharing models
that will allow for practical interoperability across all clinical systems including data col-
lected from patients. Blockchain presents a promising basis, decentralization, immutabil-
ity and auditability, when deployed cautiously with protected health information stored
off-chain and the ledger reserved for verifiable pointers, consent state and provenance
proofs [23, 24]. We target diabetes care as a challenging testbed, seeking to show safe,
accountable and interoperable sharing that is practicable in live clinical settings.

1.3 Research Gaps
A survey of patient-centric, blockchain-based healthcare identifies four enduring gaps that
correspond to issues raised in previous research.

RG1: End-to-end architecture (security and scale and interoperability, all
together): Most proposals tackle one aspect—secure storage, consent, or exchange, but
few provide all three properties together under realistic load and across heterogeneous sys-
tems and standards. Cross-organizational interoperability at scale and clinically informed
evaluation remain sparse evidences [13, 25–30].

RG2: Healthcare-specific smart-contract assurance: Platform selection (e.g.,
enterprise Ethereum clients and oracle designs) is addressed generally, but strong, health-
data–specific assurance for on-chain logic is underdeveloped. Threat models for consent
bugs, revocation edge cases, and misuse of external data sources (oracles) are seldom
formalised for clinical workflows [31, 32].

RG3: Operational consent identification and management: Fine-grained, dy-
namic consent—who/what/why/when—with time limits, minimum-necessary disclosure,
provenance, and revocation is variably specified and enforced. Mechanisms to record,
verify, and audit consent between institutions and devices are still nascent [33–35].

RG4: Compliance, governance, and real-world evaluation: Compliance with
healthcare regulation and governance (ownership frameworks, audit trails, data minimisa-
tion) is sometimes claimed but not evidenced. Most systems have no deployment evidence
beyond small pilots or laboratory environments, with poor reporting on usability, relia-
bility, and integration overheads [27, 33, 36].

These deficits underpin our patient-centric architecture and assessment agenda: veri-
fiable control to patients, accountable exchange across boundaries, and pragmatic inter-
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operability covering EHR and patient-generated data.

1.4 Research Objectives
The objective of this thesis is to identify the feasibility of blockchain for secure patient-
centric medical data sharing (e.g. diabetic data), focusing on security, privacy, interop-
erability, scalability, consent management and vulnerability mitigation to allow safe and
effective integration into healthcare systems. This objective can be achieved at several
levels as follows:

1. RO1: To conduct a systematic literature survey on blockchain based patient cen-
tric healthcare systems.

2. RO2: To develop a model for managing patients’ consent preferences and assessing
their confidence in the consent architecture.

3. RO3: To develop a blockchain based model for security and privacy in patient
centric healthcare data.

4. RO4: To develop an interoperable and scalable architecture for a blockchain based
patient centric healthcare system.

5. RO5: To develop a method/model for vulnerability detection in Ethereum based
smart contracts.

These research objectives are addressed across the thesis chapters as follows. RO1 is
fulfilled through the systematic literature survey presented in Chapter 3. RO2 and RO3
are addressed through the design and evaluation of DiabeticChain in Chapter 4. RO4 is
achieved via the enhanced DiabeticChain architecture described in Chapter 5. Finally,
RO5 is addressed through the TotalSol vulnerability-detection framework presented in
Chapter 6.

1.5 Contributions
This section provides a comprehensive overview of the major contributions of this thesis.

1. Exploring Blockchain-based Patient-Centric Healthcare: A Comprehen-
sive Review
This thesis provides a detailed systematic literature review (SLR) of the current sce-
nario of blockchain and smart contract technologies for patient centric healthcare
applications, which is given in Chapter 3. In particular, the following have been
analyzed:

a. Current existing blockchain platforms, types, consensus algorithms, smart con-
tracts and IT tools that have been employed for developing blockchain based
patient centric healthcare applications;

b. State-of-the-art blockchain use cases in the patient-centric healthcare field;
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c. The benefits and challenges of the use of blockchain in the patient-centric
healthcare field, with emphasis on data security, privacy, interoperability, and
scalability;

d. The technical challenges and barriers impeding the sharing.

2. DiabeticChain: A Novel Blockchain Approach for Patient-Centric Dia-
betic Data Management
This thesis introduces ”DiabeticChain”, a patient-centric, permissioned architecture
for safe sharing of diabetic records using smart contracts, addressing the interop-
erability and consent-management gaps. Confidential clinical information stays off-
chain and verifiable metadata and consent statuses stay on-chain to enable traceabil-
ity and auditing. The design and analysis are described in Chapter 4. Specifically,
the following have been designed and analyzed:

a. Hybrid on/off-chain design and workflow; off-chain storage of protected health
information with on-chain references, consent state and provenance to reduce
exposure while maintaining accountability;

b. Smart-contract components and consent operations; contracts for user/role
management, policy specification, metadata registration, access request/ap-
proval, revocation and audit logging;

c. Deployment and implementation stack; contract testing and development stan-
dard tooling, and an oracle/off-chain data service path to settle authorised
requests;

d. Performance and security assessment; latency/throughput benchmarking in
rising loads, verifications for data-minimisation, revocation trends and audit
trails with tamper-evident support.

3. Enhancing Interoperability and Scalability in DiabeticChain: An Inte-
grative Architecture Using IPFS, Polygon, and HL7/FHIR
This thesis extends DiabeticChain with a standards-compliant, privacy-enforcing de-
sign that scales execution and facilitates semantic interoperability, filling the lack of
scalable, performance-evaluated blockchain architectures for healthcare. IPFS yields
content-addressed storage, Polygon high-throughput execution, and HL7/FHIR map-
pings standardize data exchange between heterogeneous systems. The extended
design is described in Chapter 5. In particular:

a. Layered architecture and stack; clear separation of application, interoperability,
smart-contract, storage and security layers to support modular evolution and
deployment;

b. Privacy-preserving consent enforcement via zk-SNARKs (Groth16); off-chain
proof generation with on-chain verification to authorize access without reveal-
ing sensitive consent attributes;

c. Hybrid encryption and IPFS confidentiality; encrypt records prior to persis-
tence (AES with RSA/CP-ABE for key protection), store ciphertext on IPFS,
and anchor only CIDs with minimal policy/consent state on-chain;

d. Interoperability and evaluation stance; HL7/FHIR mapping and validation
pipeline for heterogeneous clinical sources, plus benchmarking and design choices
enabling auditability, purpose limitation and data minimisation.
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4. TotalSol: A Multi-Layer Static Analysis Method for Vulnerability Detec-
tion in Ethereum-based Smart Contracts
This thesis develops “TotalSol”, a multi-layer static-analysis framework that or-
chestrates complementary analyzers to improve vulnerability coverage and reduce
false negatives when auditing Solidity smart contracts at scale, supporting secure
deployment of smart-contract logic in healthcare systems (Chapter 6). Specifically:

a. Unified, extensible framework; a modular runner with a shared input/interface
to execute multiple analyzers over the same corpus and scale to large contract
sets;

b. Multi-analyzer ensemble; parallel use of complementary tools (e.g., Slither,
Aderyn, SmartCheck) with a consolidation step to reconcile outputs and strengthen
first-pass detection;

c. Mainnet-derived dataset pipeline; automated retrieval of verified contracts,
JSON-to-.sol parsing, pragma/version fixes, compilation checks and filtering
to produce a clean benchmark set;

d. Healthcare assurance and impact; auditing the DiabeticChain contracts (e.g.,
registration, consent-policy and access-control modules) and producing one
deduplicated report that surfaces high-impact issues such as reentrancy, arith-
metic and access-control weaknesses.

1.6 Outline of the Thesis
The organization of this thesis is as follows.

The visual representation of the thesis structure is shown in Figure 1.1 and outline of
the chapters is as follows:

Chapter 2 presents the foundational knowledge important for understanding the
technologies used in the thesis. It explains the core technical concepts, including the
blockchain, algorithms, tools and internal architecture used. This chapter covers all pre-
liminary knowledge required to understand the following chapters in the thesis.

Chapter 3 presents a systematic literature review of blockchain-based, patient-centric
healthcare architectures. Based on four research questions—security and privacy, consent
management, interoperability and regulatory compliance, it identifies key gaps and out-
lines future directions toward scalable, privacy-preserving architectures that strengthen
patient-controlled data sharing.

Chapter 4 introduces “DiabeticChain”, a permissioned, patient-centric blockchain
architecture that restores patient data ownership and enables secure sharing via smart
contracts. A hybrid storage design keeps confidential diabetic data in an off-chain secure
database while recording only metadata on-chain, preserving integrity, confidentiality and
authenticity.

Chapter 5 illustrates the enhanced DiabeticChain architecture by adding Polygon
(a layer-2 Ethereum scaling solution) for large-scale smart contract execution, IPFS for
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Figure 1.1: Overall Structure of the Thesis

tamper-resistant and decentralized storage, HL7/FHIR for semantic interoperability, and
zk-SNARK enabled consent management for privacy-preserving access control. Using
hybrid encryption (AES-256-GCM + ABE/RSA), it provides confidentiality from source
to destination and stores FHIR resources off-chain with content identifiers stored on-chain.

Chapter 6 presents ”TotalSol”, a novel analytical tool designed to identify vulner-
abilities within smart contract systems based upon Ethereum. TotalSol employs multi-
classification techniques to identify multiple vulnerabilities that may be present in smart
contracts. It analyzes the smart contracts used in our healthcare architecture to improve
their security. Chapter 6 describes many of the most common types of vulnerabilities
(reentrancy, integer overflows or underflows, etc.) as well as provides a comprehensive
review of the effectiveness of TotalSol in improving overall blockchain security.

Chapter 7 summarizes the findings of this dissertation and discusses the main con-
tributions it has made toward increasing security, privacy, interoperability and scalability
within a blockchain-based model of healthcare. It also discusses the importance and social
implications of the proposed solutions as well as some of the limitations of the proposed
solutions and provides direction for future research.
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Chapter 2

Preliminaries

This chapter introduces the foundational tools and technologies that are used in the
following chapters of this thesis. It is designed to provide background knowledge for
better understanding the implementation details and evaluations that follow.

2.1 Overview of Tools and Technologies
This chapter explains and discusses the major tools and technologies that form the techni-
cal basis for the research work covered in the following chapters of this thesis. Due to the
interdisciplinary and applied nature of blockchain technologies in healthcare, it is impor-
tant to have a good understanding of these tools to understand the implementation and
evaluation details that follow. In particular, we introduce an overview of necessary tech-
nologies such as smart contract development platforms, blockchain deployment strategies,
oracle integrations, decentralized and off-chain storage solutions, performance evaluation
tools, and interoperability standards. Each section briefly outlines the technical relevance
and functional contribution of these tools towards the achievement of goals associated
with secure, efficient, and interoperable management of healthcare data in blockchain-
based healthcare systems.

2.2 Background of Blockchain
Blockchain technology represents a decentralized and distributed database system that
maintains a secure and unalterable record of transactions. Satoshi Nakamoto first intro-
duced it in 2008 as a peer-to-peer electronic cash system [37]. Blockchain consists of a
series of blocks, each of which ensures the chronological order of transactions by including
a timestamp and a link to preceding blocks [38]. Figure 2.1 illustrates a series of inter-
connected blocks in a blockchain. Each block consists of a header and a body. The body
contains a Merkle tree with hashes of all the data nodes. The header includes a times-
tamp, a nonce, a hash pointer to the prior block, a merkle root, a transaction count, and
a version number, establishing the basis for the blockchain’s structure. Due to its ability
to provide a platform for direct interaction between parties involved in the process, and
thus remove the necessity for an intermediary, this technology has gained a lot of interest
[21]. In addition, the properties of blockchain including decentralization, immutability,
and cryptographic consensus, have generated a wide array of possible applications in areas
including finance, education, voting, and healthcare.

A blockchain provides assurance of the safe storage of transactions and tracking of
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Figure 2.1: Structure of the Blockchain

assets due to its status as a shared and immutable ledger [39]. Nodes which have been
authorized verify and authenticate transactions within the system, therefore, no need
exists for an intermediate entity to be trusted [40]. Due to its tamper-proof characteristics,
blockchain is well suited to manage and ensure the integrity of patient health data [39, 41].

The operation of a blockchain is based on a distributed ledger and a peer-to-peer net-
work [42]. Each transaction is recorded in a block in the distributed ledger, and every
node in the network holds a replica (a duplicate) of the shared ledger locally to prevent
unauthorized modification of the data [42]. Each transaction must undergo validation and
verification through consensus algorithms before it can enter the network; thereby, ensur-
ing that the data is accurate. A transaction once it has entered into a blockchain, becomes
permanent and unalterable, thus establishing an unchangeable history of transactions and
any alteration attempts will establish an identifiable footprint [39].

2.3 Architecture of Blockchain
The architecture of a blockchain includes two primary components: a distributed database
and a network of peer-to-peer participants. Figure 2.2 illustrates the architecture of a
blockchain as a peer-to-peer network and how it differs from the traditional centralized
network.

• Distributed Database – The transactions within the blockchain are recorded in a
ledger accessible to all participating nodes, eliminating the possibility of some ma-
licious node intervening and manipulating the records. Every node has an identical
local copy of that shared ledger to ensure the data integrity. To append a new
transaction to a block in the blockchain, it is first verified and authenticated by all
nodes using a consensus algorithm, then appended to the network only if majority of
the nodes validate the transaction. Once this change is made it cannot be reverted.
No single node has the authority to manipulate the data existing in the blockchain.

• Peer to peer network – In a blockchain network, the nodes are connected instead
of one central node, making the entire network decentralized and every transaction
is authorized before adding it to the network, making the network authentic [25].
Every node has the equal power to consume the services of the network and agree
upon them via a consensus algorithm. Peer-to-peer networks eliminate the problem
of a single point of failure due to absence of a central node, resulting in a more
secure network [26].
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Figure 2.2: Blockchain Architecture

2.4 Consensus Algorithm
To establish trust within the network, blockchain leverages consensus algorithms like Proof
of Work (PoW), Proof of Stake (PoS), Practical Byzantine Fault Tolerance (PBFT), Proof
of Burn (PoB), Proof of Elapsed Time (PoET) and Proof of Authority(PoA)[43]. Every
consensus algorithm has its own pros and cons. Therefore, this section discusses the
different consensus algorithms.

• Proof of Work (PoW)- Proof of Work (PoW) was first proposed by Dwork and
Naor [43] as a way for preventing spam emails. That is, the e-mailer must perform
a certain amount of computing work to solve a complex mathematical puzzle before
sending the mail, which increases significantly the cost of sending spam, thereby
ensuring the security of the system.
PoW is one of the first consensus algorithms used by blockchains such as Bitcoin,
which allows security and agreement in a decentralized way. It requires heavy com-
putation effort from the node of network (miners) which need them to solve a cryp-
tographic problems (a complex mathematical problem), that is a puzzle, where we
calculate a nonce value N such that the hash of the block meets a required threshold
condition. Once miners find the hash value that meets the specific requirement, the
block is broadcasted on the entire network and added to the blockchain after veri-
fying. Then, the miners earn a reward. This way PoW makes sure of the security
of the network, as changing a block will need performing all work again, faster than
the rest of the network, which is an impractical task. Even though PoW assures
security and is well proven, it takes a lot of power and computation at a single end.

• Proof of Stake (PoS)- It is a consensus algorithm focused on blockchain networks
in a more environmentally friendly way than PoW [44]. Participants (validators)
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in PoS are selected to propose and confirm new blocks depending on the amount
of tokens they stake and lock up; more stake generally improves the chance of
being selected [45, 46]. This greatly reduces energy consumption, adding to its
higher scalability than PoW. Also, this means that block creation and transaction
processing is faster on PoS. The rewards are sent to the chosen validator after block
is validated. PoS is now used in major blockchains like Ethereum, Polkadot and
Cardano [44, 45, 47]. While being more sustainable, PoS is argued for favouring
wealthier participants.

• Proof of Space (PoSpace)- Proof of space (also called proof of capacity) requires
participants to demonstrate they have reserved free disk space for block creation [48].
Instead of very intensive computations, miners pre-store large data sets called plots
on their hard drives; when a new challenge appears, miners search their plots for
the best match, and the best match earns a reward and proposes the next block [49,
50]. This is more energy-efficient because reading pre-stored data consumes far less
energy than hashing continuously [48, 49]. This algorithm is more accessible as it
needs common disk storage rather than expensive GPUs. However, it promotes
hoarding of storage and large-scale data farms. PoSpace is used in blockchains like
Chia (and earlier explored in proof-of-capacity systems such as Burstcoin) [49].

• Practical Byzantine Fault Tolerance (PBFT)- PBFT is used to handle ma-
licious or faulty nodes in distributed systems, allowing the network to agree on
a correct state even if some nodes fail or act incorrectly [51]. It runs multiple
rounds (pre-prepare, prepare, commit) to ensure sufficient agreement on the same
block or order; decisions are final (instant finality), which suits high-trust environ-
ments [51, 52]. One issue is overhead that grows with the number of nodes, making
it less scalable than PoW and PoS. Examples include Tendermint BFT and Hyper-
ledger Sawtooth PBFT; note that Hyperledger Fabric today recommends the Raft
ordering service rather than PBFT [52–54].

• Proof of Burn (PoB)- It is an experimental algorithm where nodes burn their
coins to an unrecoverable address to obtain validation rights; the tokens are removed
from circulation [55]. This shows commitment to the network (analogous in spirit
to staking, but with an irreversible cost). Since burning reduces supply, it can
create scarcity; selected validators are rewarded [55]. PoB does not need continuous
heavy computation, but it destroys token value, hindering user adoption, and can
risk centralization if only a few can afford burns. One of the most well-known
implementations of PoB is Counterparty’s implementation of an XCP token via a
burn that was provably done [56, 57].

• Proof of Elapsed Time (PoET)- In this type of algorithm, a random amount of
time is assigned to validators as to how long they will have to wait before creating
a block. That validator that has the shortest time is the one who gets to create the
next block and thus, ensure fair and efficient energy usage [58, 59]. This approach
to validation is challenged by proving that the timing is truly random and that
it is truly being measured and reported (typically by using trusted hardware such
as Intel SGX [60]). Although, this approach to validation results in lower energy
consumption and faster finality when compared to PoW/PoS approaches, use of
proprietary hardware limits the level of transparency and decentralization of this
model. PoET is currently being utilized by Hyperledger Sawtooth [58].
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• Proof of Authority (PoA)- Proof of Authority is a method of validation that
is primarily used in permissioned blockchains. In these models, a select group of
validators (based on their reputation/identity), validate transactions and produce
new blocks. Unlike other methods of validation, the decision on who produces the
next block is not based on computational power or the number of tokens held,
but rather on the individual’s reputation/identity [61]. As a result, each validator
produces blocks in a predetermined order, resulting in high levels of performance,
energy efficiency and low latency. This is ideal for scenarios where the need for
high performance and rapid transaction times outweigh the need for decentralized
validation [61, 62]. Although PoA results in high performance and energy efficiency,
it also results in a lack of decentralization and makes it easier for validators to censor
transactions (due to the small number of validators). Historically, PoA has been
used in several blockchain-based platforms including VeChain [63] and xDai (now
referred to as Gnosis Chain) [64] which has since transitioned to PoS model.

2.5 Blockchain Types
There are many ways that a blockchain network can be developed; however, each method
is typically applicable to a specific application and its requirements. When creating a
cryptocurrency (such as Bitcoin), a public network is used to enable any node to verify
any transaction. A completely opposite requirement exists for a financial institution like
a bank; a bank will require a private network to enforce strict access control to ensure
only those with the proper authorization can access sensitive information [65]. The above
described differences have led to the identification of two primary types of blockchain
networks: public and private. Public blockchain networks provide access to all members
of the network, enabling any member to validate any transaction. Therefore, the amount
of power that a node has in validating transactions is distributed equally throughout the
network, and there is no one entity responsible for the overall operation of the network.
Private blockchain networks restrict access to a predetermined set of nodes, as determined
by the network administrator. Only the authorized nodes have the capability to contribute
to the blockchain network [66]. Additionally, the types of blockchain can be further divided
by the nature of who can create new blocks in the blockchain network, resulting in four
total types of blockchain [16, 67]. Table 2.1 provides a comprehensive breakdown of the
different types of blockchain networks.

2.5.1 Private Permissionless
The private permissionless category represents blockchain networks where only a limited
number of nodes are granted access to the network. All participating nodes in the net-
work are able to both read from the network and write to it. Nodes within the network
collaborate to create new blocks in the blockchain. All nodes are considered equal to one
another. A notable example of a private permissionless blockchain is Holochain [68].

2.5.2 Private Permissioned
In the private permissioned category, only a predetermined set of authorized nodes are
allowed access to the blockchain network. All participating nodes are able to read data
from the blockchain network; however, the nodes are restricted to a predetermined subset
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of nodes that are authorized to write to the blockchain network and begin the creation of
new blocks. Examples of private permissioned networks include Hyperledger Fabric [69]
and Hyperledger Besu [31].

2.5.3 Public Permissionless
This type of blockchain network grants an open invitation to any node desiring to join
the network to participate in either reading or writing to the blockchain. Building trust
between the participating nodes requires the utilization of expensive consensus proto-
cols. The most prominent examples of public permissionless blockchain networks are
well-known platforms including Ethereum, Bitcoin, and Witnet [32].

2.5.4 Public Permissioned
Similar to public permissionless blockchain networks, public permissioned blockchain net-
works grant access to all nodes wishing to participate in reading data and viewing the
content of the network. However, the key difference between the two categories lies in
that only a select group of nodes or participants are permitted to write to the blockchain
network. Due to the lower overhead associated with the consensus protocols required
for the validation of writes, the cost of establishing trust among the participants in the
network is significantly reduced. Examples of well-known public permissioned blockchain
networks include EOSIO [70] and Ripple [71].

Table 2.1: Comprehensive Differentiation of Blockchain Types

Aspect Private Permissionless Private Permissioned Public Permissionless Public Permissioned
Participants Limited Authorized Limited Authorized Anyone Anyone
Read Operations Anyone Anyone Anyone Anyone
Write Operations Anyone Limited Authorized Anyone Limited Authorized

Platforms Holochain [68]
Hyperledger Fabric [69],
Hyperledger Besu [31]

Ethereum,
Witnet [32]

EOSIO [70],
Ripple [71]

To summarize, the variety of methods available to develop a blockchain network al-
lows for the development of numerous applications that are suited to specific use cases.
Through categorizing blockchain networks into public or private categories and then sub-
dividing them into permissioned and permissionless categories, the blockchain landscape
provides a comprehensive structure for developing a wide variety of applications across
many different industries.

2.6 Smart Contracts
Blockchain-based patient-centric architectures in the field of healthcare use smart con-
tracts as an increasingly important and transformative instrument. Compared to stan-
dard contracts, smart contracts provide many advantages, such as greater automation,
better clarity, better security, lower costs, and the removal of third-party intermediaries.
Smart contracts are self-enforcing contractual arrangements in that their terms and condi-
tions are pre-defined, embedded within a program of code, and will automatically execute
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predetermined actions based upon specific conditions being satisfied [72]. Following de-
ployment of a smart contract, the contract will remain on the blockchain and execute
based upon the defined terms and conditions of the contract [73].

Smart contracts can also positively affect the healthcare field. Smart contracts facili-
tate the automation of specific actions (i.e., there is no need for human involvement) and
provide for more efficient completion of healthcare-related transactions. Smart contracts
support both healthcare providers and patients by improving the time that healthcare
occurs and the burden of administrative tasks associated with healthcare [21]. Due to
their immutable nature, smart contracts provide an environment of confidence for all
parties involved due to the clarity in stating the terms and conditions of the contract,
promote patient-centric care by ensuring transparent processes, and ensure the security of
patient data and other sensitive healthcare information through the use of cryptographic
algorithms used during the development of smart contracts [74]. Furthermore, smart con-
tracts remove third-party intermediaries from the transactional equation, which reduces
the transactional costs associated with healthcare-related transactions, enabling peer-to-
peer interactions between patients and providers and potentially saving both patients and
providers significant amounts of money.

The implementation and deployment of smart contracts within blockchain-based health-
care architectures require some level of technological competence. Generally, program-
ming languages such as Solidity are used to write smart contracts on platforms like
Ethereum. The development process has to be “right” so that the contract can execute
well and remain stable. As soon as a contract is deployed on the blockchain, it becomes
immutable. To avoid any mistakes or flaws that may have unforeseen consequences, code
for a given contract must be meticulously vetted and tested. Seamless integration is
necessary when introducing smart contracts into existing healthcare systems. To enable
smooth communication between a smart contract and other components of the healthcare
infrastructure, interoperability challenges must be addressed [75]. However, despite their
numerous advantages, issues concerning legal status still exist among proponents of this
concept. These remain to be non-binding universally enforceable ones [72]. Hence, for
operating optimally in the existing regulations, it is crucial to integrate components of
legal framework which will result in adoption of smart contracts in healthcare sector.

As advancements in technology occur, an emphasis on continued research and devel-
opment into improving the functionality of smart contracts will provide the most effective
means for smart contracts to revolutionize how healthcare is delivered. Smart contracts
are essential to creating a strong environment that will maximize the use of smart con-
tracts within healthcare. A collaborative effort from technical professionals, lawyers and
all other stakeholders involved with the healthcare system would be necessary to develop
this environment. Overall, while smart contracts have many technical and legal implica-
tions in developing blockchain based patient-centric healthcare systems; the potential for
smart contracts to deliver a more efficient, secure, patient-centered healthcare model is
positive and promising.

2.6.1 Smart Contract Development Stack
Smart contracts are blocks of code that are autonomous and self-executing, developed and
deployed on various blockchains, and are the building blocks of blockchain-based systems.
This section describes the major tools with which to design, implement, and deploy smart
contracts in our proposed architectures.
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2.6.2 Solidity
Solidity is a static-typed, high-level programming language designed to specifically write
smart contracts on Ethereum-compatible blockchain networks. Solidity’s syntax is similar
to that of JavaScript and supports inheritance, complex user-defined data types, and
event-driven programming. Solidity is needed for the specification of contractual logic
governing automatically interactions between system parties [76].

2.6.3 Truffle Framework
The main purpose of Truffle is to make the smart contract development process easier
through its toolset. It does this by making it simpler to compile, test and deploy smart
contracts on the Ethereum blockchain [77]. Truffle allows developers to integrate their
Ethereum-based smart contracts into one framework, which has allowed them to work at
a consistent and rapid rate.

2.6.4 Hardhat
Hardhat is a full-fledged Ethereum development environment that includes a collection
of tools (testing, compiling, deploying) to help developers create, test and deploy smart
contracts on the Ethereum blockchain. These tools include a local network, task runner,
and a vast library of plugins that can be utilized to automate repetitive tasks, and have
extended debugging capabilities [78]. By utilizing Hardhat, developers are able to simplify
the management of their Ethereum-based projects, as well as increase the overall reliability
of smart contract development.

2.6.5 Ganache
Ganache is a simulation of the Ethereum blockchain that can be utilized during the de-
velopment of a project [79]. The most notable feature of Ganache is that it creates a
simulated blockchain environment that mimics a real-world blockchain network; how-
ever, it eliminates the complexity of achieving consensus and eliminates transaction fees.
Ganache is a very effective method of prototyping, debugging and verifying the logic of a
smart contract in a totally controlled and isolated environment.

2.6.6 MetaMask
MetaMask is a browser extension Ethereum wallet that is being used by many developers
as a method to store securely a user’s identity, tokens and perform transactions on de-
ployed smart contracts. MetaMask provides users with a secure method to manage their
keys, sign transactions and create a simple GUI for interacting with blockchain based
applications. In our system, we utilize MetaMask as a method for users to enter the ap-
plication and ensure that communications between the user and the blockchain are secure
[80].
The integration of these tools enables end-to-end and unified development for smart con-
tracts, hence enabling efficient and secure implementation of blockchain solutions.
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2.7 Blockchain Deployment and Oracle Integration
The implementation of a blockchain solution in a secure and effective way not only requires
the setup of a correct blockchain network but also secure integration of this network
with extrinsic, off-chain resources. In this chapter, two key technologies used to achieve
these goals will be introduced: Go-Ethereum, for implementing blockchain, and Chainlink
Oracles, which provide secure off-chain data integration.

2.7.1 Go-Ethereum (geth)
Go-Ethereum, better known as geth, is the Go language version of an official Ethereum
node featuring robust functionality for running Ethereum blockchain networks. Geth pro-
vides support for the establishment and maintenance of public and private Ethereum net-
works, node synchronization, transaction processing, and deployment of smart contracts.
In this work, geth is utilized strictly for the deployment and maintenance of permissioned
private Ethereum networks. Its support for fine-grained access control, consensus mecha-
nism configuration, and extensive logging makes it priceless for secure, scalable blockchain
infrastructure [81].

2.7.2 Chainlink Oracle
Smart contracts usually are not able to directly query data outside of their blockchain,
thus oracles are needed to tap into that query. Chainlink is the most widely used oracle
network that securely retrieves external data and feeds it to smart contracts. Chain-
link fills the gap between use cases for blockchain and off-chain sources like web APIs,
databases, and other external data repositories. In our designs, Chainlink oracles se-
curely query patient metadata from off-chain storage in a fashion that preserves data
integrity and blockchain immutability. The reputation, data accuracy, and security his-
tory of Chainlink also greatly enhances the trust in the blockchain solutions described in
the following chapters [82].
Go-Ethereum and Chainlink working together provide an adequate basis to develop scal-
able blockchain-based solutions, which will allow users to access external data sources
efficiently, which is a necessity when accessing healthcare data.

2.8 Data Storage Mechanisms
Secure and efficient data storage is an important component to developing blockchain-
based healthcare applications, specifically because of the sensitivity of patient information.
Below are descriptions of two key data storage technologies used during the development
of this application, the first being MongoDB, the NoSQL database model (off-chain data
storage model) utilized in the early stages of this project, and the second being IPFS (de-
centralized data storage utilizing a P2P network for added security and decentralization).

2.8.1 MongoDB
MongoDB is a well-established NoSQL Database Model that utilizes a flexible schema,
scalable architecture, and fast performance to accommodate the large amounts of data

16



that can be generated from the collection of patient records [83]. Data stored in Mon-
goDB is document-based, making it very useful for collecting and storing various types of
patient record data, such as structured and semi-structured records. In the early stages of
development of our blockchain-based healthcare application, MongoDB was used to store
patient data off-chain so that we could avoid the expense and the decrease in performance
that occurs when storing data directly on the blockchain. We took full advantage of Mon-
goDB’s strong indexing, querying optimization and scalability options to enable fast and
efficient data retrieval and processing.

2.8.2 IPFS
IPFS is a decentralized file system that uses a P2P (peer-to-peer) network to store and
distribute data in a decentralized way. Every file stored in IPFS has a unique identifier
that is a function of a cryptographic hash of the file’s content [84]. The use of IPFS in the
enhanced DiabeticChain application allows us to greatly enhance the security, resilience
to point failures, and the decentralization of data storage, and therefore makes IPFS a
viable replacement for traditional data storage models like MongoDB.
In combination, MongoDB and IPFS demonstrate the need to evolve the practice of data
storage from central/off-chain storage to completely decentralized storage methods, while
at the same time enhancing the overall efficacy, security, and dependability of blockchain-
based healthcare systems.

2.9 Performance Testing and Benchmarking
Performance testing and benchmarking of blockchain-based healthcare systems is neces-
sary so that to verify their reliability, scalability and responsiveness under realistic con-
ditions. This section talks about Hyperledger Caliper, a widely implemented blockchain
performance benchmarking tool, used to evaluate our blockchain solutions.

2.9.1 Hyperledger Caliper
Hyperledger Caliper is an open-source blockchain-agnostic benchmarking framework used
to measure blockchain platforms’ performance. It provides standardized metrics like trans-
action throughput, latency, resource consumption and network efficiency. Hyperledger
Caliper enables intensive and repeatable performance analysis by simulating different
blockchain workloads [85]. In our thesis, Caliper is used for evaluating the throughput
and latency of transactions and queries in blockchain under various scenarios, so that the
solutions pass the required performance standards for real-world healthcare applications.
Blockchain architecture scalability and response time validation are efficiently done with
the assistance of blockchain performance metric generation capability and versatility.

2.10 Interoperability and Layer-2 Scaling
Interoperability and scalability are essential factors to consider when building operational
blockchain-based healthcare platforms because they facilitate the seamless exchange of
data between healthcare systems and the effective handling of a high volume of transaction
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activity. This area of focus will concentrate on HL7/FHIR interoperability, FHIR APIs
for integrating data, and Polygon as a Layer 2 scaling solution.

2.10.1 HL7/FHIR
The Health Level Seven International Fast Healthcare Interoperability Resources (HL7/FHIR)
is an extensively used international standard for electronic health records (EHRs) and
many other healthcare applications. It offers both a structured, readable method to com-
municate health data across various systems, and a documented interface to describe how
the communicated data should be interpreted [10]. Therefore, by using HL7/FHIR, se-
mantic interoperability may be established between healthcare entities to allow them to
exchange data and accurately interpret the data received from each other.

2.10.2 FHIR APIs
Using FHIR APIs enables us to build secure and interoperable pathways of communication
between blockchain-based healthcare applications and current healthcare environments.
The FHIR API defines the specific interfaces and operations to support the integration of
blockchain-based healthcare applications into current EHR systems, labs, and clinical ap-
plications [86]. As such, FHIR APIs are a critical component of our solutions to exchange
patient information, medical data, and metadata in a structured format to support their
seamless integration into large-scale healthcare ecosystems.

2.10.3 Polygon
The Polygon network was originally called Matic Network. It is a layer 2 Ethereum
network designed to improve upon some of the scalability issues inherent in traditional
blockchains. Offloading computational tasks from the Ethereum mainnet to layer 2 on
the Polygon network enables a significant increase in the number of transactions per
second, reduces latency and lowers transaction fees. Our use of a next-generation archi-
tecture enables the scalable and high-performant management of the increasing volume
and complexity of healthcare data transactions, and will remove scalability barriers from
the Ethereum mainnet, ensuring that all data requirements of today’s healthcare solutions
can be processed in real-time [87].

All three — HL7/FHIR standards, FHIR APIs and Polygon — provide a unified
framework for developing blockchain-based, scalable, and interoperable healthcare solu-
tions addressing the fundamental issues preventing the adoption of blockchain technology
in the healthcare industry.

2.11 Privacy-Preserving Cryptography and Policy-
Based Encryption

This section presents two cryptographic primitives employed throughout the thesis: zero-
knowledge proofs (with emphasis on zk-SNARKs) and Attribute-Based Encryption (ABE).
Both facilitate privacy-preserving consent and allow fine-grained, interoperable access to
HL7/FHIR health records.
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2.11.1 Zero-Knowledge Proofs
A zero-knowledge proof enables a prover to assure a verifier that a statement holds without
disclosing any extra information regarding why it holds. A secure construction provides
three properties in reality: honest provers can persuade honest verifiers for true state-
ments; dishonest provers cannot get verifiers to accept false statements except with very
low probability; and the verifier learns nothing except that the statement is true. For
healthcare applications, these properties enable consent and eligibility checks to be car-
ried out without revealing sensitive patient attributes, maintaining confidentiality but still
allowing verifiable access decisions [88].

2.11.2 zk-SNARKs
A zk-SNARK (Zero-Knowledge Succinct Non-Interactive Argument of Knowledge) is an
efficient class of zero-knowledge proofs optimized for environments where proofs are re-
quired to be brief and quick to verify, such as on a blockchain. After a setup phase that
produces proving and verification keys to a given computation, a prover may produce
a concise proof that a secret witness fulfills the computation, and a verifier may verify
it at little expense. In this thesis, assertions like adherence to active consent rules can
be formulated as arithmetic circuits or constraint systems, enabling verification on-chain
without disclosing underlying identifiers or attributes. This keeps private data off the
ledger while presenting a clear, auditable decision result [89].

2.11.2.1 Groth16 zk-SNARK

Groth16 is a zk-SNARK construction that produces constant-sized proofs with efficient
verification using bilinear pairings. It produces proving and verification keys after a
trusted setup specific to the desired circuit; it compiles computations into Rank-1 Con-
straint Systems (R1CS), allowing succinct proofs without revealing any witness. Groth16
is efficient and tool-friendly enough to make on-chain verification feasible in resource-poor
settings, which we utilize later in this thesis [90].

2.11.3 Attribute-Based Encryption for Interoperability
Attribute-Based Encryption offers decryption only if a user’s attributes meet an expressed
policy. Two variant forms occur in practice: in key-policy ABE, the policy is included
in the decryption key and ciphertexts contain attributes; in ciphertext-policy ABE, the
ciphertext contains the policy and keys contain attributes. In cross-organization health
data sharing, the ciphertext-policy model accords with data-owner control: a record is
encrypted according to a policy stating who should be granted access, and only keys that
belong to compatible attributes can decrypt. This mechanism inherently implements role-
based encryption by handling role, organization, use purpose, consent status, or other such
claims as attributes. Together with HL7/FHIR normalization, policy semantics are the
same across disjointed EHRs, supporting interoperable sharing while keeping enforcement
to be cryptographic, auditable, and independent of any one administrative domain [91–
93].
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2.11.4 AES-GCM
AES in Galois/Counter Mode (GCM) is an authenticated encryption mode that incor-
porates counter-mode encryption with polynomial authentication based on a Galois field.
It delivers confidentiality in addition to integrity and authenticity of ciphertext and op-
tionally associated data (AEAD), generating an authentication tag to provide tampering
detection. GCM is software- and hardware-efficient and parallelizable, which qualifies it
for use in high-throughput systems; we use AES-GCM to encrypt sensitive payloads while
maintaining implementation simplicity lower than a product of independent encrypt-then-
MAC constructions [94].

2.12 Summary
This chapter introduced the essential tools and technologies used in the development and
implementation of the blockchain-based healthcare architectures presented in this thesis.
By familiarizing the reader with the core components of the smart contract development
stack, deployment environments, data storage mechanisms, performance evaluation tools,
and interoperability standards, this chapter lays the necessary groundwork for under-
standing the technical details and design decisions described in the subsequent chapters.

With these foundations established, Chapter 3 presents a systematic review of current
blockchain-based patient-centric healthcare architectures, identifying key research gaps in
the field.
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Chapter 3

Literature Survey

This chapter offers a systematic survey of blockchain architectures for patient-centric
healthcare. It describes the review process and structures findings in terms of securi-
ty/privacy, consent management, interoperability, and compliance, with open gaps that
inspire our designs.

3.1 Introduction
In order to develop patient-centric architectures, this literature review explores the appli-
cations, advantages and difficulties of implementing blockchain technology in healthcare.
It focuses on how blockchain can give patients ownership of their data, eliminate single
points of failure, improve cybersecurity, and promote trust among all parties involved in
healthcare. With the knowledge and resources necessary to take control of their healthcare
journey, patients may at last move from the margins to the center.

3.2 Related Work
This section summarizes the relevant existing literature by highlighting the key findings,
contributions, and limitations of each study in a concise and organized manner along with
detailed analysis.

3.2.1 Existing Literature Summary
Recent work sharpens particular building blocks for healthcare blockchains. Chenthara
et al. suggest HealthChain, a Hyperledger Fabric–IPFS architecture that maintains
EHR privacy/integrity without including an explicit HL7/FHIR layer and documents
few performance metrics [95]. Li et al. also combine Fabric (on-chain) with IPFS (off-
chain) for EMR sharing but offer only high-level discussion of scalability/security [96].
For high-granularity authorization, Tuler De Oliveira et al. propose SmartAccess, an
attribute-based access-control scheme appropriate for cross-organization sharing but with
increased decentralized overheads [97]. Kenazza et al. outline an Ethereum + IPFS
architecture along with recovery measures while mentioning real-world scalability issues
[98]. IoT/IoMT security forums cover Chen et al.’s biometric-backed integrated mutual-
authentication and key-agreement scheme (validated using the real-or-random (ROR)
model with minimized communication/compute expenses [99], and Liu et al.’s permis-
sioned drug-management/authentication framework (PBFT, lifecycle traceability, end-
to-end key agreement) exhibiting high attack resilience with minimal resource utilization
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Table 3.1: Summary of Existing Literature
Author Year Findings/Contributions Limitations

Azaria et al. [34] 2016

• MedRec: Decentralized EMR management using
blockchain.

• Ensures data sharing, accountability, authentication,
and confidentiality for sensitive medical information.

• Working prototype presented with detailed analysis
and discussion.

• Scalability challenges persist.

• Lack of detailed security analysis.

• System relies on provider nodes adhering to external
regulations like HIPAA for data copying.

Chen et al. [36] 2018

• Blockchain-based storage for safe sharing of medical
data.

• Designed block structure, transaction types, and main
functions.

• Managed personal medical data via blockchain and
cloud storage.

• Not yet integrated with existing healthcare systems.

• Regulatory and legal challenges not addressed.

Reen et al. [102] 2019
• An Electronic Health Records (EHR) privacy and se-

curity solution on permissioned Ethereum blockchain.

• Combined symmetric and asymmetric key cryptogra-
phy for access control and secure data storage.

• The use of biometric authentication for identity verifi-
cation may not be feasible for all patients.

• On-chain existence of a single entity of the hospital.

Dubovitskaya et al. [12] 2020

• ACTION-EHR, a secure patient-centric EHR data
sharing framework on a permissioned blockchain, en-
abling patients to manage records.

• Ensures privacy and data security via encryption and
digital signatures.

• Tested with de-identified patient data using Hyper-
ledger Fabric.

• Single point of failure if the system deployment lacks
redundancy (e.g., with a single orderer and single CA).

Kordestani et al. [103] 2020

• HapiChain, a blockchain-based architecture for
patient-centered telemedicine that enhances security
and reliability.

• The system integrates telemonitoring and teleconsul-
tation services with three layers: interface, DApp, and
blockchain.

• Does not provide any detailed analysis of performance.

• Need to address the attacks and verify the security of
HapiChain on those attacks.

Kanagi et al. [27] 2020
• A patient-centric blockchain framework for efficient

clinical data sharing.

• Demonstrates rapid sharing of health data, addressed
interoperability issues and reduced response times in
Taiwan’s healthcare.

• Costly maintenance and deployment.

• Does not promise its generalizability to any healthcare
data.

Mani et al. [104] 2021

• Patient-centric healthcare data management
(PCHDM) framework based on blockchain, ensur-
ing security and privacy of health records.

• It includes a secure Health record chain network archi-
tecture, a permissioned network in Hyperledger fabric,
and performance testing.

• Requires significant computational resources and en-
ergy consumption, leading to scalability issues.

• May not provide absolute protection against all secu-
rity and privacy threats.

Chelladurai et al. [105] 2021
• A patient-centric EHR storage and integrity manage-

ment system based on blockchain to ensure secure
transactions in e-Health systems.

• Emphasis on responsible handling of private health
data, ensuring integrity and confidentiality.

• Encountered challenges such as regulatory compliance,
interoperability, and scalability.

[100]. Identity-focused work like Health-zkIDM (Bai et al.) uses zero-knowledge proofs
on Hyperledger Fabric and delivers Caliper metrics, but not HL7/FHIR standardization
or decentralized clinical record storage [101].

Azaria et al. [34] introduced MedRec, a blockchain-based EMR management frame-
work using Ethereum. It supported auditability and authentication but relied on private
off-chain databases, limiting decentralization.

In separate studies [106] and [33], authors aimed to maintain privacy, data integrity,
and patient anonymity by devising a blockchain-based system for medical data access and
sharing, facilitated through an immutable distributed ledger. Nonetheless, it is worth
noting that scalability concerns were identified within their proposed system. Lodha et
al. [40] designed a healthcare system for secure medical data sharing among various
stakeholders on blockchain storage system without any trusted third-party. To prevent
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repeated extensive check-ups, the proposed system does, however, require the patient
to upload their entire medical history. Requirement of necessary hardware and a stable
internet connection also serves as a roadblock.

The authors in [107] developed a framework for the earlier diagnosis of diabetes utiliz-
ing machine learning algorithms and secure blockchain-based patient EHR management
to protect privacy. The data is collected from wearable devices, stored on the IPFS
(Interplanetary File System), sent to the EHRs manager and given as an input to ML
classification models. After processing, the predictive results are generated and stored on
the blockchain after patient’s consent. In [36], a system is designed to share and manage
personal health data using blockchain and cloud storage, eliminating the dependence on a
centralized third-party for sensitive data sharing. However, the proposed system is yet to
be integrated with the existing healthcare systems. In [102], a decentralized blockchain-
based system for managing patient-centered electronic health records with IPFS storage
and a control mechanism for limited access was proposed by Reen et al. The system faces
the limitations like a maximum replication factor of 2, privacy infringement and on-chain
existence of single entity of hospital.

Dubovitskaya et al. [12] developed a proposed framework called ACTION-EHR that
uses a permissioned blockchain to give radiation oncology patients secure access to their
medical record sharing. This approach allows medical practitioners and researchers to
access patient data more quickly and efficiently while reducing costs. But there is risk
of having single point of failure of the system and in case of emergency situations, there
is a requirement of “break glass” mechanism which serves as a limitation of this paper.
In [103], the authors proposed HapiChain - a blockchain-based patient-centric framework
for teleconsultation service in complementary to telemonitoring for effective and efficient
communication. The system needs to be tested against security attacks to ensure security.
In [27], the authors proposed a framework making clinical data available to patients and
enabling clear, traceable, secure, and efficient data exchange but the proposed architecture
has a costly maintenance and deployment and does not guarantee that it will be applicable
to every healthcare data.

Mani et al. [104] proposed an approach to store health records on an IPFS-based
distributed ledger system using Hyperledger Fabric technology and enabled decentralized
storing and sharing of health information while guaranteeing scalability, privacy, secu-
rity, and confidentiality. A large number of resources are required for implementation
of multi-blockchain systems and extend framework integrated with non-fungible tokens.
Chelladurai et al. [105] proposed an approach for EHR management when health records
are fragmented among healthcare entities.

Jabarulla et al. [108] devised a decentralized approach for managing patient-centric
images using blockchain technology. Their system aimed to enhance data security and
privacy while eliminating the need for a centralized authority. However, this system
presented a potential drawback in terms of private key management due to the manual
encryption and decryption of medical images. In Fatokun et al [28], an EHR system that
is based on the Ethereum blockchain and smart contracts was introduced. The authors’
approach aimed at preventing any reliance on third-party systems as a way of ensur-
ing patient-centricity, interoperability, and data security. Furthermore, they noticed that
the said system had some issues connected with scalability of blockchain and commu-
nication overheads related to it such as bandwidth requirements for block mining and
overall network communication. An innovative framework called PCH was introduced
by the authors in [13]. Within this architecture, blockchain, cloud computing and IoT
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are combined together to enhance semantic interoperability among healthcare systems.
It should be realized though that implementation and maintenance costs would be enor-
mous. This approach also does not entirely overcome legal complexities associated with
sharing patients’ data across different healthcare platforms.

SynCare is a novel blockchain and cryptographic remote patient monitoring platform
introduced by Pighini et al. in their work [109]. The innovation helps to make possible
storage of patient focused data, sharing and retrieval of it, while strictly protecting privacy
for sensitive details. Nevertheless, one disadvantage is that the process encrypts and
decrypts information when shifting between functions thereby leading to long loading
time. Taylor et al. [110] proposed VigilRx—a drug dispensing system which is designed
with a focus on patients and interoperability. This therefore gives patients more control
over their data as well as reduces bottlenecks of information through better transfer
efficiency of data. It also seeks to promote compatibility, curb fraud, and improve precision
and availability of data at all times. It mainly relies on blockchain technology so that it can
achieve scalability but not security in network terms. Due to this heavy dependence on it,
there are challenges such as blockchain congestion or susceptibility to security breaches.

George et al. [14] presented the MediTrans system for safe interoperable data access
management to address the concerns of patient-centricity, transfer of large-scale data
sets, and lack of trust. The system is dependent on willingness of stakeholders to join the
network. Mudaliar et al. [111] presented a blockchain-based and machine learning-based
electronic health record management system to track and predict the risk of arrhythmia
and heart illnesses, but, respectfully, the technology carries a potential data theft risk.

In [112], the authors proposed a blockchain-based health record access framework us-
ing Hyperledger Fabric to enhance patient control, protect privacy and data integrity.
Patients can impose necessary conditions before granting access to their medical data.
But they proposed a conceptual framework that has not been implemented in a real-
world setting and integrated with the existing healthcare models. Rai in [113], proposed
a patient-controlled blockchain-based electronic health records management system to
ensure patient’s ownership of their medical data, elimination of security risks, data in-
tegrity and confidentiality. But the smart contracts of the system are based on time and
notifications.

To conclude, the analysis of blockchain-based healthcare architectures demonstrates
advancements and challenges in patient-centricity, data security, privacy, and interop-
erability. It is true that many existing healthcare systems enable patient features, but
with data scalability and security trade-offs. These studies show blockchain’s potential in
healthcare improvement but also the need for robust solutions for the same.

3.2.2 Analysis of Existing Literature
An examination of various blockchain healthcare architectures showed both similarities
and differences between methods and trade-offs. Data protection and privacy to the
patient were two main issues across all studies. Most preferred blockchains included
Ethereum, Polygon, and Hyperledger Fabric for data protection and privacy. Many stud-
ies found that patients have full control of their data and can track it. However, many
studies also found limitations in how well they addressed the above two items. The in-
teroperability [114] and scalability [115] considerations varied greatly among the studies
as both used off-chain and on-chain data storage solutions. Lastly, most of the consen-
sus mechanism studies used either Proof-of-Work or Proof-of-Authority. A majority of
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studies lack detailed security analysis and performance evaluation. Thus, while these ar-
chitectures demonstrate potential to improve healthcare systems, the existing literature
suggests the need for more comprehensive solutions that balance security, privacy, user
control over data, interoperability, and scalability while addressing specific healthcare do-
main requirements. Table 3.2 presents an analysis of the existing literature. In general,
the literature optimizes one pillar at a time—(i) HL7/FHIR-based semantic exchange, (ii)
IPFS-backed integrity with on-chain anchors, (iii) patient-centric IoT/cloud/blockchain
workflows, (iv) attribute-based, policy-driven authorization, or (v) IoT/IoMT authenti-
cation/provenance—instead of providing an end-to-end, privacy-preserving pipeline [95–
97, 99, 100]. Gaps keep reappearing around consent verification without disclosure (e.g.,
zk proofs), standards-aligned data normalization, and systematic multi-round bench-
marking; various works call for stronger evaluation explicitly or report sparse metrics
[95, 96, 116]. Identity-centric designs like Health-zkIDM promote private authentication
without incorporating HL7/FHIR standardization, encrypted record storage on IPFS, or
high-granularity ABE policies, making clinical data flows incomplete [101].

Table 3.2: Analysis of Existing Literature

Study Existing Challenges Use case
Type of

Blockchain
Technology Data storage

Consensus

Algorithm

Security

Analysis

Performance

Evaluation

a b c d e f

Azaria et al. [34] ✓ ✓ ✓ ✓ ✓ X Electronic Medical Records Permissioned Ethereum Off-chain Proof of Work X X

Chen et al. [36] ✓ ✓ ✓ ✓ X X Healthcare Data Sharing Permissioned - - - X X

Dubovitskaya et al. [12] ✓ ✓ ✓ ✓ ✓ ✓ Radiation Oncology Data Permissioned
Hyperledger

Fabric
Mixed - ✓ X

Kordestani et al. [103] ✓ ✓ ✓ ✓ X ✓ Telemedicine and Telehealth - Ethereum Off-Chain (IPFS) Proof of Work X X

Kanagi et al. [27] ✓ ✓ ✓ ✓ ✓ X Clinical Data Sharing Permissioned Ethereum Mixed Proof of Work ✓ X

Chelladurai et al. [105] ✓ ✓ ✓ X ✓ X
Electronic Health Record

Management
- - On-Chain Proof of Work ✓ ✓

Jabarulla et al. [108] ✓ ✓ ✓ ✓ X X Medical Image Management Permissioned Ethereum On-Chain Proof of Work ✓ ✓

Mani et al. [104] ✓ ✓ ✓ ✓ ✓ ✓ Healthcare Data Sharing Permissioned
Hyperledger

Fabric
On-chain

Byzantine Fault

Tolerance
✓ ✓

Fatokun et al. [28] ✓ ✓ ✓ X ✓ X
Electronic Health Record

Management
Consortium

Hyperledger

Fabric
On-Chain - ✓ ✓

Gohar et al. [13] ✓ ✓ ✓ ✓ ✓ X Healthcare Data Sharing Permissioned
Hyperledger

Fabric
Mixed - ✓ X

Pighini et al. [109] ✓ ✓ ✓ X X X Remote Patient Monitoring Permissionless Ethereum Off-Chain (Cloud) Proof of Work ✓ X

Taylor et al. [110] X ✓ ✓ ✓ ✓ ✓ Prescription Management System Permissionless Ethereum On-chain Proof of Work ✓ ✓

George et al. [14] ✓ ✓ ✓ ✓ ✓ X Data Access Management Permissioned Ethereum Off-Chain (Cloud) Proof of Authority X ✓

Abutaleb et al. [112] ✓ ✓ ✓ X ✓ X Healthcare Data Sharing Permissioned
Hyperledger

Fabric
- - ✓ ✓

Rai [113] ✓ ✓ ✓ ✓ ✓ X Electronic Health Records Permissionless Ethereum On-Chain Proof of Work X ✓

a: Data Security, b: Patient Privacy, c: User Control over Data, d: Traceability, e: Interoperability, f: Scalability

3.2.3 Objectives and Contributions
To enhance the security and privacy of healthcare data in blockchain-based architectures,
this research paper analyses patient-centric blockchain-based healthcare systems. The
following are the unique objectives and contributions of this paper:

• Provides a systematic literature review to identify, classify and analyze the patient-
centric blockchain-based healthcare architectures to discover the main research gaps,
trends, and challenges and proposes areas for future research with potential solu-
tions.

• Compiles a selection of 41 representative papers from a collection of 217 papers to
ensure a comprehensive analysis and identifies the trend over the publication years,
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publication types, their geographical distribution, publication channels, source of
publication, main challenges addressed and their contributions, catered use cases,
most prevalent blockchain platforms, types of blockchains and smart contract pro-
gramming languages used in the implementation of existing architectures.

• Critically discusses the four research questions centered on enhancing security and
privacy, streamlining patient consent management, addressing interoperability, and
aligning architectures with healthcare data regulations while proposing future re-
search directions for patient-centric blockchain-based healthcare architectures.

The contributions of this thesis can have a significant impact on shaping the landscape of
patient-centric blockchain-based healthcare architectures. This thesis is intended to serve
as a resource for both practitioner and researcher by completing an exhaustive review of
the relevant literature; therefore, it provides a basis for informed decision making. The
future research direction proposed here will establish a pathway toward advanced security
mechanisms, dynamic mechanisms of consent, and legal frameworks that could potentially
create a ”ripple” of innovation throughout the creation of healthcare systems which are
secure, privacy conscious, and compliant with regulations.

3.3 Research Methodology
A systematic review was chosen as the research methodology for this investigation since
it will provide a comprehensive review of the current literature regarding patient-centric
systems utilizing blockchain technology and present a quantitative assessment of existing
research-based evidence in the area of interest [117].

3.3.1 Article Selection
Selection of the right research papers based on the topic is the first step in our systematic
literature review. This particular section gives an explanation of the selection procedure of
the articles; covering the search strategy, inclusion and exclusion criteria, their screening,
and the outcomes. The entire process of selecting relevant articles is depicted in Figure
3.1.

3.3.1.1 Search Strategy

To conduct a systematic literature search, a well-defined search protocol was created.
To ensure the retrieval of all publications pertaining to the convergence of blockchain
technology and patient-centric healthcare, the search phrase was carefully developed.
Pilot searches were performed to identify suitable keywords and terms. Ultimately,
the search query was designed to capture papers with abstracts mentioning ”patient
centric”, ”patient-centric”, ”patient-controlled”, ”blockchain”, ”smart contracts”, ”dis-
tributed ledger technologies (DLT)” or ”DLT”. The search period was limited from Jan-
uary 2018 to December 2023 to focus on recent and relevant publications. Table 3.3
illustrates the search query.

Clear inclusion and exclusion criteria were established to ensure the selection of appro-
priate papers. To be included, articles needed to be original, peer-reviewed publications
discussing blockchain-based patient-centric systems. The publications had to describe
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Figure 3.1: PRISMA Search Methodology

conceptual models, frameworks, architectures, prototypes, proof-of-concepts, implemen-
tations, or pilots relevant to patient-centric applications. Moreover, included articles
should provide sufficient explanation of their research findings. Exclusion criteria encom-
passed non-relevant publications, non-English articles and review articles. Table 3.4 and
3.5 depict the inclusion and exclusion criteria respectively.

Table 3.3: Search Query to Find Relevant Papers

SEARCH QUERY:
[[Abstract: ”patient centric”] OR [Abstract: ”patient-centric”] OR
[Abstract: ”patient-controlled”] OR [Abstract: ”patient controlled”]] AND
[[Abstract: blockchain] OR [Abstract: ”smart contracts”] OR
[Abstract: ”distributed ledger technologies”] OR [Abstract: dlt]]
AND [E-Publication Date: (01/01/2018 TO 31/12/2023)]

3.3.1.2 Identification of Relevant Studies

The search yielded a total of 197 studies from various scientific databases. The primary
papers were searched using ScienceDirect, Elsevier, Plos One, Google Scholar, MDPI,
Springer, SpringerLink, JMIR (Journal of Medical Internet Research) Publications, Sco-
pus and IEEE Xplore. In addition to the database searches, 20 potentially relevant papers
through citation searching and references from other sources, as well as exploring grey
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Table 3.4: Inclusion Criteria

INCLUSION CRITERIA:
1. Original peer-reviewed publication
2. Publication on the topic of blockchain-based patient-centric systems
3. Publication must describe a blockchain-based conceptual model, framework,

architecture, prototype, proof-of-concept, implementations, or pilot relevant to
patient-centric applications.

4. Publications including sufficient explanation of the research findings

Table 3.5: Exclusion Criteria

EXCLUSION CRITERIA:
1. Publications not in English
2. Review articles

literature, were identified resulting in a combined pool of 217 potential studies. The
generated articles were transferred to Covidence, an online application tool utilized for
systematic review management. After removing 67 duplicate references, the remaining
150 studies proceeded to the screening phase.

3.3.1.3 Screening Process

During the screening phase, the articles were carefully assessed based on their titles,
abstracts, and full-text availability. The screening phase involved assessing titles and
abstracts to exclude studies that were clearly unrelated to blockchain-based patient-centric
healthcare architectures. Studies that mentioned ”blockchain” in contexts not aligned
with technical aspects of computer science were also excluded. For those articles that
lacked sufficient detail from their titles and/or abstracts, these were then sent to the next
screening phase for an in-depth review. Articles lacking complete text, articles written in
a language other than English, duplicate articles, and articles covering unrelated subjects
were also eliminated at this point.

Following the application of inclusion/exclusion criteria, 69 studies were eliminated
as they failed to meet the research topic or were outside of the scope of the research.
81 studies remained which were eligible for retrieval and all 81 of them were successfully
obtained for additional analysis. All 81 studies were reviewed for their suitability as
part of a rigorous eligibility assessment using the inclusion/exclusion criteria previously
established. A total of 40 studies were removed due to lack of relevance (out of scope), lack
of specific details regarding how the ideas presented in the studies could be implemented,
and/or because the objectives of the studies were inconsistent with the objectives of the
research.

The remaining 41 articles provide a basis for the in-depth examination to identify the
best practices within the industry and illustrate the potential of blockchain technology to
alter patient-centric healthcare architecture.
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3.3.2 Data Extraction and Formulated Research Questions
Extracting data for systematic literature review on blockchain-based patient-centric health-
care architectures; involves gathering key information from selected papers to effectively
answer research questions. To accomplish this, a very detailed data extraction form was
created to capture all necessary data elements to allow for an overall comprehensive re-
view of the papers selected. As shown in Table 3.6 the data extraction form contains
several data elements. Formulated research questions on blockchain-based patient-centric
healthcare systems:

Table 3.6: Data Extraction Items

# Data Item Description
1 Study Identifier Unique identifier for each research paper (e.g., #1, #2, etc.)
2 Title Title of the article
3 Authors Name of the authors
4 Country Country of origin of the author(s)
5 Year Publication year of the research paper
6 Publication channel Name of publication place
7 Publication type Type of Publication (Conference/Journal)
8 Publication source Source of Publication (Academia/Industry)
9 Use Case The specific use case addressed in the paper
10 Main Challenge Addressed The primary challenge or problem discussed in the paper
11 Contribution The contribution of the paper to the research domain
12 Limitations/ Disadvantages Limitations or disadvantages mentioned in the paper
13 Contribution Type Type of contribution (e.g. architecture, framework, system)
14 Blockchain Type Type of blockchain (e.g., permissioned, permissionless, consortium)
15 Platform/Framework The blockchain platform or framework utilized in the study
16 Smart Contracts Language The programming language used for smart contracts in the study

• RQ1: What methods can be used to enhance the security and privacy of healthcare
data using blockchain storage and sharing mechanisms?
Current blockchain-based healthcare data sharing methods may not adequately pro-
tect patients’ personal information regarding security and privacy. Due to the sen-
sitive and private nature of healthcare data, it is essential to protect these types
of data from unauthorized access and data breaches. Therefore, researchers should
concentrate on developing improved encryption techniques and more stringent ac-
cess control mechanisms to further enhance the security and privacy of patient data
within the blockchain-based healthcare system.

• RQ2: What advanced methods need to be developed to accurately identify and
manage patient consent for data sharing in blockchain-based healthcare architec-
tures?
Due to the decentralized nature of blockchain-based healthcare architectures, there
is a significant need for more sophisticated methods to develop and implement accu-
rate and reliable methods to identify and manage patient consent for data sharing.
Most current consent methods used for managing patient consent do not take into
consideration the complexity and fluidity of patient data in a decentralized envi-
ronment. Therefore, researchers need to develop methods to reliably identify and
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manage patient consent for data sharing, which will ultimately give patients more
control over their data and increase confidence in the healthcare system.

• RQ3: What strategies should be implemented to achieve interoperability among
varying stakeholders within the healthcare system to ensure seamless communication
and data exchange?
The current lack of patient-centric interoperability within the healthcare system
hinders the ability of various stakeholders such as healthcare providers, insurance
companies, and patients to communicate seamlessly and share patient data. Imple-
menting successful strategies to achieve interoperability will enable the integration
of multiple entities in the healthcare system, and support the delivery of cooper-
ative patient-centric care. If the issue of interoperability is not addressed, then
patient data may continue to exist in silos and hinder the establishment of a true
patient-centric healthcare ecosystem.

• RQ4: What design options are available to use to create blockchain-based patient-
centric healthcare architectures that support compliance with healthcare regulations
and provide patients with clear ownership of their healthcare data?
There currently does not exist a blockchain-based patient-centric healthcare archi-
tecture that supports compliance with healthcare regulations and provides patients
with a clear ownership of their healthcare data. Many solutions available today ei-
ther do not have the appropriate level of compliance or data control mechanisms in
place, which could limit the widespread acceptance of these solutions in the health-
care industry. The answers to this research question would help create a robust and
compliant solution for use in the healthcare industry.

To answer these questions, the recent research articles are analyzed in Results section 3.4
and thereafter answered in Discussion section 3.5.

3.4 Results
This section discusses the results of analyzing patient-centric blockchain-based healthcare
architectures. It covers the analysis of publication trends over recent years, geographic
distribution, different publication channels, source distribution, contribution types, use
cases of the research conducted, main challenges addressed, blockchain platforms used,
and smart contract implementations.

3.4.1 Publication Years
The analysis of publication years reveals that the research papers selected for the system-
atic literature review predominantly belong to recent years, indicating the emerging nature
of blockchain in patient-centric healthcare architectures as a research area as demonstrated
in Figure 3.2. The earliest publication identified was in 2018. However, the majority of
the selected papers were published in subsequent years. Specifically, in the year 2019, four
papers (9.75%) were published, while in 2020, six papers (14.63%) were identified. The
number of publications increased further in 2021, with nine papers (21.95%) published. In
2022, ten studies (24.39%) were completed. Finally, in 2023, eleven studies (26.83%) were
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published. Therefore, although the total number of studies has been increasing steadily
since 2019, it is apparent that the research area of patient-centric blockchain-based health-
care architectures is receiving increasing attention and interest by researchers.

Figure 3.2: Timeline of Extracted Papers by Publication Year

3.4.2 Publication Type
According to the type of publication, 24.39% of the studies analyzed were conference
papers and 75.61% were journal articles as shown in Figure 3.3. As a result, it appears
that most researchers prefer to disseminate their findings through journals rather than
other avenues. The large percent of journal articles also indicates that there is a strong
need for rigorous and peer-reviewed research in this developing field.

Figure 3.3: Publication Type of the Selected Research Papers

3.4.3 Geographical Distribution
The fact that authors of the studies included in this review are from many different coun-
tries provides evidence of a global interest in this subject. The largest percent of studies
(39.02%) were authored by researchers from India, which demonstrates the significant
contributions being made by academics and industry professionals from the Indian sub-
continent. Researchers from the USA and China also made significant contributions with
9.75% and 12.19%, respectively, of the studies analyzed. The remaining 39.04% of the
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studies that were selected were authored by researchers from Saudi Arabia, Ireland, Italy,
Taiwan, Sweden, Australia, Bangladesh, Egypt, France, Colombia, Switzerland, Malaysia,
and the United Arab Emirates. A graphical representation of the diversity of geographic
locations represented by the studies is provided in Figure 3.4.

Figure 3.4: Geographical Distribution of the Selected Research Papers

3.4.4 Publication Channel
A number of sources were used in the papers selected for this systematic literature review
and were represented in all types of well-established and recognized sources. IEEE had
the largest representation among those selected, representing approximately 41.45% of
the sources selected for this literature review. Second, the next source selected was MDPI
which included 21.95% of the sources selected for this literature review. ELSEVIER and
SPRINGER were third, and both of these sources had the same percentage representation
at 7.30% of the sources selected for this literature review. All other sources that were
identified included, but were limited to, WILEY, JMIR, GEORG THIEME VERLAG
KG, OXFORD UNIV PRESS, ICMJE, NATURE PORTFOLIO, IEEE Access, Frontiers,
and ACM, and together they comprised the remaining 22% of the sources selected for this
literature review. A representation of the various sources is shown in Figure 3.5.

Figure 3.5: Publication Channel of the Selected Research Papers

3.4.5 Publication Source
A representation of the publication sources used for the selected research papers is illus-
trated in Figure 3.6, where it can be seen that out of the total 41 papers selected for this
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literature review, there was a very large majority (i.e., 40 papers), which were published
by academia. This indicates that academics have a strong interest in and are actively
involved in this area of research. In comparison, only 1 paper was identified as having
originated from the industry. Therefore, as shown in the figure, this large disparity be-
tween the number of papers from academic institutions and the number of papers from
industry organizations emphasizes the predominant contributions made by academia to
better understand and develop patient-centric blockchain solutions in the healthcare sec-
tor. Nevertheless, it should be acknowledged that industry-led perspectives and practices
could have a significant influence on the actual implementation of blockchain technology
within the healthcare sector.

Figure 3.6: Publication Source of the Selected Research Papers

3.4.6 Contributions
As shown in Figure 3.7, the systematic literature review found three primary areas of
contribution, namely, patient-centric data management and control, security and privacy
enhancements, and interoperability and data sharing efficiency. As such, the first area
of contribution (patient-centric data management and control) was evident in 41.5% of
the selected research papers, the second area of contribution (security and privacy en-
hancements) was evident in 34.1% of the selected research papers, and the third area of
contribution (interoperability and efficient data sharing) was evident in 24.4% of the se-
lected research papers. These results indicate that researchers are actively working toward
improving the way patient data is managed and secured, while increasing interoperability
and the sharing of data in the context of blockchain-based healthcare solutions.

3.4.7 Contribution Type
With respect to the different types of contributions, the selected research papers primarily
proposed frameworks (approximately 39% of the selected research papers) as shown in
Figure 3.8. Systems designs were the next most commonly identified type of contribution
(26.8%). Models and architectures were the least commonly identified type of contri-
bution, although still significant, representing 14.6% and 19.5% of the selected research
papers, respectively. Overall, the variety of types of contributions presented in the se-
lected research papers illustrate the diverse and interdisciplinary nature of research efforts
in patient-centric blockchain-based healthcare architectures.
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Figure 3.7: Contribution of the Selected Research Papers

Figure 3.8: Contribution Type of the Selected Research Papers

Figure 3.9: Use Cases Identified in the Selected Research Papers

3.4.8 Use Cases
Various use cases where blockchain was applied in healthcare are seen in Figure 3.9 from
the selected papers in the systematic literature review. The most common use case, seen
in 43.9% of the papers, was healthcare data sharing and interoperability. The second most
common use case was Electronic Health Record (EHR) management, seen in 29.3% of the
papers. Patient monitoring and remote healthcare, as well as some other odd and end
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use cases, appeared in 9.8% of the papers. Finally, the use case with the least presence
in the papers was for telemedicine and telehealth, seen in 7.3% of the papers.

3.4.9 Main Challenges Addressed
The selected research papers addressed copious challenges, and the results of this are
seen in Figure 3.10. The most addressed challenge was that of data interoperability and
management, present in 43.9% of the papers. Data privacy and protection were also major
concerns, seen in 34.1% of the papers. Security and trust are the third most addressed
challenge, seen in 22% of the papers. This shows that researchers are aware of the urgent
need to overcome interoperability, security, trust, and also protect patient data privacy.

Figure 3.10: Main Challenges Addressed in the Selected Research Papers

3.4.10 Blockchain Platforms
Ethereum/Ganache/Remix and Hyperledger Fabric were the most widely used options,
as seen during analysis of the blockchain platforms used in the selected research papers,
shown in figure 3.11. In comparison, 48.8% of the papers used Ethereum/Ganache/Remix,
whereas 31.7% of the papers used Hyperledger Fabric. Other blockchain platforms such
as Hyperledger Indy appeared in a smaller number of papers (7.3% of the papers). This
reveals a preference for implementing patient-centric blockchain-based healthcare archi-
tectures on mature and well-known blockchain platforms. The remaining 7.3% of the
selected papers utilized other blockchain platforms for their implementation.

3.4.11 Blockchain Type
The majority of the selected papers (68.3%) implemented architectures using permis-
sioned/private blockchains. This particular blockchain type offers enhanced privacy and
control, making it appropriate for use in healthcare applications. The less desirable choice,
permissionless/public blockchains, was mentioned in only 7.3% of the articles. Consor-
tium blockchains, offering a balance between centralization and decentralization, were
employed in 7.3% of the papers. The rest papers (17.1%) did not specify the type of
blockchain used. The type of blockchain used for implementation is demonstrated in
Figure 3.12.
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Figure 3.11: Blockchain Platforms Used in the Selected Research Papers

Figure 3.12: Types of Blockchain Used in the Selected Research Papers

3.4.12 Smart Contracts
Smart contracts, an essential feature of blockchain technology, were addressed in the se-
lected papers with varying frequency. The majority of the papers (43.9%) did not provide
details regarding the smart contract platforms used. Solidity, a popular smart contract
language associated with Ethereum, was employed in 31.7% of the papers that explicitly
mentioned the smart contract platform. Chaincode, typically used in Hyperledger Fab-
ric, was featured in 19.5% of the papers. Python and JavaScript were the least common
choices for implementing smart contracts, appearing in only 2.4% of the papers each.
Figure 3.13 shows the distribution of smart contracts employed.

These results of the systematic literature review showcase the emerging nature of
patient-centric blockchain-based healthcare architectures as a research area, with a surge
in publications in recent years. The journals have been the most trusted means of distri-
bution, highlighting the research peer-reviewed need and thus its desire. Geographically
distributed authors, suggests a far and wide spread interest confronted by the bulk of
the articles. The dominant academic contributors signifies the need creative and inge-
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Figure 3.13: Smart Contracts Employed in the Selected Research Papers

nious fixes to be sought after rather than happening on there own. The contributions we
identified patient-centric data management, security improvements, interoperability and
data sharing. The implementations suggest established blockchains and permissioned
blockchains to hold patient data for privacy. The different use cases, the problems, to
which they are applied to, and the smart contracts all hint to the multi-pronged nature
of deployment of patient-centric blockchain applications.

3.5 Discussion
This section importantly considers the results and their implications, addressing the four
major research questions, interpreting the findings in light of the previous literature and
highlighting their significance. The gaps in the research are recognised, paving the way
for future studies. Figure 3.14 provides a consolidated overview of the key challenges
identified in the systematic review and the corresponding future research directions. The
mind-map groups the challenges into recurring themes (e.g., privacy/security, interoper-
ability, consent management, scalability, and governance) and links them to the mitiga-
tion approaches discussed across the selected studies. This summary is used as a reference
point in the remainder of the thesis to motivate where the proposed solutions contribute
and where open gaps still remain.

3.5.1 RQ1
The study into enhancing the security and privacy of healthcare data in blockchain-based
storage and sharing approach explores nicely. The synthesis of the papers selected reveals
a strong focus upon the substantial importance of security and privacy in healthcare
data in storage and sharing where it is recognized readily that patient information is
vulnerable to external and internal attacks, leading to the concern with data breaches
overall [12, 25, 27, 29, 30, 35, 75, 103, 105, 108–111, 113, 118–126]. Several proposed
solutions emphasize the need for patient-centric models [13, 14, 25, 29, 30, 35, 108–
112, 118, 120, 121, 125–127] ensuring that patients have complete control over their
health data [13, 14, 30, 75, 103, 108, 109, 111, 112, 121]. These frameworks usually rely on
blockchain technology to make sure of decentralization, transparency, and immutability of
patient records. Encryption techniques, such as AES and asymmetric cryptography [128],
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Figure 3.14: Summary of Addressed Challenges and Future Research Directions

are widely adopted to secure sensitive medical data [13, 14, 14, 75, 102, 103, 105, 109, 118–
121, 125–127, 129, 130]. Off-chain solutions, such as Inter-Planetary File System (IPFS),
are integrated for decentralized and secure data storage [13, 14, 25, 27, 29, 30, 75,
102, 103, 105, 110, 111, 113, 118–120, 126, 129, 130]. Smart contracts are employed
for access control, authentication, and data sharing [12–14, 25, 29, 30, 35, 75, 102–
105, 108, 110, 111, 113, 120–122, 125–127]. Furthermore, research addresses the use of
trust-building mechanisms, audit trails, and easy-to-use interfaces for accountability and
user-friendliness. While most papers aim at secure access, data sharing and storage, a few
approaches explore other aspects, such as patient identity management, telemedicine, in-
teroperability, and remote patients monitoring, and data privacy. In essence, through the
synthesis of all research papers, they collectively conclude that patient-centric blockchain
healthcare data management constitutes a promising solution to enhance not only its
security but also its privacy. Relying on encryption, decentralization of storage, access
control, and trust-building mechanisms, these studies offer a holistic approach that em-
powers patients, yet shields them from threats to their sensitive data.

Finally, the review of the research landscape with regards to blockchain-based sharing
and storage of healthcare data reveals several important dimensions that would serve as
gaps that also need to be addressed to enhance the field’s existing security and privacy.
While we have touched on a few, some not very obvious ones, there nevertheless remains
some important areas that are less addressed, and which researchers should take a close
look at [131].

• While most of the attacks considered in the literature have been enumerated as be-
ing common threats to blockchain systems, particularly healthcare-based ones, such
as the 51% attack, selfish mine, malleability of transaction data, and deanonymiza-
tion [109]. There exist many others beyond those discussed here in various papers
and texts, some being sybil attacks, eclipse attacks, and advanced smart contract
vulnerabilities.

• While many of the works that were able to be read have listed encryption as a
mean to secure data, few if any, have looked at privacy-preserving techniques such
as zero-knowledge proofs, differential privacy, homomorphic encryption, and others.
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Investigating these techniques and their applicability to healthcare data sharing
would strengthen the overall privacy framework.

• While some works have recognized the need for privacy, very few have quantita-
tively assessed the level of privacy that could be offered by the approach they are
suggesting. One possible approach of strengthening the assessment of proposed
blockchain-based healthcare systems is incorporating robust metrics that quantify
the degree of privacy protection that different systems provide. This could include
metrics based on information theory, complexity theory, and so on.

• For the most part, studies have not explicitly looked at potential attacks that could
be made against the systems they propose which would compromise patient data
security and privacy, including detailed attack scenarios and simulations that can
be instrumental in assessing the resilience of proposed systems and help in devising
countermeasures.

Thus, by knowing these gaps and taking lessons from such attack vectors, novel pri-
vacy solutions, and real-world use cases, the privacy and security of healthcare data in
blockchain-based systems can be significantly improved. This approach will help to ensure
a more robust framework for securing patient information.

3.5.2 RQ2
An analysis of these works reveals a variety of approaches and techniques to properly
consent patients regarding data sharing in blockchain-based architectures where patients
play a crucial role in both consenting and controlling. Even though patient consent is not
specifically talked in all papers, it can be drawn that patient-centric control and privacy
are main themes in various proposed solutions.

The surveyed research papers propose a variety of methods to address this; many pa-
pers describe systems where patients retain full control of their health data. Blockchain
will allow patients to grant/revoke access to healthcare providers with the result that shar-
ing can only take place through releasable consent from the patient [12, 14, 28–30, 75, 102–
104, 110, 111, 119, 121, 124–127, 130]. Several papers make point of implementing smart
contracts for enforcing patient consent and access control. Smart contracts assure of
permissioned data access as such the provider can only attempt to read patients’ data
through their prior access with the patient’s consent [13, 29, 35, 75, 111, 113, 118, 120,
121, 125, 130]. Some papers describe how patients should be represented and identities
managed through blockchain architecture. We suspect this without explicitly mentioning
that of course control over their access is also control over release of information about
them, implying that proper management of their data is synonymous with granting con-
sent [35, 122, 125, 127]. Several papers describe electronic consent granting access to their
data and assure functionality that permissions will only take place where there is proper
granting of consent that’s also securely written to the blockchain [27, 35, 127, 130].

Currently the research in most of blockchain-based architectures for healthcare is inar-
guably centered around the two premises of patient-centric control and privacy. Patient
consent is built into the systems, given that they may manage and grant access to their
health data via various means, like smart contracts, encryption, electronic consent, etc.
and this ultimately leads to more focus on enhancing patient autonomy and safeguarding
of data privacy from when they were devised as stores of delicate information. Patient-
controlled consent mechanisms present in existing research on blockchain-based healthcare
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architectures, are namely traceable consent history where upon through transparency we
know that consent has been feasibly rendered by the queried party, electronic consent
records, which are securely recorded on the blockchain, and as well as how patients man-
age access, or rather have the management of access under their control, which empower
them to be the primary source of consent. Some areas currently unexplored in research:

• While several papers speak for the importance of patients to have control over their
data sharing, there is currently a lack of work aimed at more fine-grained control of
consent management via models that permit patients to define what health systems
get access to what kind of data. Future work will be focused on these kinds of
consent models that exhibit larger degrees of privacy over the patients’ information
via customization [132].

• Dynamic patient consent is an emerging area of research, and most research is
focused on more static or initial consent processes. Future work can be aimed at
context-aware dynamic consent methods/models. Patients will be able to grant
or revoke consent to access, based on changing situations such as purpose of use,
timeframe, etc. and specific healthcare situations.

• Most research so far has dealt mainly with data access control (i.e. ability to restrict
access), less focus has been given to papers discussing data removal, or revocation
of consent. Future studies can focus on how patients can call for access to their
data to be removed from the blockchain system and abide to fulfill data integrity
and opacity requirements.

• Interoperability of consent over various different platforms is a related but lesser
studied area. Standardized protocols can be looked into around consent represen-
tation and “sharing” to provide seamless interoperability amongst systems.

3.5.3 RQ3
The insights gained from the examination of strategies such as standardization of data
formats and protocols, and integration of standards across different domains for enhanc-
ing patient-centric interoperability in healthcare systems are presented in this section.
The analysis of the research papers collectively shed light on the criticality of interop-
erability as a key challenge in modern healthcare systems. The interoperability issues
are often caused by the cluttered separation of healthcare data from storage systems,
the absence of standardized data formats, and the necessity of secure communication for
smooth information transfer between stakeholders like patients, healthcare providers, and
institutions.

An idea that comes up repeatedly in the selected papers is the use of blockchain
technology to create patient-centric interoperability. Blockchain allows secure decentral-
ized storage of health records allowing the patient to control their data. MediTrans [14],
MedHypChain [121], and VigilRx [110] are some examples of systems that suggest use
of a blockchain-based framework for interoperability and ability to share patient data
with healthcare. Also, more sophisticated patient-centric architectures [28, 105], allow
the unified co-location of patient data from different sources, fostering interoperability
and enabling faster data exchange. The necessity for data standardization is underscored
by several studies. The data of patients often reside in a heterogeneous system using
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different formats. Here are common methods to stimulate interoperability in the papers
we examined:

• Interoperability can be bolstered by the use of established standards and frame-
works such as Health Level Seven(HL7), Fast Healthcare Interoperability Resources
(FHIR) and Logical Observation Identifiers Names and Codes (LOINC) [12, 27, 75,
122, 126, 129]. The implementation of such standards helps close the chasm be-
tween different healthcare providers and systems, ensuring data is exchanged and
interpreted consistently [12, 126].

• Many accommodate the availability and accessibility of data by utilizing decentral-
ization: Interplanetary File Storage (IPFS) is used in various papers [104], [108], in
order to facilitate this distributed data storage, providing tamper-resistant data.

• In addressing the difficult problem of interoperability, one mechanism typically re-
lies on blockchain relays i.e. smart contracts running on one blockchain that can
verify events on another blockchain, forming a type of protocol. The other involves
trusted gateways that relay to participants the details of a cross-chain transaction,
relevant mostly for private blockchains. Beyond this, the notion of a “blockchain
of blockchains” has draw interest to achieve interoperability of disparate blockchain
[133].

Even if blockchain based solutions seem to sparkle for better interoperability, we need
more real-life implementations and evaluations of their effectiveness. Many of the re-
viewed papers focus on certain aspects of interoperability, needing holistic studies of the
whole healthcare ecosystem. Besides, standards like FHIR improves interoperability, but
assessment on different healthcare settings demands an analysis. The healthcare systems
in different domains may be better off being interoperable through several standards and
protocols [12], [126].

To encapsulate, patient-centric interoperability in healthcare requires the coming to-
gether of blockchain, standardized frameworks, and patients managing access to health
data. The current body of literature provides valuable insights, there is a need for further
such explorative studies.

3.5.4 RQ4
Designing a patient-centric architecture based on blockchain technology for health is
also very essential to assuring adherence to healthcare data laws and giving clear data
ownership to patients. Most of the presented systems try to emphasize the privacy of
patients’ records and ownership facilitated with the help of blockchain-based solutions
[28, 102, 104, 108, 109, 113, 118]. In these systems, patient can control who has access
to their health data and how they share their health data [112, 119, 126]. Patients are
empowered to grant or revoke access, guaranteeing that only authorized parties can ac-
cess their medical records [105, 120, 121]. The following are the observations made by
analyzing the current research:

• Numerous systems are geared towards compliance of regulation appropriate to han-
dling healthcare data such as General Data Protection Regulation (GDPR) , and,
Health Insurance Portability and Accountability Act (HIPAA) [12, 14, 27, 29, 35,
104, 109, 118]. Systems which leverage on the tamper-proof nature of blockchain and
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access control help for reaching compliance [30, 111, 129]. Permissioned blockchain
networks, help in maintaining data integrity as well as privacy, and combined with
a regulatory aspect [25], [125], [127].

• Future research could investigate how well blockchain-based healthcare systems line
up to develop regulations such as GDPR and HIPAA and specific region laws. Find-
ing a strong and resilient regulatory framework inside blockchain solutions for over-
coming likely regulatory potential challenge would be essential.

• Even with the great benefits of blockchain in enabling patient data ownership, ensur-
ing the portability and sovereignty of that data across different healthcare providers
and platforms remains a complex issue. The mechanisms behind these are needed
to provide smooth data transfer between the various healthcare systems and also
have need for further investigation.

• The ethical and legal issues that stem from patient-controlled data ownership also
require exploration [134], including how would the legal framework deal with is-
sues of dispute, liability and situations of data breaches in decentralized healthcare
systems.

3.6 Summary
Concluding, this work presents the maturity of existing research through a detailed review
on patient-centric blockchain-based architectures. The review uncovers the high interest
and ongoing research in this very dynamic and growing field. The analysis presented
shows that most selected research papers deal with the enhancement of the security and
privacy of a patient’s data in a blockchain system, revolving around patient-centric models
and encryption techniques. Patient consent management is the main theme that various
authors touch about, the various way of using a blockchain or a smart contract to assure to
the patient explicit control on what information is shared, when and for which purposes.
Interoperability is indeed a key challenge in modern healthcare, accomplishing patient
centricity on data exchange; here blockchain is presented as one of the ways it can be
resolved. In the healthcare compliance and regulation issues, blockchain’s tamper-proof
nature and access deal with these challenges.

Although the analyzed papers are very enriching, other topics remain to be investi-
gated, and opportunities for continued research could be discussed, such as a more pro-
found studying of advanced security threats, combining the privacy-preserving techniques
with quantitative assessment regarding what level of privacy is achieved therefore, the real
scenarios and kinds of attacks, all need to be investigated. The research can further jump
into subtle consent model, standardization protocols, and data revocation and removal
mechanisms. Achieving seamless and uninterrupted data exchange and communication
among all stakeholders in the network require comprehensive solutions that help to address
the whole healthcare ecosystem. Furthermore, the alignment of blockchain-based health-
care systems with evolving and harsh healthcare data regulations can further improve
the scrutiny. Taken together, the findings across RQ1–RQ4 indicate that patient-centric
blockchain systems must be designed by co-optimizing security/privacy, smart-contract
based consent enforcement, standards-driven interoperability, and governance for regu-
latory compliance, rather than treating these dimensions in isolation (see Figure 3.14).
At the same time, the literature highlights recurring trade-offs between transparency
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and confidentiality, immutability and consent revocation, and strong access control and
scalability/performance in real deployments. Consequently, this review synthesizes the
following design requirements for the proposed architecture: a permissioned setting with
encrypted off-chain storage, fine-grained dynamic consent (including revocation) enforced
via smart contracts, and standards-aligned data exchange (e.g., HL7/FHIR) with au-
ditable policy enforcement to support compliance.
By addressing these gaps and these challenges, the field of patient-centric blockchain-
based healthcare architectures can achieve more robust, secure and patient-centric so-
lutions that authorized individuals while safeguarding their sensitive health data. The
gaps identified in this review, particularly around interoperability, fine-grained consent
management, and scalability of blockchain-based healthcare systems, motivate the design
of a new patient-centric architecture. Chapter 4, therefore introduces DiabeticChain, a
permissioned blockchain framework that directly addresses these challenges.
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Chapter 4

DiabeticChain: A Novel Blockchain Approach for
Patient-Centric Diabetic Data Management

This chapter proposes a permissioned blockchain-based patient-centric healthcare archi-
tecture that enables patients to control access to their diabetic data named DiabeticChain.
To ensure secure sharing while preserving privacy, DiabeticChain allows Data Consumers
to access patients’ data with their specified consent policy, assembled using smart con-
tracts which is developed, verified, and deployed using the Truffle framework. This study
includes a proof-of-concept using Go-Ethereum to establish a permissioned blockchain and
Chainlink for secure smart contract connectivity to off-chain resources. A hybrid model
is used for data storage to store confidential diabetic data in an off-chain secure database
while keeping only metadata on the blockchain. The performance was evaluated using 4
Azure hosted Virtual machines (VMs) and Hyperledger Caliper, showing throughput and
latency as key performance metrics to calculate effectiveness.

4.1 Introduction
Diabetes is a chronic disease that brings with it an enormous burden of self-care. Accord-
ing to the International Diabetes Federation, there are 537 million adults aged 20-79 living
with diabetes, with projections of 643 million by 2030 and 783 million by 2045 [135]. This
frightening rise shows a worldwide public health crisis that is showing no signs of slowing.
The areas with the fastest-growing diabetes prevalence are currently in Southeast Asia
and Africa [74], impacting immediately the already stressed healthcare systems.

Even if the life expectancy of people with diabetes is lower than the ones without the
disease, the life-time medical cost of diabetes is still significant [136]. Diabetes patients
are dependent on daily care, from choices of diet, to exercises, regular medications, and
continuous monitoring of sugar levels. This data is heterogeneous and scattered, and
a patient does not have control over the use of data. As shown in SmartCHANGE
Project [41], InteropEHRate Project [1] and beHEALTHIER Project [134]; data sharing
is complicated. CrowdHEALTH [2] further demonstrates the importance of health records
in one place, proving the need of an integrated solution like DiabeticChain.

4.1.1 Motivation
Healthcare data is captured and generated from multiple sources, ranging from the pa-
tients themselves to wearable devices like smartwatches, smart bands, smartphones, etc.
With increasing technological advancements, IoT devices like wireless sensors are being
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used to monitor continuous patient health, generating huge amounts of personal, valu-
able, and complex data. Providing controlled access to complete data can significantly
strengthen the entire healthcare system. Since patient data is possessed by trustless third-
party authorities like hospitals, laboratories, and health insurance companies, secure and
efficient data sharing is not possible. There exists no method for verifying the medical
data sharing by hospitals to an untrusted third party [40]. This creates vulnerabilities in
data security, increasing the possibility of unauthorized access.

There also exists a possible risk of a data breach due to the existence of a single
point of failure. According to existing reports, 89% of users using IoT in healthcare
have suffered security breaches, and 80% of them are still willing to use this technology
[42]. Unauthorized access through malicious attacks on diabetic healthcare data can
have disastrous results like medical identity theft, insurance fraud, and tampering with
ongoing treatment or medical history. A secure and efficient digital EHR data sharing
system is thus required. Therefore, this study discusses a blockchain-based method for
patient security and medical data ownership that aims to overcome the limitations of
conventional data sharing models by minimizing cyberattacks, fostering confidence, and
managing diabetic data effectively.

There are some unique challenges as well associated with diabetic data, like diabetes is
a disease that requires self-care by substantially burdening the patients with continuous
glucose monitoring and carbohydrate counting [137]. As per the research in [43], an
average adult with type 2 diabetes is recommended to spend 4 hours per day as the
total estimated time for self-care. Being a chronic disease, diabetes also burdens the
healthcare providers to analyze and access the huge amount of data associated with it
[137]. While numerous researchers have worked in medical data sharing, there exists a
need to specifically address these unique challenges associated with the dissemination of
diabetic data among stakeholders. This gap in the existing literature serves as the primary
motivation of this research.

4.1.2 Novel Contributions
This section mentions all the novel contributions of the proposed scheme as follows:
Blockchain is a decentralized distributed ledger technology that has the potential to rev-
olutionize the way confidential data is shared and accessed today by providing benefits
like immutability, transparency, traceability, and enhanced security [138]. In this thesis,
we propose a system—DiabeticChain—a patient-centric healthcare architecture to en-
sure secure and efficient data sharing of diabetic data, provide an implementation as a
proof-of-concept study, and then verify its performance using various assessment metrics.
Patient data can be accessed with their consent using a one-time access URL, making our
approach novel and viable as a solution.

The author aims to address the present limitations of conventional data sharing models
by switching to a decentralized technology on blockchain, for the diabetic data sharing.
DiabeticChain aims to address the requirements of patient privacy, data security, user
control over data, traceability, data integrity, interoperability, and standardization. The
following outline highlights the key contributions of this work:

• A novel blockchain-based patient-centric healthcare architecture is proposed for effi-
cient and secure diabetic data sharing among stakeholders like healthcare providers,
lab technicians, health insurance organizations, and researchers.
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• The proposed architecture has been implemented as proof of concept using a private
permissioned Ethereum blockchain that overcomes the current challenges such as
privacy, data ownership by patients, fragmentation of data, and data integrity in
current healthcare models.

• The proposed architecture performance is evaluated based on throughput and la-
tency assessment metrics to ensure its feasibility and reliability in real-world health
applications.

4.1.3 Dynamic Consent and Blockchain
Dynamic Consent is the approach that involves collecting, storing and managing of data
obtained from people for the purpose of research and healthcare. This approach is very
different from the traditional consent in which the data was collected from the people only
at the beginning of a study that is taking place but on the other hand dynamic consent
approach involves dynamic or continuous flow or control of the data for various research
activities or purposes. Despite such flow, dynamic consent has limited dimensionality
in the practical field due to the security and legality of the personal data belonging to
people. This poses major trust issues for the people including the fear of maintaining
the confidentiality [14, 110] of the data that belongs to their personal belongings. Now,
Blockchain deals with the rapidly multiplying part of data in the form of a decentralized
database. [111] Blockchain has various functionalities which could support dynamic con-
sent in different ways like high accountability, a greater sense of data security and privacy,
immutability, and an extremely efficient management system [104].

Diabetic data sharing takes place in a continuously changing environment and there-
fore dynamic consent is necessary for personal protection of sensitive data, preventing the
unforeseen risks of privacy and driving patient-centric research [112]. Blockchain can en-
able data sharing in a trusted environment according to the modifiable consent preferences
of the patient where they can dynamically update their consent options anytime.

4.2 Design Requirements
In order to implement our proposed architecture, five design requirements have been
identified in accordance with our blockchain use case. The design requirements for Di-
abeticChain were derived through a combination of stakeholder analysis and literature
review. These requirements prioritize data security, patient control, and system scalabil-
ity, reflecting the needs of both patients and healthcare providers.

4.2.1 Requirement 1: Data Security
Data security is a crucial requirement in sharing sensitive diabetic data which is sus-
ceptible to cyberattacks. Both active (taking control of medical devices) and passive
(overhearing the communication through wireless devices) attacks can occur on the col-
lected diabetic data [139]. Patients’ data should be stored in a secure database to elim-
inate the possibility of malicious attacks and prevent the misuse of data by attackers.
Data encryption techniques like public key cryptography and access control mechanisms
have to be employed to eliminate the unauthorized access and hence ensure data security
[16, 39, 118, 119, 140].

46



4.2.2 Requirement 2: Patient Privacy
Patients’ diabetic data should be shared with healthcare professionals and researchers
with proper authentication while minimizing the disclosure of their identity and with-
out compromising their privacy. Only the authorized users should have access to the
confidential diabetic data of patients with their consent [31, 120, 121, 140].

4.2.3 Requirement 3: User Control Over Data
Healthcare has moved from document-based storage to EHRs but the ownership and
control of confidential data is still in the possession of unknown, untrusted, centralized
authorities like hospitals with a possible risk of data breaches [37]. Diabetic data of the
patients should be owned, controlled and managed by the patients themselves resulting
in patient-centricity instead of being owned by trustless centralized servers like hospital
databases. When patients are the owner of their data, they will grant permission to
anyone who wants to access that data and how their data will be used [29–31, 69].

4.2.4 Requirement 4: Traceability and Data Integrity
Data traceability and data integrity are critical concerns in data sharing among stake-
holders. The Data Owner i.e., the patient should be able to track how their healthcare
information is being shared and give their dynamic consent as per the purpose of data
utilization to achieve transparency. During the process if any malicious node tries to
manipulate the health record, then it should be detected and prevented from any change
ensuring data integrity [32, 122–124].

4.2.5 Requirement 5: Interoperability and Standardization
Along with the implementation of the proposed model, it should be feasible to integrate
it with the existing healthcare systems consisting of Electronic Health Records (EHRs)
to achieve the requirement of interoperability which allows the different decentralized
servers operating in different locations to interact and share information over a blockchain
network. In order to achieve interoperability among various entities, there is a requirement
of a standard format to capture the diabetic data and thereby ensure efficient data sharing
[16, 35, 125–127].

These design requirements are addressed accordingly in subsection 4.5.1.

4.3 System Architecture
This section discusses the detailed system architecture for blockchain-based patient-centric
diabetic data sharing and its integration with existing EHR systems for practical imple-
mentation in healthcare environments.

4.3.1 System Components
The constituting components of the proposed architecture are depicted in Figure 4.1.
The diagram clarifies the roles of the patient (data owner), healthcare organization (data
controller), and authorized requester (data consumer), and shows how each interacts with
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the system during consent-driven data sharing. It also separates on-chain components
responsible for consent/policy enforcement, metadata pointers, and audit logging from
the off-chain hospital/EHR infrastructure where sensitive clinical records are stored to
preserve privacy and avoid unnecessary on-chain storage.

Figure 4.1: System Components

• Users: In our architecture, we have three types of users who can interact with the
system.

– Data Owner: A patient, who is the owner of the data, has access rights and
permission to remove the previously granted access.

– Data Controller: An organizational entity, such as a hospital or lab, captures
and stores patient data in their secure off-chain databases maintained within
an existing EHR system.
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– Data Consumer: Individual entity, such as healthcare organizations, aca-
demicians, or medical policy agencies, requires patient data for their specific
needs and seeks access to it.

• On-chain Components

– Blockchain: The distributed and decentralized database ensures the privacy,
immutable, and transparent repository and sharing of diabetic data.

– Smart Contracts: It offers the system features like user registration, EHR
metadata storage, and patient access policy management, among others.

– Logs and Events: Smart contracts generate events and logs in order to main-
tain and track information for system data auditing.

• Off-chain Components

– Hospital Server: The server interfaces with the hospital’s existing EHR sys-
tem to ensure seamless integration of the blockchain with the existing patient
data storage architecture.

– Hospital Database: An off-chain database is maintained for patient’s record
privacy, which is controlled and managed by the data controller. This data re-
mains within the EHR system, and only metadata is shared with the blockchain,
ensuring compliance with privacy regulations.

– Oracle: Since Smart Contracts and Blockchain cannot access the off-chain
data, an oracle is used as a trusted data service to read the data to the
blockchain. Oracle enables secure communication between smart contracts
and the database.

4.3.1.1 Integration with EHR Systems

The proposed system architecture supports integration with existing Electronic Health
Records (EHR) systems through a middleware layer that interfaces between the on-chain
and off-chain components. The middleware layer uses blockchain to enhance security and
interoperability and it can be used by hospitals and healthcare services while maintaining
their existing EHRs. The APIs ensures data consistency while smart contracts handle data
access when the interaction between blockchain and EHR system happens. This allows
for a smooth data exchange without creating and issues in the current EHR workflow.

4.3.2 Proof-of-Concept: DiabeticChain
This section, we propose a proof-of-concept based architecture, DiabeticChain, which
enables the patient to grant or revoke their consent to the data consumers and also to
the data controllers to collect and store their diabetic data. Oracle service is integrated
to facilitate secure communication between off-chain data sources and on-chain smart
contracts. Oracle acts as trusted third-party data providers to fetch external data, which
smart contracts on the blockchain cannot directly access. This is critical for retrieving
patient records stored in hospital databases during the data access process in a tamper-
proof manner. Figure 4.2 summarizes the end-to-end workflow executed when a data
consumer requests access to a patient record. The sequence highlights where consent
and access-policy checks occur on-chain, how the smart contract coordinates with the
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oracle to retrieve the corresponding off-chain record, and how the response is returned
as a controlled (encrypted, one-time) access artifact. This overview helps interpret the
step-by-step workflow described below and makes explicit which operations are handled
by smart contracts versus external services.
Trust and threat assumptions: DiabeticChain assumes a permissioned blockchain
setting where validators are known entities and a majority behave honestly (no sustained
majority collusion). The hospital database/IPFS layer is treated as untrusted for confi-
dentiality and integrity (data may be read, copied, or tampered with), hence records are
encrypted and only verifiable pointers/hashes are anchored on-chain. The oracle is semi-
trusted, it is trusted for correct execution of retrieval and delivery of encrypted artifacts,
but not trusted to learn plaintext; if compromised, it may attempt to misdeliver, delay,
or deny service, which is mitigated by on-chain policy enforcement, encryption, and audit
logs.

The following steps demonstrate the workflow of DiabeticChain:

1. Patient Registration: All stakeholders register on the system through the User
Smart Contract (USC) and acquire a unique identifier number.

2. Patient Consent Setup: The patient defines the access policy using the Access
Policy Smart Contract (APSC), which allows them to specify who (Data Consumers)
can access their data and under what conditions and for how long.

3. Data Collection by Data Controller: The Data Controller (such as a hospi-
tal)collects the patient’s diabetic data. This data is stored in an off-chain secure
database managed by the hospital.

4. Metadata: The metadata serves as a pointer to the off-chain data, which is stored
in the Metadata Smart Contract (MDSC) ensuring that the patient’s sensitive in-
formation is not stored directly on the blockchain.

5. Search by Data Consumer: The Data Consumer (such as a healthcare provider
or researcher) searches for relevant patient data by querying the blockchain. The
relevant patient metadata stored in MDSC is identified.

6. Access Request by Data Consumer: Once the relevant metadata is identified,
the Data Consumer requests access to the data using the Access Management Smart
Contract (AMSC).

7. Policy Validation: AMSC checks the patient’s consent policy from APSC on
policy request for access. If the data consumer request is equal to the patient’s
access policy, the access request is approved. If not, the access request is denied.

8. Oracle Service Invocation: After approval, the AMSC sends the transaction
to the oracle service to obtain the necessary off-chain patient data from hospital’s
secure database.

9. Data Retrieval by Oracle: The oracle obtains the patient data from the database
at the hospital, which are encrypted. It also obtains the public key of the data
consumer from the USC.
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Figure 4.2: Detailed Workflow of the Proposed Architecture

10. One-Time Access URL Generation: Based on the data requested by the data
consumer, the oracle generates a one-time access URL and sends it to the data
consumer after encryption using the public key of the data consumer.

11. Access Notification: The encrypted one-time access URL is stored in the AMSC
and it notifies the data consumer that the data is ready for them to retrieve.

12. Data Access by Consumer: The data consumer now retrieves the one-time access
URL and decrypts it using his private key and now can securely access the diabetic
data of the patient. The access is defined according to the scope in patient’s consent
policy.
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This 12-step workflow builds secure and efficient data sharing, while maintaining patient
privacy and control over their sensitive diabetic data.

4.4 Implementation
The proof-of-concept of the proposed blockchain-based architecture was implemented on a
privately permissioned blockchain to showcase its viability. At the infrastructure level, Go-
Ethereum [130], an open-source Ethereum client enabling permissioned private blockchain
networks, was utilized to establish a private blockchain. The system’s smart contracts are
written using Solidity, and the Truffle framework was employed for developing, compiling,
testing and deploying these smart contracts. The patient’s smart contract code is par-
tially illustrated in Figure 4.3. Chainlink was used as an oracle service to connect smart
contracts to off-chain resources, and MongoDB was employed to develop the off-chain
database.

There are four smart contracts to handle the blockchain transactions: User Smart Con-
tract (USC), Access Policy Smart Contract (APSC), Metadata Smart Contract (MDSC),
and Access Management Smart Contract (AMSC). These smart contracts offer 6 primary
system functions: createUser, setPatientConsent, cancelPatientConsent, checkPatient-
Consent, createMetadata and requestAccess. Only authorized users are limited to calling
these functions which are implemented using smart contract modifiers. If a function call
is unauthorized then it will result in the termination of the function execution and the
reversion of all modifications to their initial state. The subsequent section elaborates on
the use of smart contract functions to implement the main system functionalities.

4.4.1 User Smart Contract (USC)
This smart contract is responsible for user registration into the system. Every system
participant engages with the system using their own wallet, which contains all necessary
information for system interaction. As a result, participants must be registered within the
system, where a smart contract is established. The role of the system admin is to verify
the users’ identities and professional registrations before initiating the system registration
process. Algorithm 1 describes the user registration process.

Algorithm 1 Pseudo-code for registering a new user (RegisterUser)
1: Input: initiator, userWalletAddress, role
2: Output: userIdentifier
3: if initiator = owner and userWalletAddress ̸= null then
4: Require ← newUser
5: Display ”User already approved!”
6: Create newUserProfile
7: return userIdentifier
8: else
9: Display an error message and undo smart contract state
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Figure 4.3: Partial Code of the Access Policy Smart Contract (APSC)

4.4.2 Access Policy Smart Contract (APSC)
This smart contract keeps patient consent as access policy tree. A consent signature
is produced by hashing the access policy tree and stored in APSC. Hashing and stor-
ing patient consent in APSC allows for efficient consent status retrieval and validation.
Algorithm 2 describes the process of setting the consent of the patient.
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Algorithm 2 Pseudo-code for saving consent of the patient. (SavePatientConsent)
1: Input: initiator, aim, role
2: Output: status
3: PatientConsent, consentSign ← mapping
4: if initiator = owner AND aim ̸= null AND role ̸= null then
5: h← hash(role, aim)
6: if PatientConsent.contains(h) = true then
7: Display an error message and undo smart contract state
8: else
9: PatientConsent.add(h, true)

10: return true
11: else
12: Display an error message and undo smart contract state

4.4.3 Metadata Smart Contract (MDSC)
This smart contract contains patient metadata. Once the patient data has been collected
and securely stored in an off-chain secure database such as a diabetic laboratory database,
the data controller then submits the patient’s metadata to the system. This metadata
is a representation of the patient data that contains a description without disclosing any
confidential or identifiable patient information, like the data type, hash of the stored data
and conditions. The patient metadata is then kept in a separate data structure, where
the hash of the stored data serves as the key and the remaining patient data as the value.
Algorithm 3 shows the process of creating patient metadata.

Algorithm 3 Pseudo-code for generating patient metadata. (GenerateMetadata)
1: Input: initiator, patientWalletAddress, dataHash
2: Output: id
3: Metadata ← mapping
4: i← counter
5: if initiator = dataControllerWalletAddress AND patientWalletAddress ̸= null AND

dataHash ̸= null then
6: i← i + 1
7: Metadata.add(i, [patientWalletAddress, dataHash, dataControllerWalletAddress])
8: return i
9: else

10: Display an error message and undo smart contract state

4.4.4 Access Management Smart Contract (AMSC)
This smart contract is responsible for managing access to patient data. The Data Con-
sumer should obtain an Access Ticket (AT) to be able to access the patient information.
Using the AT, the access to the requested data is limited to the lowest possible level.
Once the data consumer identifies relevant patient metadata, they have to request an
AT from the system by providing the hash of the data they requested, the reason for
requesting access to patient data and their role. This request is then verified by APSC,
which stored the consent policy of the patient. If the consent is valid and aligns with the
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data consumer’s request, an AT is automatically generated for data consumer. Algorithm
4. shows the process of requesting access to off-chain relevant patient data.

Algorithm 4 Pseudo-code for requesting permission for accessing off-chain patient in-
formation. GenerateMetadata (RequestAccess)

1: Input: dataConsumer, Metadata, aim, role
2: Output: ticketId
3: METADATA ← mapping
4: if dataConsumer = owner AND Metadata ̸= null AND aim ̸= null AND role ̸=

null then
5: d← data consumer.get(MetadataID)
6: patient ← d.patientWalletAddress
7: h← hash(role, aim)
8: if PatientConsent.get(h) == TRUE then
9: ticket ← patient.CreateAccessTicket(dataConsumer, MetadataID)

10: ticket.status ← TRUE
11: return ticket.id
12: else
13: Display an error message and undo smart contract state
14: else
15: Display an error message and undo smart contract state

4.5 Results and Evaluation
In this section, we discuss the important findings and outcomes received from the imple-
mentation and evaluation of the DiabeticChain proof-of-concept. The results are analyzed
by addressing the design requirements, performing the security analysis and the perfor-
mance evaluation.

4.5.1 Addressing Design Requirements
In this section, we discuss how our system fulfills each design requirement and addresses
them by implementing various features using the Ethereum blockchain and smart con-
tracts.

4.5.1.1 Data Security

We have proposed that the sensitive diabetic health data should be stored in the secure
off-chain database, and only the metadata with a reference pointer to the source data, en-
crypted by public key cryptography, should be stored on the blockchain. Data consumers
can request access to the patient’s data, and the patient can then grant or revoke access
as per their consent policy. Cryptography methods and access control mechanisms ensure
the security of data in DiabeticChain and thereby prevent the risk of cyberattacks.
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4.5.1.2 Patient Data Privacy

Our system, DiabeticChain, stores the sensitive record of the patient in a secure off-chain
private database to preserve privacy, while its metadata is stored on the blockchain, which
is encrypted using public key cryptography. Every user, i.e., Data Owner, data consumer,
and data controller, is required to register in the User Smart Contract on the blockchain
to authorize and validate their participation in the network. An access control mechanism
has been used to safeguard the data from leakage. Only the data controller can access the
data with their respective authorized private key to protect patient privacy, the anonymity
of data is maintained while it is shared with hospitals, researchers etc. The patient data
is anonymized by randomly generating unique accounts connected to the patient using
their public key, so that their real identity is not disclosed. This way, data encryption,
anonymization and access control mechanisms are helpful in privacy preservation for the
patients.

4.5.1.3 User Control over Data

Patient-Centric Approach: The proposed system, DiabeticChain, helps patients take com-
plete control of their diabetic data. With DiabeticChain, patients can grant access to their
diabetic data whomsoever they authorize, in a secure manner. In a decentralized peer-to-
peer network, no central authorities will have powers to take control over patient data.
It will solely; owned, managed and controlled by the patient and would be shared with
the stakeholders on their consent. In this way, the patient is always in control of their
sensitive health data. The patients can update their consent policy dynamically as per
their changing environments. The system will give them full control over their diabetic
data, from real-time access modifications to granting revocation at will of the patient.

4.5.1.4 Traceability and Data Integrity

The data owner can track their data and its usage, as each of the transactions is recorded
on the blockchain, ensuring the integrity and traceability of the data.

4.5.1.5 Interoperability and Standardization

While using blockchain features, DiabeticChain models a feasible design that can be
integrated with the existing healthcare systems and thus ensures interoperability among
systems. Since the credibility of the new records added to the blockchain depends on
the credibility of its participating nodes, a form of data standardization is followed so
that all the nodes can understand the data [141]. One such standard is HL7 which
is a human-readable standard to address the requirement of interoperability and ensure
seamless integration and data sharing among different healthcare entities [19]. A potential
limitation of using such standards can be the mismatch of versions used among different
healthcare centers or possible technological issues which need to be taken care of.

4.5.2 Security Analysis
The security of DiabeticChain is analyzed in this section based on data storage in the
system, sharing of data in the system and tamper-proofing.
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4.5.2.1 Data Storage

An off-chain secure and private database stores the patient’s confidential diabetic data,
while the blockchain stores only the metadata, hash, and a reference pointer. During
every appointment, hospitals and labs record the patients’ diabetic information, including
current medication, blood sugar levels, insulin dosage, blood pressure, and other sensitive
data. In the context of this study, we have assumed that the off-chain hospital databases
securely store and manage this data. Such a large dataset cannot be stored on the
blockchain itself since it is not computationally and memory-efficient to manage it [24].
Therefore, blockchain stores only the metadata within MDSC, along with a reference link
to underlying data in the secure off-chain database. This division of data thus helps in
optimizing the system’s performance and security. The proposed hybrid storage model
thus addresses the scalability and efficiency concerns associated with blockchain-based
systems, such as fulfilling the storage requirements and reduction in transaction processing
time.

The storage of metadata on the blockchain gives a comprehensive view of the entire
diabetic data to the Data Consumer. Since every node in the blockchain network has a lo-
cal copy of the data, Data Consumers can easily look for the patient data of interest in the
Metadata (stored on-chain) without searching exhaustively in the large off-chain datasets.
Even in the case of a server failure or any other technical issue, the hybrid storage model
prevents data loss by eliminating single points of failure, handles data backup as sensitive
diabetic data is stored across numerous laboratories without storing any redundant data,
and thus ensures data availability. Using blockchain for data storage is beneficial over tra-
ditional relational databases (RDBs) in building trust, security and privacy aspects. But
compared to blockchain, RDBs offer a higher throughput in writing data [128]. Hence,
a hybrid model is the most suitable option for data storage in DiabeticChain healthcare
system that leverages the benefits of both blockchain and relational databases.

4.5.2.2 Data Sharing

Patient data is stored on the off-chain database and is effectively shared among healthcare
entities like researchers, doctors, lab technicians, etc using DiabeticChain. Only authenti-
cated users can request to access the sensitive diabetic data and can only access that data
using a One Time Access URL within a given timeframe according to the self-executing
conditions coded in the smart contracts. DiabeticChain system also allows the patients to
dynamically update their consent allowing the patient to grant or revoke real-time access
to their data at any point. The data access request of the data consumer is verified only
as per the consent policy of the patient stored in Access Policy Smart Contract (APSC).

When a hospital receives a validated request from data consumer, the hospital gener-
ates a JSON format file that consists of the requested patient data and this file is then
stored on the off-chain database at a temporary location. It can be accessed using HTTPS
but only once within a given short timeframe. Now, the hospital generates a one-time
access URL and encrypts it using the data controller’s public key obtained from the User
Smart Contract (USC). This URL is then stored on the blockchain and upon decryption
can direct the user to the JSON file containing the required data. The URL can be only
decrypted using the corresponding private key and used to access the data once. So, the
Data consumers obtain the URL from the blockchain, decrypts it using its private key
and accesses the data. Once the URL is used to access the data, it becomes useless as
the JSON file is removed from the temporary storage and now that URL will lead to
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nothing. Even if someone retrieves the private key of data consumer to decrypt the URL,
the patient data will still be safe. If the one-time access URL is not used within the given
timeframe, then also the JSON file will be removed from the temporary storage and the
URL expires to prevent unauthorized access attempts. If a need to access the same data
arises in the future, data consumer must again submit the request to access the data and
a new URL will be generated. This process allows the secure sharing of diabetic data
with the patient’s consent.

The DiabeticChain system maintains a record of data sharing transactions like who
accessed the diabetic data, time of accessing the data, and its purpose and this traceability
of the stored diabetic data contributes to the overall security and transparency of the data
sharing process by ensuring patient’s trust in healthcare providers. In case of multiple
Data Consumers leading to large number of data sharing requests, high volumes of data
are shared and the system may face an issue of scalability but DiabeticChain provides a
reasonable performance, efficiency and scalability with the current version of Ethereum
blockchain implemented and hybrid model of data storage used.

4.5.2.3 Tamper-Proofing

Mechanisms and features that make the DiabeticChain system tamper-proof are the im-
mutability of blockchain, the use of consensus algorithms to add new records and cryp-
tographic hashing. Blockchain is an immutable ledger that cannot be changed and gen-
eration of a new block requires consensus among all the participating nodes to prevent
tampering with data. It is difficult for any malicious node to change the patient records
owing to the cryptographic hash used with every block and it forbids any manipulation or
modification of the data. But, cyberattacks like Sybil attacks, man-in-the-middle attacks,
denial of service attacks and 51% attacks may pose a potential risk to the system.

Sybil Attack is where identity theft occurs in a peer-to-peer network and some node is
completely cut-off from their neighbouring nodes, thereby establishing connections with
the attacker and this node is then fed malicious information [142]. By ensuring at least
one honest surrounding node, we can make our blockchain system resistant to attacks.
Increasing the number of validations before verifying a transaction, having multiple paths
available on the network and selecting many nodes to check the transaction status can
act as countermeasures [143]. Another threat is a denial-of-service attack, which prevents
authorized requests by sending more requests than the victim server can handle. As
a countermeasure, clients are required to solve puzzles before getting the access to a
resource or server [114]. In the 51% attack, the attacker gains access to 51% of the
network’s computational power while using proof-of-work consensus protocol or it gains
control over 51% of the participating nodes when proof-of-authority is used. To prevent
these attacks, a proof-of-authority consensus algorithm is used where the validators stake
their reputation and it is much more difficult for the attacker to control 51% of the nodes
in the network, thus minimizing the risk of potential cyberattacks.

4.5.2.4 Confidentiality, Non-Repudiation and Traceability

DiabeticChain ensures confidentiality through the use of cryptographic techniques, where
each patient’s data is encrypted before it is stored off-chain. The use of blockchain inher-
ently ensures non-repudiation. All transactions, including data access requests, are logged
immutably on the blockchain, preventing any party from denying their actions. Patients
can track all data-sharing transactions, knowing who accessed their data and for what
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purpose. The system guarantees traceability of the data, with a complete record of all
access to patient data – when, by whom, and for what purpose, saved on the blockchain
and viewable by both patient and healthcare providers. This increases accountability and
data integrity in the healthcare system.

4.5.2.5 Authentication and Authorization

For authentication, only registered users (patients, data consumers, and data controllers),
are able to interact with the system. Users are authenticated via secure smart contracts,
which handle user authentication prior to accessing data. Authorization is handled by the
Access Policy Smart Contract (APSC), where patients have the access to their data. The
patients’ data is governed by the patients themselves, who determine the rules of access
for data consumers and when their diabetic data can be used by data consumers.

4.5.3 Performance Evaluation
To check DiabeticChain’s performance, we used 4 virtual machines (VMs), hosted on Mi-
crosoft Azure, to establish a private blockchain with the help of Go-Ethereum, which is an
open-source Ethereum client enabling permissioned private blockchain networks. Hyper-
ledger Caliper, an open-source benchmarking tool for evaluating blockchain applications’
performance, was employed to conduct multiple tests validating DiabeticChain’s effective-
ness. Table 4.1 displays the private blockchain and testing environment configurations.
We tested two primary types of blockchain operations: Transaction and Query opera-
tions, using four performance metrics to evaluate DiabeticChain: Transaction through-
put, Query throughput, Transaction latency, and Query latency [115]. In comparison to
similar systems, DiabeticChain exhibits competitive performance, but it is important to
consider differences in evaluation tools and setups, which may introduce variability in
performance.

Table 4.1: Go-Ethereum and Testing Environment Configurations

Factor Setting
Nodes 4 VMs with Ubuntu 20.04 on Microsoft Azure cloud, every VM equipped with 2 Intel CPUs and 8 GB RAM.

Blockchain
3 peer nodes
1 validator node
Go-Ethereum v1.10.11

Consensus PoA (Clique Protocol)
Smart Contracts Solidity
Benchmarking Tool Hyperledger Caliper v0.5.0

We conducted 10 test rounds and varied the transactions per second (tps) gradually
from 100 to 1000 with an increase of 100 tps with every round and hence the send rate
increased linearly from 99.38 tps to 748.22 tps for query operations and from 100.1 tps to
839.76 tps for transaction operations.

Figure 4.4 demonstrates the relationship between throughput and latency for query
operations. As the send rate (TPS) increases from 99.38 TPS to 748.22 TPS, the average
query throughput reaches 201.7 TPS, with the maximum throughput peaking at 243.54
TPS. The average query latency was stable at 0.246 seconds, with minor fluctuations as
the send rate increased, ranging between 0.16 and 0.35 seconds.

Figure 4.5 illustrates the throughput and latency for transaction operations, where
more complex blockchain operations are involved. The average transaction throughput
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Figure 4.4: Throughput and Latency for Query

Figure 4.5: Throughput and Latency for Transaction

was recorded at 200.07 TPS, with a maximum of 246 TPS at a send rate of 673.94 TPS.
As expected, transaction latency was higher, averaging 1.31 seconds, and ranged from
0.88 to 1.75 seconds as the send rate increased from 100.1 TPS to 839.76 TPS.

4.6 Summary
Sensitive diabetic data is generated in large amounts and needs to be shared effectively
among stakeholders since diabetes requires significant self-care and substantially burdens
the patients with processes like continuous glucose monitoring and carbohydrate count-
ing. The controlled access and sharing of diabetic data play a crucial role in benefitting
healthcare professionals to take better patient care and researchers to effectively study
disease patterns. We addressed the current challenges associated with the privacy, se-
curity and controlled sharing of sensitive diabetic data, thereby improving patient care
and advancing research. Our research identifies these laying the foundation for the novel
solutions DiabeticChain offers. We recognized the current limitations of the traditional
client–server and cloud-based approaches such as privacy, security concerns, data fragmen-
tation, authorization, lack of interoperability and data integrity and hence proposed a pri-
vate permissioned blockchain-based solution for sharing of diabetic data. DiabeticChain,
our blockchain-based solution to diabetic data sharing, provides a novel patient-centric
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approach, leveraging access control mechanisms and smart contracts written in solidity
to facilitate secure and efficient sharing of diabetic data among stakeholders while ad-
dressing concerns regarding privacy, security, data fragmentation, authorization and data
integrity. We implemented a proof of concept of the architecture proposed using a pri-
vately permissioned Ethereum blockchain and analysed the system’s performance where
the results depicted an average Query throughput of 201.7 tps and an average Transac-
tion throughput was 200.07 tps. The average Query latency was 0.24 seconds and the
average Transaction latency was 1.31 seconds proving DiabeticChain to be scalable and
efficient. In comparison with the existing blockchain-based healthcare systems, we pro-
pose a blockchain-based architecture that uses a one-time access URL generated as per
the access policy of the data owner, improving privacy, security and efficiency of diabetic
data sharing. The proposed architecture will have a potential impact on patient care and
research in the context of diabetes management as well as integration and application in
other healthcare domains by enhancing the efficiency of the data sharing process, ensuring
patient control over their data, and enabling privacy and data security.
However, DiabeticChain’s initial design still faces scalability and interoperability limita-
tions; hence, Chapter 5 introduces enhancements using IPFS, Polygon, and HL7/FHIR
to address these issues.
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Chapter 5

Enhancing Interoperability and Scalability in
DiabeticChain: An Integrative Architecture Using
IPFS, Polygon, and HL7/FHIR

This chapter extends DiabeticChain with IPFS for storage, Polygon for scalable execution,
HL7/FHIR for semantic interoperability and zk-SNARKs for privacy-preserving consent.
It outlines the architecture and implementation and analyses performance and security
against declared goals.

5.1 Introduction
Blockchain technology has emerged as a promising solution to security and privacy chal-
lenges in healthcare, offering distributed trust, immutability, and auditable record-keeping
[144, 145]. Crucial diabetic patient data such as fasting blood glucose (FBG), hemoglobin
A1c (HbA1c), continuous glucose monitoring (CGM) readings, blood pressure, medical
history, prescriptions, and lab reports can be securely stored and managed on a blockchain
ledger [146]. Using this disruptive technology, the routinely collected healthcare data can
be securely managed on the blockchain by the various stakeholders like patients, care-
givers, physicians, healthcare insurance companies, researchers and pharmaceutical com-
panies [147]. In our earlier work, we introduced DiabeticChain, a patient-centric, per-
missioned blockchain system that empowered patients to control access to their diabetic
data through smart contracts. The system ensured user-centric control, data integrity,
and privacy by allowing patients to grant or revoke consent for data access [148]. Al-
though the design of the DiabeticChain system elevated security and privacy standards,
it also demonstrated the importance of some additional challenges associated with the
large volumes and complexities of healthcare data.

The proliferation of IoT devices, which include implantable CGMs, smart insulin
pens, and wearable sensors, generates vast amounts of real-time health data each sec-
ond [146, 149]. While this health data is vital for the practice of precision medicine and
for early interventions, it creates significant burdens on blockchain networks. Increasingly,
the transaction volume on blockchain networks increases the latency and lengthens the
time required to confirm transactions [147]. Healthcare stakeholders require seamless and
nearly real-time access to this data to support timely diagnoses and treatment decisions
while maintaining records that are secure, consistent and highly accessible [150]. How-
ever, another obstacle to progress remains. Interoperability between diverse EHR systems
that utilize disparate data standards, and the fact that most existing blockchain-based
healthcare solutions do not provide strong HL7/FHIR-compliant API interfaces, limits
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cross-institutional collaboration and supports holistic patient care by creating data silos.
Therefore, there exists a pressing need for a scalable, privacy-preserving and interopera-
ble architecture that will support the constant flow of IoT-generated health data, interact
with external healthcare systems, and support patient-controlled fine-grained access to
their data.

In this expanded research, a completely redesigned architecture that addresses the lim-
itations mentioned above by integrating (i) zk-SNARKs to prove patient consent without
exposing sensitive attributes, (ii) hybrid encryption using AES-256-GCM and RSA to en-
crypt HL7/FHIR-compliant medical records, (iii) decentralized IPFS storage to maintain
tamper-resistant record keeping, and (iv) a Polygon-based execution layer to facilitate
low-latency and high-throughput smart contract transactions was created. Additionally,
we incorporated a systematic performance analysis utilizing Hyperledger Caliper to mea-
sure the throughput and latency of the system over 40–50 rounds to obtain statistically
robust benchmarking results.

5.1.1 Background and Challenges
DiabeticChain architecture introduced a patient-centric system that implemented blockchain
technology to transform the diabetic healthcare management system and gain both ef-
ficiency as well as security in the task of sharing the data. The issues and challenges
encountered by conventional data sharing system, such as lack of security and privacy,
data fragmentation, data integrity and complete patient ownership of related data, are ad-
dressed and thus tackled by the system.The original architecture adopted a hybrid model,
combining blockchain-based metadata management with an off-chain database to store
sensitive health data. This approach reduced blockchain storage overhead while ensuring
immutability and verifiability. Cryptographic techniques such as public key cryptogra-
phy are utilized to minimize the risk of security attacks and access control mechanisms
either grant or revoke the consent of patient to access their respective data. Benefits of
blockchain technology are leveraged by DiabeticChain system to preserve the privacy of
patient’s data, maintain the anonymity of the data and ensure that the patient owns his
diabetic data fully, instead of the central authority of the data. The proposed system
embedded considerable impact on the patient care and is both feasible as well as efficient
option to be integrated with the existing architectures of healthcare systems.

Current implementation of DiabeticChain system encounters several challenges such
as scalability issues, interoperability concerns and inefficiency in the task of storing dia-
betic healthcare data. With the proliferation of IoT devices such as continuous glucose
monitors (CGMs), smart insulin pens, and wearable sensors, vast amounts of real-time
diabetic health data are generated every second. In addition to creating significant data
volume stress on the blockchain network, the increased data volume results in greater
transaction latency and longer confirmation times unless the scalability of the blockchain
network is addressed. Increasing data volumes associated with diabetic-related healthcare
may result in an overburdened current healthcare system, resulting in slower transaction
processing times. Additionally, the lack of common, standard formats for storing and
communicating diabetic-related data, limits the ability to transfer diabetic data from
DiabeticChain to external healthcare systems, resulting in additional interoperability is-
sues. Interoperability restricts the quality care of patients in the healthcare sector due
to the presence of numerous data standards [151]. Multiple and often incompatible EHR
standards create data silos that degrade the quality of patient care and limit coordinated
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treatment. Another challenge may arise due to reliance on a centralized off-chain database
for storing sensitive patient data. While DiabeticChain was a secure and efficient solution
for diabetic data management, there is room for further enhancement to enable the seam-
less exchange of health data with other healthcare systems, accommodation of increasing
data volume, and optimization of the process of data handling.

The intrinsic characteristics of blockchain technology like consensus protocol, trans-
parency and immutability, make it difficult for a large number of simultaneous transac-
tions to take place on a blockchain [152]. As the number of nodes working simultaneously
on the blockchain increase, the system should enable a higher transaction throughput
with low latency. The performance of the system needs to be evaluated with increas-
ing number of nodes to meet the scalability requirements and integrate the system in a
real-world setting. With an increasing complexity of healthcare ecosystems, the differ-
ent healthcare providers, platforms and entities must seamlessly interact with each other
to share information, enhancing patient care. However, the design and development of
blockchain systems occurs independently of each other, which makes it difficult for the
different blockchain systems to share information with each other [153]. This limitation
makes it difficult for blockchain systems to achieve interoperability between the different
systems. A hybrid model for storing data provides a level of security for stored data;
however, it also creates limitations in terms of data availability, potential single point of
failure, efficient data retrieval and true decentralization. Therefore, there is a need to
address the inefficiencies in data handling and data storage.

Therefore, the above limitations require an advanced architecture that is able to: (i)
manage increasing data volumes with low-latency transaction processing, (ii) support
standardized, interoperable data formats, and (iii) eliminate centralized dependency to
ensure that the data storage is robust, fault tolerant, and reliable. This research addresses
these needs through a dedicated privacy layer using zk-SNARK-based consent verification,
attribute-based encryption (ABE) policies for fine-grained access control, decentralized
IPFS storage for tamper-resistant record management, and the integration of the Polygon
layer-2 to provide high-throughput, low-latency smart contract execution. Overall, these
enhancements create a resilient, interoperable, and regulatory compliant environment for
the management of diabetic data.

5.1.2 Objectives and Contributions
In the course of this research, the goal is to create and test an improved, privacy-
protecting, and scalable blockchain-based architecture for exchanging diabetic informa-
tion, as prior versions have failed to address their limitations. Based upon the base
version of DiabeticChain, this project proposes a system that will include state-of-the-art
cryptographic techniques, decentralized data storage, and performance benchmarking to
guarantee practical deployment capability.

The main contributions of this work are as follows:

• A new secure architecture based on zk-SNARK-based consent verification, hybrid
AES-RSA encryption and IPFS-based storage for managing medical data in a man-
ner that preserves patient privacy.

• Integration of HL7/FHIR-compliant data transformation to allow for semantic in-
teroperability between different electronic health record (EHR) systems.
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• Deployment on Polygon to obtain both high transaction rates and low transaction
latency, to support very large scale, real-time data exchange.

• Comprehensive performance evaluation using Hyperledger Caliper across 40-50 bench-
marking rounds, including throughput and latency metrics.

• Alignment with Health Insurance Portability and Accountability Act (HIPAA)/General
Data Protection Regulation (GDPR) by supporting auditable consent revocation,
immutable logging, and robust defenses against common blockchain attacks (e.g.,
51% attacks, replay attacks).

This enhanced version of DiabeticChain provides a robust, future-proof approach to
diabetic healthcare data sharing, combining security, scalability, and interoperability in a
single cohesive system.

The rest of this chapter is outlined as follows: Section 5.2 describes the technical
background of the concepts used for enhanced DiabeticChain. Section 5.3 discusses the
integrative architecture of enhanced DiabeticChain. The implementation of the proposed
architecture and the details of its performance evaluation are outlined in Section 5.4. Sec-
tion 5.5 presents detailed results showing the performance improvements of the proposed
enhanced DiabeticChain architecture. Section 5.6 summarizes the chapter.

5.2 Technical Background
This section discusses the background of the concepts utilised in enhanced Diabetic-
Chain, namely blockchain and smart contracts, and the need for interoperable and scalable
healthcare blockchain architectures.

5.2.1 Interoperable and Scalable Blockchains
As a number of blockchains are emerging and the technology is maturing rapidly, the
necessity of interoperability is being highly discussed [154, 155]. Interoperability is defined
as the capability of various entities to collaborate effectively by exchanging and sharing
data [156]. Until recently, blockchains did not prioritize the idea of interoperability,
resulting in isolated data silos [157].

Over time, Health Level Seven (HL7) has introduced many standards to ease the
sharing of medical data. Among these standards, FHIR stands out as a significant break-
through as it focuses on addressing interoperability through human-readable message
content and can be seamlessly integrated with hospital Electronic Medical Record (EMR)
systems [158].

Our thesis introduces a dedicated Interoperability Layer with HL7/FHIR-compliant
APIs and a FHIR Mapping Engine to transform clinical records into standardized FHIR
resources before encryption and storage. This makes sure that semantic and structural
compatibility stays with various EHR systems.

Although there is considerable study of blockchain technology, its scalability represents
an important barrier to adoption [159]. Performance suffers when the number of nodes
and transactions in a blockchain system grows because each node has to reach agreement
on the state of the blockchain. For example, current public blockchains such as Ethereum
and Bitcoin can process only 7-20 transactions per second, with blocks confirmed by a
network of thousands of computers taking minutes or even hours to confirm [160–162].
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This thesis addresses those limitations by using a hybrid storage model. In this model,
only the pointers to the encrypted records (CIDs) are stored on-chain, along with the
encrypted records being stored on IPFS. Also, since zk-SNARK proof allow for privacy-
preserving access control checks (i.e., no information is revealed about the contents of the
encrypted records), it maintains privacy without sacrificing performance.

5.2.2 Zero-Knowledge Proofs in Privacy-Preserving Systems
Zero-Knowledge Proofs (ZKPs) are cryptographic protocols that enable one party (the
prover) to convince another party (the verifier) that a statement is true without revealing
any additional information beyond the validity of the statement itself. [163, 164]
ZKPs are widely used in privacy-preserving applications such as identity verification,
anonymous credentials, and confidential transactions. Among the different ZKP construc-
tions, zk-SNARKs (Zero-Knowledge Succinct Non-Interactive Argument of Knowledge)
have gained popularity due to their efficiency and small proof size. zk-SNARKs allow
verification of proofs without interaction between prover and verifier and can be executed
on-chain with relatively low computational overhead.

In our work, zk-SNARKs (Groth16) are used to verify that a healthcare provider has
valid consent from a patient without disclosing sensitive attributes such as patient identity
or consent duration details. This ensures privacy-preserving authorization and prevents
replay or forgery attacks while maintaining high performance.

5.2.3 Attribute-Based Encryption for Fine-Grained Access Con-
trol

Attribute-Based Encryption (ABE) is a public-key cryptographic paradigm that enables
encryption and decryption based on a set of attributes rather than individual identities[165,
166]. In ABE, data owners can define an access policy specifying which attributes are
required to decrypt a given ciphertext, thus enabling fine-grained, context-aware access
control. There are two primary forms of ABE: Key-Policy ABE (KP-ABE) where poli-
cies are embedded in the decryption keys, and Ciphertext-Policy ABE (CP-ABE) where
policies are embedded in the ciphertext.

Our thesis employs CP-ABE to encrypt HL7/FHIR-compliant medical records such
that only healthcare providers with matching attributes (e.g., role = physician, purpose
= treatment, consent = valid) can decrypt the data. This method complies with HIPAA
and GDPR requirements by enabling policy updates and applying least-privilege access
without re-encrypting all data.

5.3 Integrative DiabeticChain Architecture

5.3.1 Overview
The new enhanced DiabeticChain architecture presents an overall structure for manag-
ing diabetic healthcare data, including a comprehensive, privacy enhancing and scalable
architecture for diabetic healthcare data management. The enhanced DiabeticChain ar-
chitecture is designed to overcome the deficiencies in the original design in terms of scal-
ability, interoperability and privacy and includes a rigorous performance analysis of the
architecture in order to meet the requirements of deploying the architecture in a real world
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setting. In general, the system uses zk-SNARK based methods to verify patient consent,
hybrid encryption (AES-256-GCM, RSA and Ciphertext-Policy Attribute-Based Encryp-
tion), and decentralized file storage through IPFS to provide confidentiality, integrity and
tamper resistance of patient’s medical records. In addition, the system includes a FHIR
mapping engine to map all health records into HL7/FHIR resources prior to encrypting
and storing them, thereby enabling semantic interoperability among different electronic
health record systems.

To meet the performance requirements of real time data sharing of healthcare data,
the architecture uses Polygon as a Layer-2 execution environment. This enables the ar-
chitecture to achieve greater transaction throughput and lower confirmation latency than
using traditional Layer-1 blockchains. Additionally, a systematic testing and benchmark-
ing methodology using Hyperledger Caliper was used to execute 40–50 independent runs
of tests and measure both throughput and latency to obtain statistically significant per-
formance metrics. The system provides a unified solution for compliance with HIPAA
and GDPR regulations.

5.3.2 Architectural Layers
This system architecture consists of multiple layers that are separated to support scala-
bility, privacy, interoperability and security. The layers are described below:

5.3.2.1 User Layer

• The primary stakeholders of this layer are Patients and Healthcare Providers, that
interact with the system.

• Patients may grant or revoke consent to share their health records with third party
organizations. In addition to grant/revoke consent, patients may monitor who has
accessed their health records.

• Healthcare providers will request access to patient’s health records to assist in treat-
ment, diagnosis or research purposes. Third parties will only have access to the
health records if they have received consent from the patient.

• Two main interactions occur at this level; patient grants consent and organizations
request access to patient’s health records.

Figure 5.1 presents the enhanced DiabeticChain design as a layered architecture, which
makes the separation of concerns explicit across user interaction, privacy, security, inter-
operability, and blockchain enforcement. In particular, it highlights how consent verifi-
cation and cryptographic enforcement are handled in the privacy/security layers, while
HL7/FHIR-based normalization supports semantic interoperability across heterogeneous
EHR systems. This layered view is used throughout the chapter to explain where each
component operates and how end-to-end auditability is preserved while keeping clinical
payloads off-chain.
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Figure 5.1: Layered Architecture of Enhanced DiabeticChain
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To make the cross-layer interaction clearer, Figure 5.2 depicts the high-level sequence
of consent registration and subsequent access enforcement. The diagram separates the
write path (consent creation, record encryption and off-chain storage, and on-chain meta-
data/consent updates) from the read path, where an access request is validated against
the stored policy before any decryption is permitted. This sequence view complements
the layered architecture by showing how smart contracts, off-chain storage, and gateway
services coordinate to preserve confidentiality and produce an auditable access trail.

5.3.2.2 Application Layer (User Interface (UI): Web/Mobile App)

• Application layer provides a secure web and mobile interface for patients to authen-
ticate their accounts, provide consent to share their health records and initiate data
sharing with third parties.

• It serves as the entry point for third parties to request access to patient’s health
records.

• This layer hides the blockchain complexity and shows a patient-friendly experience,
also making sure every request is signed digitally and then shared to the privacy
layer.

5.3.2.3 Privacy Layer (ZK Proof Engine / ZK Verifier)

• Privacy layer introduces zero-knowledge proof (zk-SNARK) consent verification for
privacy-preserving validation.

• It generates proofs using ZK Proof Engine that encode patient’s role, purpose of
consent and validity period without revealing any sensitive information.

• The layer verifies the proof created by the ZK Verifier on-chain, prior to recording
consent or accessing patient’s health records.

• This approach prevents data leaks, supports non-repudiation and responds to re-
viewer comments concerning the requirement for cryptographic consent validation.

5.3.2.4 Interoperability Layer (HL7/FHIR APIs & Mapping)

• Interoperability Layer provides semantic interoperability by converting health data
into HL7/FHIR-compliant resources prior to encryption and storage.

• It provides HL7/FHIR APIs to enable seamless interaction with hospital Electronic
Health Record (EHR) systems and other external applications.

• The layer maps heterogeneous data formats into FHIR standards to enable seamless
exchange of data between multiple institutions.

• It also ensures cross-system compatibility by enforcing standardization at this level
to eliminate data silos.
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5.3.2.5 Smart Contract Layer (Consent & Access Control)

• This layer contains all on-chain logic and access decisions:

– All patient consents after zk-proof validation are recorded, updated, and re-
voked using ConsentManager contract.

– Access Control Logic validates whether access requests match the active con-
sent policy before returning data pointers.

– All consent events and access transactions are immutably logged on Polygon
to support regulatory compliance and traceability using Audit Logging.

• It combines policy enforcement with low-cost, high-throughput execution provided
by the Polygon network.

5.3.2.6 Storage Layer (Encrypted Storage & IPFS Nodes)

• After standardization of data, it is stored and encrypted in a decentralized way:

– Encrypted Storage (IPFS): AES-256-GCM is used for encryption of health
record, and RSA/CP-ABE encrypts the symmetric key based on the access
policy.

– IPFS Nodes: Used to Store the encrypted content and provide tamper resis-
tance and availability.

• It stores only the content identifier (CID) of the encrypted content on-chain to
reduce blockchain storage overhead and improve performance.

5.3.2.7 Security Layer (Decryption Gateway & ABE Engine)

• The security layer applies fine-grained access control during data retrieval:

– The layer delivers the encrypted AES key to requester via decryption gateway.
– The Attribute-Based Encryption (ABE) engine makes sure that only valid users

with attributes matching the organization’s policy can decrypt the data.

• Security layer supports end-to-end confidentiality and covers GDPR’s principle of
’least privilege’ data access.

5.3.3 High-Level Workflow
There are 2 major phases to the complete, end-to-end workflow of the enhanced Dia-
beticChain architecture: (i) Consent Registration and (ii) Access Enforcement; this is
represented in Figure 5.2 as the interaction between the different layers of the system and
the actors within those layers, starting at patient authentication to secure record retrieval.
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5.3.3.1 Phase 1: Consent Registration

1. Authentication and Consent Provision: The workflow commences upon the completion
of the patient authentication via the user interface (UI) and specification of the consent
parameters such as the role of the requester, purpose of use and duration of validity.

2. Zero-Knowledge Proof Generation: The Privacy Layer uses the Zero-Knowledge Proof
Engine to create a cryptographic zero-knowledge proof (zk-SNARK), to attest that
valid consent was provided without revealing the patient’s identity or raw consent
data.

3. Verification & Recording On-Chain: The proof is sent to the Smart Contract layer and
validated as correct by the ZK verifier. Upon validation, the Consent & Access Control
contract creates an immutable consent event on the Polygon network recording the
event of consent being given thereby providing transparency and auditability.

4. Standardizing FHIR & Encrypting: The smart contract communicates with the In-
teroperability layer converting the clinical record to HL7/FHIR-compliant format and
passes the resultant resource to the Security layer, then, the ABE Engine encrypts the
resource using fine-grain attribute-based policies generated from the consent.

5. Decentralized Storage: The encrypted resource is stored on IPFS and the CID of the
resource is recorded on-chain so that future retrieval is possible. The workflow concludes
by creating an Access Credential (ACr) bound by policy which the patient may then
share with authorized parties.

5.3.3.2 Phase 2: Access Enforcement

1. Initiating Access Requests: An authorized healthcare provider or other authorized
entity, initiates an access request through the user interface (UI) and submits a zk-proof
demonstrating compliance with the consent policy (role, purpose & validity period).

2. Verifying zk-proofs & Logging Events: Once Submitted, the zk-proof is sent to the
smart contract where the zk-verifier verifies the validity. If verified, an immutable log
entry is created for the access event on Polygon.

3. Retrieving the Encrypted Health Record: The smart contract retrieves the encrypted
FHIR resource from IPFS based upon the CID stored during the initial access request.

4. Decrypting Data Based Upon Attributes: The encrypted AES key is only decrypted
by the Decryption Gateway if the attributes associated with the providers meet the
requirements outlined in the consent policy. The ABE Engine provides enforcement
for the attribute-based decryption process to ensure fine-grained access to the stored
health record.

5. Delivery of Health Records: The authorized healthcare provider receives the FHIR-
compliant health record in clear-text once the decryption process has successfully com-
pleted. In cases where the zk-proof was invalid or the providers attributes do not meet
the consent policies, access will be denied.
This high-level workflow ensures that no plain text health records are exposed outside

the trust boundary between the patient and their authorized healthcare provider. The
workflow also includes cryptographic verification of all critical steps and the creation of an
immutable audit trail. The use of zk-SNARKs removes the requirement to reveal sensitive
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metadata on-chain, and ABE combined with IPFS ensures only authorized parties can
decrypt stored health records, therefore aligning our design with privacy regulations such
as HIPAA and GDPR.

5.4 Implementation
This section describes enhanced DiabeticChain’s implementation; the design of the smart
contracts, zk-SNARK circuits, the encryption modules, and the integration scripts for
the new DiabeticChain. All of the source code is open-source and can be located at our
GitHub repository [167]. Subsections will cover the development environment (toolchain),
the contract logic, the proof creation pipeline, the storage mechanism, the interoperability
layer, and the functional verification test results.

5.4.1 Overview
This section will provide a general overview of how the DiabeticChain framework has
been enhanced with regard to implementation. To enable independent verification of the
results, the system has been implemented as part of a modular and reproducible process.
All source code (smart contracts, zk-SNARK circuits, integration scripts) are available on
our GitHub repository [167].

To ensure a high-quality, and therefore, reliable development environment, we have
used Node.js/JavaScript toolchain, along with Hardhat for deploying and testing smart
contracts, and combining cryptographic and storage libraries to securely store and manage
decentralized data. Table 5.1, lists the primary tools and versions of each used in this
work.

5.4.2 Smart Contracts Implementation
The on-chain implementation of enhanced DiabeticChain is performed via two main smart
contracts: ConsentManager and Groth16Verifier. Together these contracts enable the en-
forcement of consent workflows (based upon cryptography-verifiable consent), the manage-
ment of revocations, and the immutable recording of all events to the Polygon blockchain.

The most critical operation is the registration of patient consent. As described in Al-
gorithm 5, the process starts by verifying a zk-SNARK proof on-chain to confirm that the
consent parameters (role, purpose, validity window) satisfy the deployed policy. Only af-
ter successful verification is the consent hash computed and persisted, thereby preventing
duplicates or tampering.

Algorithm 5 registerConsent Function
Require: proof, publicSignals, encryptedCID
Ensure: ConsentRegistered event if successful

1: assert Groth16Verifier.verifyProof(proof, publicSignals) == TRUE
2: consentHash ← hash(publicSignals.policyParams)
3: assert consents[consentHash] == NULL
4: consents[consentHash] ← Consent(encryptedCID, publicSignals.expiry, ACTIVE)
5: emit ConsentRegistered(consentHash, encryptedCID, publicSignals.expiry)
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Table 5.1: Core Tools and Libraries Used in the Implementation

Tool / Library Version Purpose
Node.js 20.x LTS JavaScript runtime envi-

ronment
Hardhat 2.26.1 Smart contract compila-

tion, deployment, and test-
ing

@nomicfoundation/hardhat-toolbox 6.1.0 Gas reporting, debugging,
and extended test utilities

Circom / SnarkJS 0.7.5 zk-SNARK circuit compila-
tion (Groth16) and proof
generation

ipfs-http-client 56.0.3 IPFS communication and
file upload

web3.storage 4.5.5 Pinning and persistent
storage of encrypted FHIR
files

AES-256-GCM + RSA N/A Hybrid encryption for pay-
load and key encapsulation

dotenv 17.2.2 Environment variable man-
agement for reproducible
deployments

web3 1.3.0 Interaction with blockchain
(Polygon testnet/local
fork)

This algorithm guarantees that no consent can be recorded without passing zk-SNARK
verification, thereby preventing forged or replayed consents.

Revocation of consent is shown in Algorithm 6, where patient can mark an active
consent as revoked at any period of time. Once consent has been revoked, it will reflect
on-chain immediately such that any subsequent access requests will fail.

Algorithm 6 revokeConsent Function
Require: consentHash
Ensure: ConsentRevoked event if successful

1: assert consents[consentHash].status == ACTIVE
2: consents[consentHash].status ← REVOKED
3: emit ConsentRevoked(consentHash)

The last major operation is processing access requests. In Algorithm 7, it is illustrated
how the healthcare provider’s zk-proof is verified, the current consent status is evaluated,
and the encrypted record pointer (CID) is returned only when there exists an active
consent policy for the access request.
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Algorithm 7 requestAccess Function
Require: proof, publicSignals
Ensure: AccessGranted event + CID if successful

1: assert Groth16Verifier.verifyProof(proof, publicSignals) == TRUE
2: consentHash ← hash(publicSignals.policyParams)
3: assert consents[consentHash].status == ACTIVE
4: assert currentTime < consents[consentHash].expiry
5: emit AccessGranted(consentHash, consents[consentHash].cid)
6: return consents[consentHash].cid

5.4.3 zk-SNARK Proof Pipeline
The key element of enhanced DiabeticChain’s privacy protection is the zero-knowledge
proof pipeline, that lets patients and healthcare professionals prove their adherence to
consent rules while protecting their private information from being visible on-chain. The
proof pipeline is based on the Groth16 proving system and includes four phases: circuit
compilation, trusted setup, proof generation and on-chain verification.

Groth16 requires a circuit-specific trusted setup that generates a proving key (pk) and
a verification key (vk). In our prototype, this setup is executed once for the consent
circuit, the resulting vk is embedded in the Groth16Verifier contract to support on-
chain verification, while pk is kept off-chain and used by the client application to construct
proofs. Since Groth16 security assumes that the setup trapdoor is not retained by any
single party, a practical deployment should perform this setup as a multi-party ceremony
across the participating healthcare organizations (e.g., hospitals and regulators) to reduce
reliance on a single trusted entity. Finally, because pk and vk are tightly bound to the
circuit, any circuit update (or suspected compromise) requires regenerating keys and
rotating the on-chain vk through a controlled contract upgrade or governance-approved
update, while deprecating older key versions to avoid verification ambiguity.

Algorithm 8 describes the off-chain process of creating zk-SNARK proofs (for role,
purpose, time validity), to be run in the local client environment to ensure that no private
data leaves the client environment.

Algorithm 8 zk-SNARK Proof Generation
Require: circuit.circom, witnessData (policyParams, requesterAttrs)
Ensure: Proof (π) and Public Signals (y)

1: Compile circuit.circom → Rank-1 Constraint System (R1CS) constraints
2: (provingKey, verificationKey) ← snarkjs.setup(R1CS)
3: witness ← calculateWitness(witnessData, R1CS)
4: π ← snarkjs.groth16.prove(provingKey, witness)
5: y ← witness.publicOutputs
6: return (π, y) for submission to smart contract

Once the proof is generated, the Groth16Verifier contract performs verification on-
chain, as shown in Algorithm 9.

In case the proof is correct, then the contract will continue executing (for example
register consent or grant access). If not, the transaction will revert, this prevents unau-
thorized or false access. With these mechanisms, the security of the system is ensured
through cryptographic correctness and makes it impractical for attackers to go around
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Algorithm 9 On-Chain Proof Verification
Require: Proof (π), Public Signals (y)
Ensure: Boolean (valid / invalid)

1: Load verificationKey from contract storage
2: result ← pairingCheck(π, verificationKey, y)
3: if result == TRUE then
4: return VALID
5: else
6: revert(”Invalid Proof”)

consent enforcement mechanisms by providing incorrect proofs. Algorithms 8 and 9 to-
gether provide a complete and effective zk-SNARK solution that effectively prevents data
exposure, produces provable assurances, and effectively combines with the consent man-
agement system logic presented.

5.4.4 Encryption and Storage Pipeline
To ensure the entire confidentiality of the medical record for the diabetic patient (end-to-
end), enhanced DiabeticChain has introduced a hybrid encryption and distributed storage
pipeline. It guarantees that the sensitive FHIR resources are always encrypted regardless
of how or where they are stored. The pipeline uses AES-256-GCM for symmetric encryp-
tion of the payload and RSA (or attribute-based encryption, ABE) for securely sharing the
symmetric key with authorized parties. Encrypted payloads are stored on IPFS, and only
their Content Identifiers (CIDs) are recorded on-chain, thus minimizing blockchain stor-
age requirements. Algorithm 10 describes the encryption and upload procedure executed
whenever a new patient record is registered.

Algorithm 10 FHIR Resource Encryption & Storage
Require: FHIR Record (R), Patient PublicKey, ConsentPolicy
Ensure: CID of Encrypted Record

1: Generate symmetric key K AES ← random(256-bit)
2: Encrypt record: C ← AES-256-GCM-Encrypt(R, K AES)
3: Encrypt K AES using Patient PublicKey (or ABE policy): K enc ←

RSA/ABE-Encrypt(K AES, ConsentPolicy)
4: Bundle payload: P ← {C, K enc, metadata}
5: Upload P to IPFS: CID ← ipfs.add(P)
6: return CID for on-chain storage in ConsentManager

This process ensures that even if the IPFS network is publicly accessible, no unautho-
rized entity can read the patient record without satisfying the decryption policy. Data
retrieval is handled by a complementary process, shown in Algorithm 11, which decrypts
the record only if the requester’s attributes match the consent policy.

Together, Algorithms 10 and 11 guarantee confidentiality, integrity, and fine-grained
access control. Only those who meet the authorization policy will be able to decrypt the
AES key; every time an attempt to access these resources is made, the event generated
by the smart contract will be recorded in such a way as to maintain the ability to audit
fully.
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Algorithm 11 Secure Retrieval & Decryption
Require: CID, Requester Attributes
Ensure: Decrypted FHIR Record (if authorized)

1: Fetch encrypted payload P from IPFS using CID
2: Verify access policy: assert ABE-Satisfy(Requester Attributes)
3: Decrypt symmetric key: K AES ← RSA/ABE-Decrypt(P.K enc)
4: Decrypt record: R ← AES-256-GCM-Decrypt(P.C, K AES)
5: return plaintext FHIR Record (R)

5.4.5 Integration with HL7/FHIR
Enhanced DiabeticChain incorporates an Interoperability Layer as a result of its ability to
provide semantic interoperability. Semantic interoperability means that each time patient
records are shared among different types of healthcare systems they do not lose their
meaning nor do they cause structural ambiguity. The Interoperability Layer performs data
normalization, resource transformation, and validation using HL7/FHIR APIs, which are
used for encryption and storage of patient records. The conversion of the patient’s medical
record into a compliant FHIR resource (i.e., Patient, Observation, Condition) prior to
encryption allows authorized stakeholders to parse and use the data in a standardized
format. This helps reduce friction when integrating new electronic health records (EHRs)
and facilitates portability of the patient’s medical record across hospitals, insurers, and
research institutions. Algorithm 12 outlines the transformation and validation steps that
occur when the Interoperability Layer processes the patient’s medical record.

Algorithm 12 HL7/FHIR Data Normalization
Require: Raw Clinical Data (D)
Ensure: Validated FHIR Resource (F)

1: Map raw fields in D → FHIR schema attributes
2: Construct resource object: F ← new FHIR.ResourceType(mappedData)
3: Validate schema compliance: assert FHIR.validate(F) == TRUE
4: Attach metadata: F.meta.policy ← ConsentPolicy
5: return standardized FHIR resource (F)

Schema validation at this point also prevents the propagation of poorly formatted
patient records to the decentralized network since malformed patient records are rejected
from being encrypted and stored in the network. In addition, including the patient’s
consent policy as part of the FHIR resource’s meta field allows downstream systems to
apply policy-based decision making when they retrieve a patient’s medical record. Using
APIs to drive the integration of new FHIR profiles and to perform HL7/FHIR standard
updates will greatly enhance interoperability and extensibility within the system. Future
versions of HL7/FHIR standards can be integrated with minimal modifications to the
system.

5.4.6 Functional Verification
Functional verification of this work has been accomplished by a unit testing suite imple-
mented utilizing the Hardhat framework. The unit testing suite verifies the correctness,
security, and overall robustness of the smart contract functionality, governing the con-
sent registration, access control, and encrypted data management. Table 5.2 unit testing
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Table 5.2: Summary of Unit Test Coverage

Test Scenario Expected Outcome
Valid consent registration Consent successfully recorded on-chain
Retrieval & payload decryption Original file integrity preserved
Consent with tampered proof Rejected (invalid zk proof)
Expired consent Rejected
Access with mismatched purpose Access denied
Correct re-encryption and CID
update

CID updated and mapped correctly

Duplicate registration (same
proof hash)

Rejected

Multiple registrations with iden-
tical zk input

Rejected

Full access request with valid
proof

Encrypted data retrieved and decrypted

represents a critical component in providing a measure of assurance prior to performing
the large-scale performance benchmarking. The testing suite contains nine individual
testing scenarios which represent a mix of both valid and adversarial user interactions
including; (i) Successful registration of a patient’s consent utilizing a valid zk-SNARK
proof, (ii) Prevention of registering a duplicate entry for the same patient, (iii) Rejection
of attempting to register a duplicate entry for the same patient utilizing a tampered or
expired zk-SNARK proof, (iv) Correctly encrypt and decrypt a patients FHIR record,
and (v) Proper enforcement of access control based upon a patient’s granted consent to
use their medical information for a specific intended purpose. The test results, shown in
Figure 5.3, indicate that each functional requirement outlined in this thesis has been met
with a 100% pass rate and demonstrate the reliability of the on-chain and off-chain logic
that make up the proposed architecture of this work.
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Figure 5.3: Successful Execution of All Consent, Encryption and Access-control Scenarios in
the Unit Test Results
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5.5 Evaluation, Results, and Discussion
This next part of the chapter describes an experimental assessment of enhanced Diabet-
icChain. It will describe performance metrics from our experiments, analyze the results
of these experiments, and discuss the security implications of the results. We report the
throughput, latency and success rate of transactions and queries on a private blockchain
using controlled benchmarks of transactions and queries as workload increases. These
results will be explained based upon the goals of the system design with respect to scal-
ability limits, resilience characteristics, and the potential security issues that would need
to be considered by deployers of such systems in real world healthcare settings.

5.5.1 Experimental Setup
5.5.1.1 Test Environment

An evaluation of an SUT (System Under Test) was made on a completely private, fully-
compatible version of an Ethereum network for smart contracts. The SUT was designed
to allow both deployment and execution of smart contracts in addition to provide full
transactional finality while also allowing a controlled environment for block production.
Hyperledger Caliper (version 0.6.0) was used to generate workloads, collect metrics of
performance (throughput and latency), and measure the systems resource utilization.
Workloads for each experiment were run on 4 servers with 12-core CPUs and 8 GBs of
RAM. These four servers had ample processing capabilities to ensure that no bottleneck
existed due to the computational capabilities of the servers and therefore allowed us to
concentrate solely on how the blockchain would behave under various levels of load.

5.5.1.2 Workload Configuration

The Hyperledger Performance & Scale Working Group define the following blockchain
functions [168]:

• Transactions (state-changing operations): Any changes to the global blockchain
state; for example, registering or revoking a patients’ consent.

• Queries (read-only operations): Accessing blockchain data that does not change
the blockchain’s state; for example, obtaining a patients’ current consent status.

As stated above, because each transaction requires consensus participation, block in-
clusion and gas fees to be computed prior to validation, it is expected to have higher
latency and lower throughput than queries when subjected to increasing workloads due
to the need to reach agreement among all validators and to include the new block in the
chain.

Two different workload configurations were therefore created to reflect this difference:

• Transaction Workload

– Number of Rounds: 50
– Transactions per Round: 1000
– TPS Ramp-Up: TPS increases from 5 TPS in the first round to 250 TPS in

the last round (increases by 5 TPS per round).
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– Rationale: The TPS will increase gradually over time to simulate real-world
growth and will stress the consensus layer under an increasingly heavy workload
to show at what point throughput saturates and latency grows.

• Query Workload

– Number of Rounds: 50
– Queries per Round: 1000
– TPS Ramp-Up: TPS increases from 100 TPS in the first round to 5000 TPS

in the last round (increases by 100 TPS per round).
– Rationale: Reads are significantly less expensive and can scale much better

than writes because reads do not require consensus. A larger TPS range was
therefore chosen to measure its performance limit and to demonstrate the ex-
pected throughput disparity between state-changing and read-only operations.

This test plan enables us to examine enhanced DiabeticChain’s capability to pro-
cess high write volumes (for example, continuous consent updates) and large-scale read
requests (for example, quickly accessing patient consent files), and realistically model po-
tential healthcare scenarios. Additionally, comparing the performance of the two types of
transactions provide insight into the system’s scalability and help diagnose bottlenecks in
consensus processing and state access.

5.5.2 Performance Results and Analysis
• Transactions Workload

The performance analysis of enhanced DiabeticChain in terms of benchmarking the
blockchain transaction processing performance, for 50 sequential rounds of operation
demonstrated a scalable transaction processing capability when it processed 5 to 250
TPS sequentially. Therefore, the testing resulted in 50,000 write operations performed
on a private blockchain as illustrated in Figure 5.4. The performance of DiabeticChain
demonstrated almost perfect linear scalability until the point of approximately 240
TPS. After that point, the performance began to plateau and indicate that either the
rate of producing blocks, or the capacity of the mempool, had reached saturation. As
the actual throughput closely matched the theoretical y=x line up to this point of satu-
ration, it also illustrates that enhanced DiabeticChain will continue to operate reliably
without causing significant bottlenecks to process increasingly larger workloads.
As shown by Figure 5.5, there were three discrete performance ranges observed:
Optimal Zone (0–100 TPS): A 100% success rate for all transactions with steady-state
latency (approximately 8.9 ms) were achieved demonstrating that enhanced Diabetic-
Chain operates reliably in moderate workload conditions.
Stable Zone (101–240 TPS): Average success rate of 95.5% was maintained while a
single instance of failure occurred at round 30 (150 TPS), where 181 transactions
failed (18.1% failure rate). However, the system immediately returned to a normal
state of operation in subsequent rounds, illustrating its high degree of resiliency to
transient stress.
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Figure 5.4: Throughput vs. Target TPS for Transactions

Figure 5.5: Success Rate by TPS Range for Transactions

Critical Zone (241 – 250 TPS): Significant deterioration in performance was observed
where the success rate fell to 90%, and 846 transactions failed at round 49 (84.6%
failure rate), marking a hard limit to performance.
An interesting observation made from examining Figure 5.6 is the observed counter-
intuitive decrease in latency for higher TPS levels. It is hypothesized that this behavior
may be due to batching/scheduling optimization techniques being applied under heavy
load conditions or because the failed transactions are not included in the latency calcu-
lations. This behavior is consistent with previous studies regarding blockchain perfor-
mance, where network saturation results in a reduction in queuing delays for successful
transactions, however this occurs at the cost of increased failure rates.
As shown in Figure 5.7, the majority of failed transactions occur in two instances of
stress—rounds 30 and 49—identifying the boundaries of stable to critical performance
zones. Additionally, the full recovery of the system after the initial failure event pro-
vides evidence that enhanced DiabeticChain can tolerate transient increases in load,
provided the increase does not exceed the saturation threshold.
In conclusion, the findings illustrate that the sustainable operating range for enhanced
DiabeticChain is approximately 145 TPS for mission-critical use cases, and with proper
monitoring and retry mechanisms, it can achieve acceptable performance to approxi-
mately 200 TPS. Beyond 240 TPS, the performance severely degrades resulting in un-
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Figure 5.6: Latency Trends for Transactions

Figure 5.7: Failure Distribution for Transactions

acceptably low transaction reliability. Thus, the results of this study provide valuable
guidance for both capacity planning and system tuning for production environments.

• Query Workload
The benchmarking on enhanced DiabeticChain’s queries were run for 50 rounds sequen-
tially with increased target rates until reaching 5,000 transactions per second (TPS).
The aggregate number of read-operations performed were 50,000 read operations. As
seen in Figure 5.8, although there were no failures (100% success rate), the measured
throughput leveled-off at approximately 687 TPS. A bottleneck in the Remote Pro-
cedure Call (RPC) layer or read-path constraints is likely responsible for this upper
limit. Since queries are read-only and do not include blocks, this bottleneck is unlikely
to be caused by consensus latencies.
In contrast to the previous transaction-based workloads where the performance de-
creased after 240 TPS due to consensus limitations, the query workloads demonstrated
perfect success for each of the target loads tested (Figure 5.9). This illustrates the re-
siliency of the read-paths within the system when subjected to an extreme synthetic
load.
The latency trend (Figure 5.10), like before, indicated zero-latency responses (≈ 0 ms
average response time) for all rounds, which demonstrates the ability of the system to
provide read access with very little delay even at its maximum throughput (saturation).
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Figure 5.8: Throughput vs. Target TPS for Queries

Figure 5.9: Success Rate by TPS Range for Queries

This type of behavior is also important for clinical use cases where responsiveness to
patient data retrieval needs to occur regardless of how much the system is utilized.
Finally, Figure 5.11, confirms there were no failed rounds; therefore, query underper-
formance is solely an issue of throughput efficiency and not reliability.
Taken together, the results of this set of tests clearly indicate that enhanced Diabetic-
Chain’s query services are extremely reliable; however, they have a fixed performance
ceiling of approximately 687 TPS. When planning for production deployments, a safe
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Figure 5.10: Latency Trends for Queries

Figure 5.11: Failure Distribution for Queries

operating range would be to target ≤ 600 TPS to allow for some margin between the
maximum possible throughput and the maximum allowed throughput. To increase
the query service throughput beyond this point, either horizontal scaling of nodes or
load-balancing of RPCs will need to be implemented.

5.5.3 Threat Model and Security Analysis
In this section we present an analysis of the threat model for the enhanced DiabeticChain
as well as possible attack vectors that can occur at the application and network layers,
and the methods available to mitigate these threats and the remaining risk. Figure 5.12
consolidates the adversarial assumptions used in our analysis and visualizes the main
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trust boundaries in the system. It distinguishes threats that primarily target the smart-
contract/application layer from those that arise at the network/consensus layer, which is
important because the available mitigations differ across these two levels.

Figure 5.12: Threat Model for Enhanced DiabeticChain

5.5.3.1 Adversary Model

Guided by the trust boundaries in Figure 5.12, we assume the following: (i) patien-
t/provider endpoints protect their private keys, if an endpoint is compromised, the at-
tacker can act with that user’s privileges (treated as a residual risk), (ii) off-chain storage
(e.g., IPFS/gateways) is untrusted for confidentiality and integrity, so security must not
rely on it being honest, and (iii) the permissioned validator set is composed of known
entities where an adversary may corrupt a limited fraction of validators but does not sus-
tain majority control of consensus. Under these assumptions, the adversary can observe
on-chain transactions and pending mempool activity, submit transactions, call public
contract functions, and attempt replay/front-running and DoS at the application layer,
while attempting censorship/reordering at the network layer within the stated limits. Ac-
cordingly, we separate attacks that primarily target the smart-contract/application layer
from those that arise at the network/consensus layer, since the mitigations differ across
these two levels. In terms of potential attacks on the smart contract layer, there are four
primary types of attacks:
• Unauthorized Access: Attempting to bypass role-based permissions or exploit mis-

configurations to modify consent records without authorization. This may include
privilege escalation by compromised keys/credentials or abusing exposed contract func-
tions, leading to incorrect consent states and loss of patient control.
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• Replay Attacks: Reusing previously valid transactions (or signed requests) to trigger
state changes multiple times and create an invalid system state. Without robust fresh-
ness checks (e.g., nonces, deadlines), an attacker may re-apply old consent updates or
access approvals, undermining auditability and revocation.

• Front-running: Observing pending transactions in the mempool and injecting com-
peting or malicious transactions that are executed first (e.g., by paying higher fees).
This can be used to preempt consent updates, reorder access requests, or exploit time-
sensitive operations, causing unfair ordering and potential policy violations.

• Denial-of-Service (DoS): Flooding the contract or its supporting RPC/middleware
with excessive transactions or expensive calls to reduce availability for legitimate users.
In a clinical workflow, such congestion can delay consent updates and data-access
operations, impacting timeliness even if confidentiality remains intact.
Potential attacks at the network and consensus layer include the following three types
of attacks:

• Validator Bribery: Incentivizing validators to reorder, censor, or selectively include
transactions for economic gain. Such behavior can delay consent revocations, prioritize
adversarial access attempts, or facilitate MEV-style manipulation that weakens fairness
and availability guarantees.

• 51% Attack: Acquiring majority influence over block production (e.g., majority
stake/validators) to override the consensus mechanism and reorganize chain history.
This can enable rollbacks of recorded consent events or access logs, reducing trust in
the immutability and integrity of the audit trail.

• Long-Range Attacks: Rewriting historical checkpoint information when older val-
idator keys are compromised and then used over time to forge an alternative chain
history. This is particularly relevant to PoS-style settings where past keys may leak,
potentially enabling retroactive manipulation of consent timelines unless strong finali-
ty/checkpointing is enforced.

5.5.3.2 Mitigations

Enhanced DiabeticChain will use a multi-layered approach to defend against the described
threats:
• End-to-End Encryption: Patient data is first encrypted by Attribute-Based En-

cryption (ABE) before it is stored in IPFS; therefore, if someone tries to access the
data, the only people who can unlock the data are those who have the correct attributes
as healthcare providers; this method prevents an attacker from accessing patient data
through unauthorized means, an inside job, or data loss.

• Zero-Knowledge proofs (ZKPs): ZKP allows patient consent verification without
releasing the patients’ sensitive identifiers on-chain. Therefore, ZKP provides protec-
tion for patients’ identities and helps prevent inference or linkage attacks.

• Access Control & Replay Protection: The ConsentManager smart contract uses
role-based permissions and transaction nonces to limit access to write operations and
limit the potential of malicious parties to reuse previous transactions.

• Resistance to front-running: By off-chain signing, encrypting payload, and mak-
ing atomic on-chain commitments, Enhanced DiabeticChain can limit the visibility
of the adversary in the mempool and make it difficult for the adversary to reorder
transactions.

• Denial-of-service (DoS) Resistance: High gas costs create a financial deterrent
for adversaries to attempt DoS attacks by sending spam transactions; additionally, the

87



middleware level can be used to throttle incoming traffic during a flood attack.
• Threat Mitigation of Validators: Polygon PoS has slashing conditions built into

its design; therefore, attempting to bribe or collude with validators creates an economic
disincentive for them to engage in such activities.

• Prevention of Long-Range Attacks: Checkpointing of Polygon to Ethereum L1
creates chain finality and makes rewriting history of the blockchain unfeasible.

5.5.3.3 Residual Risks

Although there are measures in place to mitigate some of these risks, others remain:
• Economic Threats: A well funded attacker may attempt to bribe validators or

acquire enough staked tokens to censor transactions, or to reorganize the blockchain.
• Scaling Issues: While high transaction volumes will slow down the network and

increase fees, they will not stop it entirely.
• Security at the Endpoint: Users’ ability to protect their wallet and private key is

still vulnerable to attack as no protocol can completely prevent it from occurring.
• Availability of Services: Despite being expensive, a network level DoS (Denial of

Service) attack could still temporarily disrupt the network.

5.6 Summary
The contribution of this research is an enhanced version of the DiabeticChain frame-
work. This version is a substantially improved version of the previous DiabeticChain
architecture and a further advancement of blockchain technology used for managing data
within healthcare applications. An important aspect of this new framework is semantic
interoperability with healthcare information standard frameworks, specifically HL7/FHIR
standards using a customized mapping/API layer to ensure that all patient records will be
standardized to allow portability among disparate and heterogeneous healthcare systems.
Furthermore, privacy for patients is protected through the utilization of zk-SNARKs
to provide zero-knowledge consent verification without publishing any of the patient’s
sensitive information on-chain. In addition, confidentiality is ensured through a hybrid
encryption system (AES-256-GCM + RSA/ABE), providing end-to-end encryption of all
patient data placed on IPFS, even when utilizing untrusted storage nodes.

Evaluation of our enhanced DiabeticChain indicates the ability to support high trans-
actional throughput rates (up to 240 TPS prior to saturation) and very low latency
for all query-based operations; supporting use cases for real-time patient data sharing in
operational environments. Overall, these findings confirm the enhanced DiabeticChain
supports both increased scalability and auditing capabilities, while meeting compliance
regulations like GDPR and HIPAA, allowing for legitimate treatment of data (data min-
imization) and controlled access during the entire life cycle of data.
With the enhanced architecture in place, it is essential to ensure its smart contracts are
secure; Chapter 6 introduces TotalSol, a multi-layer static analysis framework for detect-
ing vulnerabilities in the system’s smart contracts. Since DiabeticChain’s core healthcare
logic is encoded in Solidity smart contracts, including user registration (USC), consent-
policy storage and validation (APSC), metadata anchoring for off-chain clinical records
(MDSC), and access-ticket based authorization (AMSC); any flaw in contract logic or ac-
cess control can directly weaken patient privacy and consent enforcement. To strengthen
assurance prior to deployment, these DiabeticChain contracts are treated as first-class
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audit targets and are analyzed using TotalSol as a dedicated static-analysis step in the
development workflow. TotalSol runs multiple complementary analyzers over the same
contract codebase and consolidates their results into a single, deduplicated report, help-
ing to surface high-impact issues (e.g., reentrancy, arithmetic errors, and access-control
weaknesses) that are especially critical in patient-centric healthcare systems. In this way,
TotalSol operationalizes the thesis’s security objective by providing an explicit, repeatable
check on the contracts that implement consent and data-access control.
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Chapter 6

TotalSol: A Multi-Layer Static Analysis Method for
Vulnerability Detection in Ethereum-based Smart
Contracts

The chapter introduces TotalSol, a new multi-layered static-analysis approach to detect
vulnerabilities in smart contracts running on the Ethereum blockchain platform. The
chapter provides an overview of the methodology employed in this study and the data
set used to test it, compares the performance of TotalSol with other existing (baseline)
analyzers of smart contracts and discusses the results obtained from the testing phase.
This study aims to provide the necessary support for the secure usage of smart contracts
in the healthcare domain.

6.1 Introduction
Blockchain is a decentralized system based on Distributed Ledger Technology (DLT)
used to store data in a secure manner, while providing transparent access to said data,
and immutable storage to said data [169]. Blockchain was originally created for use
with digital currency, specifically Bitcoin, however since the creation of Ethereum Smart
Contract Technology, blockchain has expanded into a number of areas outside of digital
currencies. A smart contract is a self-executing digital agreement which is directly coded
onto a blockchain. The smart contract can automatically verify, enforce and enable the
provisions contained within the terms of the smart contract without the need for an
intermediary. Smart contracts are much more than simply a digital version of an existing
agreement; they are designed to take action when predetermined conditions have been
met, thus automatically enforcing the terms of the agreement, including a tamper-proof
record of all transactions [170]. Once deployed, a smart contract will operate as intended
and will automatically execute the previously determined actions such as transferring
funds/assets, releasing funds or issuing tokens without requiring human interaction. In
addition to minimizing threats, the inherent reliability of smart contracts also creates
a trusted environment; smart contracts therefore serve as the backbone of decentralized
systems that provide many different types of automated, trusting exchanges between
parties [171]. In contrast, the contract platforms such as Ethereum are open in nature for
everyone to participate.

Execution of Ethereum and Bitcoin is vulnerable to manipulation attempts by ar-
bitrary adversaries, unlike traditional permissioned networks where the threat is lower.
They allow network participants to decide which transactions to accept, how to order
transactions, and set the block timestamp, among other things. Contracts based on any
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of these sources must be aware of the subtle semantics of the underlying platform and
explicitly be protected against manipulation [172]. Unlike classic distributed applica-
tions, which can be patched when errors are discovered, contracts are irreversible and
immutable. There is no way to repair a broken contract, regardless of its value, without
reversing the blockchain. Therefore, it is important to think about the accuracy of the
contracts before deployment. In recent years, various techniques have been proposed for
analyzing vulnerabilities in smart contracts. All current solutions rely on static analysis
and symbolic execution to verify the security and correctness of smart contracts. These
are complex and require a lot of time to get analyzed. They have limited applicability
as they do not process constructs like loops, have a high false positive rate, do not eas-
ily scale to large contracts and do not address all types of known vulnerabilities [173].
The techniques we propose in this thesis will allow complete automated analysis of smart
contracts, using static techniques to reduce the number of false positives, and handle the
entire syntax of smart contracts. Also, the tool developed will significantly take lesser
time to operate. The tool is specially made to handle large amounts of real-world smart
contracts.

6.2 Security Challenges in Ethereum Smart Contracts
a) Reentrancy Attacks: Reentrancy attack occurs when a smart contract interacts

with an external contract that can call back into the original contract before the
first function completes. This can lead to multiple withdrawals before the balance is
properly updated. A famous instance of this attack was the 2016 DAO hack, which
exploited reentrancy vulnerability [174].

b) Integer Overflow/Underflow: These errors happen when arithmetic operations
go beyond the maximum or minimum value of the data type, causing unpredictable
behavior. To prevent this, use of the Safe Math library ensures safe and controlled
arithmetic operations. Attackers can use up the gas needed for operations, caus-
ing functions to fail and thus making the contract unusable. Contracts may be
overloaded with operations that exceed block gas limits, leading to DoS.

c) Front-Running: This happens when attackers observe pending transactions and
submit their own transactions with higher gas fees, getting their own transactions
processed first and manipulating the results. Front-running is common in decen-
tralized exchanges, where attackers see large trades and jump ahead to profit from
price fluctuations.

d) Phishing and Social Engineering: Attackers use tactics like fake websites,
emails, or impersonations to trick users into interacting with malicious contracts
or addresses. This can result in an unauthorized transfer of assets.

e) Unchecked Call Return Values: When a function makes external calls without
verifying if they succeeded, it can cause unexpected problems if the call fails. If a
contract sends Ether without checking the return value, it might lose funds if the
fallback function of recipient contract fails.

f) Insecure Randomness: Since the blockchain data is public, generating random
numbers in a smart contract is hard, which can result in making it predictable.
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This can undermine the fairness of games, lotteries, or any features that depend on
unpredictable outcomes.

6.3 Proposed Methodology
This section outlines the workflow used to design, implement, and evaluate the proposed
smart contract vulnerability analyzer. To ensure the evaluation reflects current, real-world
practice, the dataset is built from verified smart contracts deployed on the Ethereum main-
net. Many publicly available smart contract datasets are either synthetic/non-mainnet
or tied to older Solidity versions. Therefore, a Smart Contract Downloader is adopted
[175] which uses the Etherscan API [176] to retrieve contract source code directly from
the mainnet. This ensures the collected data corresponds to already deployed contracts.
The downloader executes in two phases to obtain the desired dataset: first, an Etherscan
account is created and API key(s) are generated to access the API. Next, a CSV file con-
taining smart contract addresses is provided (e.g., from Etherscan’s open-sourced contract
lists). The addresses in the CSV are processed sequentially, each address is queried via
the Etherscan API, which returns the corresponding contract source code. The source
code is then downloaded locally in standard JSON format [177].
Figure 6.1 summarizes the end-to-end collection pipeline used in this study, from contract
acquisition to the initial screening steps that prepare the dataset for analysis. In partic-
ular, it highlights how downloaded contracts are normalized and checked for basic struc-
tural and compilation validity before they enter the subsequent parsing and vulnerability-
detection stages. This ensures that later results are produced on a consistent corpus of
Solidity code rather than on incomplete or incompatible sources.

6.3.1 Parsing Phase
In the parsing phase, the downloaded .json files are parsed by using a json parser and
are converted into solidity files (.sol) format. The solidity files are modified to ensure
compatibility with the Solidity compiler, such as updating pragma statements and fix-
ing version-related issues that may occur while compilation of the files. The modified
solidity files are compiled to check for errors. If some contracts can’t be compiled, they
are discarded. The final output consists of the Solidity contracts that were successfully
downloaded and parsed from the Ethereum mainnet.

6.3.2 TotalSol: A Vulnerability Detector
Several existing tools, such as Aderyn, Slither, Mythril, Oyente and Securify have made
strides in this field, each specializing in different aspects of vulnerability detection. How-
ever, relying on a single static analyzer often leads to incomplete assessments, as a single
tool cannot detect the full spectrum of possible vulnerabilities.
This thesis introduces TotalSol as a full-fledged contract vulnerability evaluation tool uti-
lizing multi-static analyzers in parallel. This methodology allows for an increased number
of evaluated vulnerabilities while reducing the number of false negatives. It provides an
efficient and accurate way to evaluate the on-chain security of smart contracts [178].
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Figure 6.1: Downloading and Parsing Phases of Smart Contract

93



6.3.3 TotalSol Architecture
Written in C++, TotalSol is a static-analysis tool which looks at combining various smart
contract security analyzers into one single framework. Its architecture allows modularity
and scalability, allowing the system to pass the same code to different analyzers through
a unified input format. This allows seamless operation of different analyzers. This design
also allows for easy incorporation of new analyzers as the smart contract and blockchain
security area evolves and more vulnerabilities are reported. TotalSol is specially made for
analyzing thousands of contracts together [179].
One of the foremost goals of TotalSol is ease of use, allowing a developer to plug in
new tools or customize some existing ones without much hassle and without making any
substantial changes to the core architecture. This ensures that this tool remains future-
proof to stay relevant, given that Solidity would develop and with it, new security issues
would be generated. TotalSol uses a very simple yet effective way of finding the bugs from
a smart contract. The following flowchart presents an overall construction of TotalSol,
showing the clear flow from input files to bug-reporting:
To clarify how TotalSol orchestrates multiple analyzers and produces a single actionable
output, Figure 6.2 presents the architecture at a glance. The diagram emphasizes the
separation between (i) contract ingestion and preprocessing, (ii) parallel execution of
complementary analyzers, and (iii) aggregation of findings into a consolidated report.
This view is helpful for interpreting the implementation choices discussed next and for
understanding where scalability and extensibility are introduced in the framework.

Figure 6.2: TotalSol Architecture

6.3.3.1 Input Methods

TotalSol can use different input formats. The inputs that are currently supported include:
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• Solidity Files (.sol): The primary input format that allows developers to directly
analyze their smart contract source code.

• JSON Configuration Files: Smart contracts source code downloaded from the
internet is sometimes in standard JSON format. TotalSol can accept and process
these files for analysis.

• Other Custom Formats: Depending on the specific user or tool, TotalSol sup-
ports other input formats.

6.3.3.2 Analyzing Methods and Tools

TotalSol is created on the basis of the three key principles of quality - reliability, accuracy,
and speed. These factors were maintained by using only those analyzers that have been
both well-maintained and can scale. Each analyzer has its own role within the tool to
enable vulnerabilities to be found as quickly as possible and to minimize false negatives
and to keep false positives to a minimum. TotalSol includes three primary analyzers -
Slither, Aderyn, SmartCheck - and a fourth (Gas Gauge) as an optional tool for optimizing
gas usage for smart contracts. In order to maintain the highest level of accuracy while
simplifying the process, TotalSol uses a combination algorithm of the outputs of the
integrated analyzers it utilizes; this algorithm minimizes the occurrence of false negatives.
The system will proceed through a sequence of steps in which each analyzer identifies
vulnerabilities and flags the smart contract for subsequent evaluation [180]:
1. Slither (Analyzer 1):
Slither works as the first stage of detection. Swift analysis and low false positives make
it ideal. Slither specifies in detecting general Solidity vulnerabilities such as reentrancy,
integer overflows, access control issues, and more. The low false positive rate ensures that
when other tools analyze the codes, it will be less probable to get a false-positive instance.
TotalSol ensures the identification of evident vulnerabilities at the earliest possible stage.
When Slither is run in the front, it helps to filter out problematic contracts.
2. Aderyn (Analyzer 2):
Once Slither has finished with its analysis, whenever smart contracts escape, its ambit of
vulnerability will fall to being deeper examined by Aderyn. Aderyn shines in the detection
of more sophisticated and newer vulnerabilities which might elude tools such as Slither.
Traversing through the Abstract Syntax Trees (AST) to catch possible vulnerabilities is
Aderyn’s foremost strength in providing an elaborated picture of those contracts. The
logical vulnerabilities and providing the correct coding practices are spotted quite wor-
ryingly by Aderyn by checking the structure, flow and state variables of the contract.
Aderyn boasts about the plethora of detectors they host. It is absolutely the case of lots
of upgrades and constant maintenance that make Aderyn’s detectors most robust and
updated, thus much better in terms of searching for new and possibly unnoticed vulnera-
bilities. Smart contracts which pass through Aderyn unscathed move on to the next stage
of analysis [179].
3. SmartCheck (Analyzer 3):
SmartCheck is the third analyzer in the architecture of TotalSol and is designed to analyze
coding patterns for vulnerabilities. SmartCheck excels in finding niche vulnerabilities like
Denial of Service (DoS) by external contract, Costly Loop, unchecked external calls and
timestamp dependence, which other analyzers might miss. Its strength lies in identifying
coding patterns that can lead to subtle yet critical vulnerabilities in smart contracts.
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SmartCheck analyzes how contracts interact with external contracts, ensuring that no
hidden vulnerabilities arise from third-party dependencies. If no critical vulnerabilities
are identified by SmartCheck, the contract is marked as safe for deployment. Otherwise,
it is flagged and reported as vulnerable [181].
4. Gas Gauge (Optional Analyzer):
Gas Gauge is an optional tool used to analyze gas consumption in smart contracts, and
focuses on identifying Out-of Gas Denial of Service (DoS) vulnerabilities and optimizing
gas usage efficiency. Developers can choose to skip this step, as Gas Gauge relies heavily on
Truffle and can increase the execution time significantly. Gas Gauge lately had a problem
in detecting problems on latest smart contract versions. However, for projects where gas
optimization and vulnerabilities are a must, Gas Gauge provides valuable insights into
how contracts can be optimized.

Algorithm 13 Algorithm
1: The Tool takes input of Smart Contract in .sol format.
2: The Tool passes the contract to the analyzer1.
3: If analyzer1 finds vulnerability, then the code is reported vulnerable.
4: Else if analyzer1 does not detect any vulnerability then it is flagged as safe and sent

for further analysis.
5: The Contracts that are flagged safe are then analyzed by analyzer2.
6: The analyzer2 flags the Contract in the same way as in step 3, 4
7: The Contract passes n numbers of analyzers before being finally marked as safe.

Algorithm 14 SmartContractAnalysis
1: procedure SmartContractAnalysis(directory)
2: contracts ← load contracts(directory)
3: non vulnerable contracts ← [ ]
4: safe contracts count ← 0
5: n← number of analyzers
6: for all contract in contracts do
7: result ← analyzer1(contract)
8: if result == ”vulnerable” then
9: report vulnerability(contract)

10: else
11: copy contract(contract, ”non vulnerable contracts”)
12: for i = 2 to n do
13: for all contract in contracts do
14: result ← analyzer i(contract)
15: if result == ”vulnerable” then
16: report vulnerability(contract)
17: remove(non vulnerable contracts, contract)
18: safe contracts count ← len(non vulnerable contracts)
19: vulnerable contracts count ← len(contracts) - safe contracts count

Pseudo Code of Smart Vulnerability Detection in Ethereum Based Smart Contracts
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(a) Slither (b) Aderyn

Figure 6.3: Baseline Analyzer Outputs Used for Comparison

6.4 Results and Discussion
This section compares TotalSol on a handpicked set of vulnerable Ethereum smart con-
tracts to existing static analyzers and measures its performance against the latter. We
merge qualitative data from analyzer outputs with a quantitative overview of detection
effectiveness and analysis time (Table 6.1). The comparison is focused on the vulnerability
classes that are significant in practice for healthcare DApps (e.g., reentrancy, arithmetic
correctness, and access control), where false negatives directly correspond to security risk.
The presentation is the same evidence-first as the rest of the thesis: illustrative results,
runtime and coverage analysis, shortcomings, and auditor practical implications.

6.4.1 Qualitative Comparison Across Analyzers
Figure 6.3 shows characteristic outputs from Aderyn and Slither on the same instances
of the contracts. In a number of instances, the baseline tools identify overlapping but
incomplete slices of the problem space; one might detect possible reentrancy while the
other identifies gas-costly patterns or suspicious access paths. While informative in isola-
tion as stand-alone reports, these views necessitate manual deduplication and differences
reconciliation by the reviewer.

6.4.2 Consolidation via TotalSol
Figure 6.4 shows the combined TotalSol report following multi-analyzer consolidation.
The pipeline normalizes tool-to-tool outputs, resolves redundancies, and promotes consen-
sus discoveries to a unified, deduplicated perspective. Operationally, this amalgamation
lowered back-and-forth when triaging and simplified the ability to trace a vulnerability
from raw pattern to an actionable fix note.

6.4.3 Detection Rate and Analysis Time
Table 6.1 consolidates tool-wise detection rate and mean analysis time on the vulnerable-
contract suite. Standalone analyzers are still useful for rapid, targeted scans, but their
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Figure 6.4: TotalSol Consolidated Report After Multi-analyzer Aggregation

Table 6.1: Tool-wise Detection Rate and Time Analysis for Vulnerable Contracts

Tools Vulnerable Contracts Detected Total-Contracts Tested Detection (%) Time Taken
Slither 3227 4402 73.3% 46 minutes
Aderyn 3461 4402 78.6% 44 minutes
SmartCheck 450 4402 10.2% 60 minutes
Mythril 2779 4402 63.1% 120 minutes
TotalSol 3550 4402 80.7% 90 minutes

detection envelopes vary. Coordinating them via TotalSol fills gaps that emerge if tools
are executed separately. The framework sacrifices moderate scheduling overhead in favor
of significant reduction in findings missed, which is beneficial in high-stakes audits.

6.4.4 Representative Evidence and Narrative Fit
The results in Figures 6.3 and 6.4 are cropped to show foreground category-level flags and
important callouts. Prioritizing the baselines and then the consolidated report captures
the chronology of the narrative: per-tool detections, normalization and grouping, and one
audit narrative that bridges issues to locations in the code. It facilitates readers to check
for themselves how single warnings are reconciled.

6.4.5 Interpretation and Practical Impact
Two observations are most pertinent to auditors. First, coverage: uniting analyzers in-
creases the surface area of vulnerability analyzed per contract and lowers the chance of
false negatives on key classes like reentrancy, arithmetic, and access control. Second, ef-
ficiency of operation: one, deduplicated report consolidates review by removing collation
by hand between tools. Combined, these characteristics enable the chapter’s objective of
enhancing smart-contract assurance in patient-focused blockchain installations with high
confidentiality, integrity, and availability standards.
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6.4.6 Limitations and Threats to Validity
Results depend on the selected contract set and versions of specific analyzers. Detection
profiles can change with new releases or with contracts that implement upcoming Solidity
features. Static analysis—orchestrated or otherwise—cannot emulate all runtime behav-
ior; fuzzing and dynamic testing are still complements to environment-dependent paths.
Enhancements are understood mostly as improved first-pass confidence rather than a
replacement for dynamic techniques.

6.4.7 Practical Takeaway
TotalSol’s multi-layer methodology provides stronger practical confidence than any single
analyzer by consolidating detections and triaging. The evidence in Figures 6.3 and 6.4,
and Table 6.1 suggests using TotalSol as a first-pass audit step, followed by specialist
tools and dynamic testing where needed, is effective.

6.5 Summary
As blockchain technology continues to experience fast changes and as smart contracts con-
tinue to play their critical role in decentralized systems, their security guarantees should
not be taken lightly. Though currently available tools for smart contract analysis such as
Mythril, Slither, Aderyn and SmartCheck are useful in the task of giving insights, but they
fall short in terms of detecting a wide range of vulnerabilities with speed and precision.
TotalSol is unique among the current analytical tools because it brings together the many
static analyzers into one solution. The results are higher efficiencies, fewer false negatives,
and greater scalability when analyzing smart contracts. Additionally, through the use of
multi-layered analysis, TotalSol fills significant gaps in the current analysis methodologies
and offers a much better and scalable assessment of contract security. Although the To-
talSol architecture is a highly advanced analysis framework, there is still opportunity for
future development in terms of adding new functional abilities and capabilities to Total-
Sol. A potential area of investigation to enhance TotalSol’s functionality in the future is
to include dynamic analysis (such as fuzzing) into the TotalSol framework. As mentioned
earlier, fuzz testing can simulate how users interact with a system, which may help to
detect vulnerabilities that were not identified through static analysis alone. Therefore, the
integration of fuzz testing with static analysis will provide a more complete assessment of
the smart contract and will increase the total security of blockchain systems. Ultimately,
enhancing the functionality of TotalSol with fuzz testing will result in a more versatile
and powerful tool for smart contract auditing.

In the final chapter, we synthesize the thesis’s findings, discuss limitations and future
research directions, and examine the broader societal impact of the proposed patient-
centric blockchain solutions.
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Chapter 7

Conclusion, Future Scope and Social Impact

This chapter sums up the contributions of this thesis, addresses its limitations and scope
for future work, and defines the wider social impact of patient-centric blockchain systems.

7.1 Conclusion
This thesis investigated a variety of blockchain-based architectures that are patient-centric
for the management of data in the healthcare environment; these architectures have also
been developed with a view toward addressing many of the issues related to security, pri-
vacy, and interoperability in addition to scalability for the use of information in health-
care. We found the significant problems associated with traditional centralized healthcare
models, including poor data management practices (data loss), inadequate management
of the consent process for patients, fragmented medical histories for individual patients,
and poor interoperability between different healthcare organizations.

1. This work included an extensive literature review in order to provide an overview
of blockchain-based healthcare architectures that currently exist, and to identify
current research gaps (in particular in terms of security, privacy, interoperability,
and systems for managing patient consent). The literature review provided the
background for the subsequent architecture proposals that are presented in this
thesis.

2. DiabeticChain is a novel blockchain designed for providing support for diabetic
health data management. DiabeticChain uses smart contracts to manage dynam-
ically the consent of individuals with diabetes and utilizes decentralized storage
through IPFS. In comparison to the traditional permissionless public blockchain
(such as Ethereum), the DiabeticChain blockchain significantly improves the in-
tegrity, security, privacy, and control of the individual over their personal health
data.

3. Enhanced DiabeticChain combines scalability, interoperability, and privacy through
its improved structure. Additions of note are zk-SNARK consent validation, hy-
brid AES-256-GCM+RSA with fine-grained CP-ABE, IPFS (CIDs on-chain), and
a specialized HL7/FHIR layer. Polygon Layer-2 minimizes latency and increases
throughput; Caliper testing achieved sustained 200 TPS (plateau 240) with high-
speed reads ( 687 TPS) and near-zero latency, with audit logs and consent revocation
supporting HIPAA/GDPR compatibility.
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4. TotalSol is a new multi-layer static analysis framework designed for the identifica-
tion of Ethereum-based smart contract vulnerabilities. TotalSol is of paramount
significance in securing blockchains by effectively pinpointing essential vulnerabili-
ties, including reentrancy, integer overflow, underflow, and access control vulnera-
bilities. Its application ensures the reliability, security, and strength of blockchain
applications in the healthcare sector.

Chapter 2 gave the necessary tools and technologies, thus forming a basic technical foun-
dation for architecture development and deployment on blockchain technology. Detailed
descriptions of the used development stacks, storage solutions, and testing environments
helped to ensure the replicability and transparency of the proposed frameworks.

A systematic literature review in Chapter 3 indicated that there are significant research
gaps, including poor or inadequate informed consent processes, lack of strong interoper-
ability, and vulnerability to security breaches. The literature review provided a solid base
for the solutions developed in later chapters of this thesis.

Chapter 4 outlines the original DiabeticChain model that can improve patient confi-
dentiality, safety of healthcare data, and enable patients to have better control over their
personal health information. Following the design, Chapter 4 demonstrated how the Di-
abeticChain system (with Ethereum smart contracts) was effectively tested, which led to
verification of both the functionality and usability of the system in real-world healthcare
environments.

Subsequent innovation in Chapter 5 addresses concerns of interoperability, scalability,
and confidentiality. DiabeticChain has been enhanced by the addition of an HL7/FHIR
layer, a Polygon Layer-2, zk-SNARK based consent mechanisms, CP-ABE based access
controls, and end-to-end encryption with IPFS. Also, Caliper measured an average of
approximately 240 TPS and approximately 687 TPS read operations with compliance.

Ultimately, Chapter 6 discusses TotalSol, which provides additional security aspects
for blockchain-based healthcare systems. As TotalSol has the capability to identify weak-
nesses, it can be an important tool for providing a trustworthy system for the deployment
of smart contracts in blockchain-based healthcare systems.

To summarize, this research is a significant step towards the development of a blockchain-
based healthcare model, that ensures privacy and is secure, scalable, interoperable and
centered on the patient. In addition to addressing existing limitations identified in the
literature, the proposed solutions in this thesis will provide a suitable platform for future
research and represent a revolution toward decentralizing and patient-centric healthcare
systems.

7.2 Future Scope
Increased use of digital healthcare delivery systems and patient-centric healthcare will
increase the need for additional research related to blockchain-enhanced frameworks. Al-
though this thesis has made a notable contribution to improving data security, data
privacy, interoperability, and scalability within blockchain based healthcare delivery sys-
tems; there are many other areas that could be researched to enhance and evolve the
existing framework.

1. Integration of Advanced Privacy-Preserving Techniques: While the cur-
rent work utilizes zk-SNARK-based consent verification (Groth16), hybrid AES-
256-GCM + RSA encryption and fine-grained CP-ABE, there is scope for more
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advanced privacy-protecting techniques such as Differential Privacy and Homomor-
phic Encryption in future work. These have the potential to make patient data
entirely secure during processing and sharing, even in distributed systems.

2. Contextual Access Control and Adaptive Consent: Still an unexplored area
is how consent should be managed dynamically. The focus of the upcoming research
could be on developing context-adaptive consent models based on clinical context,
emergency conditions, and user preferences. Future works may also include fine-
grain revocation of accesses and short-term sharing mechanisms, as for example,
notifications in real-time.

3. Interoperability Beyond Standards: Although this thesis used HL7/FHIR for
the purpose of providing interoperability between applications and services, it is
important to continue research on cross-blockchain data-interoperability — i.e., ex-
changing data between multiple blockchains (as e.g., Ethereum, Hyperledger Fabric,
Polygon). If bridges of interoperability are developed, they would allow for larger
collaboration at the level of ecosystems by different healthcare service providers and
research institutions.

4. Enhanced Performance Optimization: DiabeticChain and its enhanced deploy-
ment, which includes the use of IPFS and Polygon, have been demonstrated to scale
effectively in the test cases; but we expect that a national or worldwide real-world
deployment of our system would require improved performance. Potential methods
for improving performance include gas optimization, state channels, and sharding,
all of which may contribute to a significant increase in throughput and reduction in
latency.

5. AI and IoT Integration for Predictive Healthcare: Use of decentralized data
in AI models will result in enhanced blockchain architectures for predictive diagnosis
(for example, predicting complications related to diabetes) and will provide pro-
active patient care through use of IoT real-time monitoring devices and secured
blockchain-based storage of data.

6. Integration of Legal and Regulatory Framework: Implementing formal veri-
fication tools for smart contracts to enforce compliance with smart contract regula-
tions such as GDPR, HIPAA, and national health data laws, is one right direction
to follow. These tools will assist in creating an environment that supports the adop-
tion of technology by healthcare providers and organizations due to the alignment
of technology with regulatory body requirements.

7. Models of Universal Identity and Reputation: Establishing a globally decen-
tralized identity (DID) system, along with systems of reputation for both patients
and healthcare professionals to promote increased levels of trust, accountability, and
control regarding who can access their data. We propose integrating DID standards
(such as W3C) and verifiable credentials into existing architecture through research.

8. Quantum-Resilient Cryptography and Readiness: Plans to implement a hy-
brid (PQC + Classic) transition to post-quantum cryptography (KEMs and sig-
nature schemes), can be done to evaluate the potential performance impacts on
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throughput, latency, gas, and verification. This will consider the usage of quantum-
resistant proof systems (e.g. STARKs/hash-based) as alternatives to pairing-based
SNARKs.

7.3 Social Impact
The findings of this study show how blockchain technology may help improve patient
control over, access to, and confidentiality of their patient health information so they
have a transparent, accessible, and secure way to experience the healthcare system.

1. Patient-owned medical records will give patients control over who has access to their
medical records; which gives them greater autonomy as a patient and will provide
continuity of care for chronic conditions such as diabetes.

2. The use of scalable networks (e.g., Polygon) and the minimal amount of central
infrastructure needed will allow the system to extend to remote and resource-poor
locations and assist in closing the gap in unequal access to secure healthcare.

3. Blockchain’s immutable ledger enables actions to be traceable and prevents tamper-
ing or fraud from occurring, and the greater level of transparency will contribute to
rebuilding the trust that exists between patients, providers, payers, and regulators.

4. Consent-based data sharing will allow for larger scale studies and public health
initiatives while protecting the confidentiality of individual patient data; allowing for
collaborative and innovative approaches to conducting ethically responsible research.

5. Smart contract access controls will ensure compliance to applicable laws concern-
ing data protection and ethics; promoting the growth of accountable digital health
systems that respect patient rights.

6. Improved security practices via integrated verification and authentication will in-
crease the overall cybersecurity position of the healthcare ecosystem as it continues
to face growing threats.

This thesis marks the culmination of an extensive analysis of patient-centered, blockchain-
based healthcare systems. This thesis identifies the architecture and design elements nec-
essary for creating a scalable, interoperable, and secure digital healthcare ecosystem. The
concepts and solutions described above are intended to aid in the development of health-
care systems that protect patient confidentiality, empower patients, and promote trust
among all stakeholders involved in the healthcare delivery process.
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